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Götz. Among these people at the HRI are the ELTec research group members Lars Gräning,
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Nomenclature and Symbols

Symbol, Domain Description (cf. Chapter 2)
x ∈ X Genotype x is an element of genotype space X, it contains all heri-

table information, including some (but not necessarily all) information
needed to develop the innate phenotype, and possibly (but not necessarily)
parameters that influence learning (cf. parameter a below).

z ∈ Z Phenotype z is an element of phenotype space Z. It is an individual’s
physical state in an environment at a time, and is subject to selection.

t Time (modelled in discrete or continuous units).
a ∈ Rn Learning parameter a is either a single value (n = 1) or a vector (n > 1).

It defines parameters that influence individual learning behavior. a can
either be part of genotype x or externally given. In the models of this
thesis these include the number of learning trials, Examples are individual
lifetime, learning stepsize, and others.

e ∈ E Environment parameter e is either a single value or a vector that may
influence development, learning and the adaptive value (see below), e.g.
the location of the current optimum.

φ : (X, E) 7→ Z Development function φ describes the mapping from genotype to innate
phenotype. The innate phenotype is determined by the genotype and in
some models by the environment.

l : (Z,X, E) 7→ Z Learning function l describes phenotypic changes. The outcome of learn-
ing may be influenced by the environment and/or genotype, e.g., when
parameter a is part of the genotype.

v : (Z,E) 7→ R+ Adaptive value function v determines the adaptive value or viability of
a phenotype under environmental influence at a time. The adaptive value
determines the probability to produce offspring.

f : (X, EL) 7→ R+ Absolute fitness f indicates the fitness of an individual with genotype
x, e.g., the adaptive values v of its corresponding phenotype accumulated
during lifetime L. Corresponding to v, f is influenced by all environmental
states of its lifetime, i.e., a vector EL.

w :
(X, (X, Z, t)n, EL) or
(X, (X, Z, t)n, EL, a)

7→ R+

Relative fitness w is a measure for the expected number of offspring of
an individual with genotype x in its lifetime L. Besides the individual’s
own genotype x, w depends on the state of the population (n indivdiuals)
at its birth, i.e., the set of genotypes Xn and phenotypes Zn, the environ-
ment during its life EL and the external learning parameter(s) a (if not
genetically encoded).
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CHAPTER 1

Introduction

“Evolution, however, is change in the properties of groups of organisms over
the course of generations. The development [..] of an individual organism is not
considered evolution: individual organisms do not evolve. Groups of organisms,
which we may call populations, undergo descent with modification.”

Douglas J. Futuyma, Evolution [47, page 2]

The seemingly unbounded growth of computational processing power, data storage capacity,
and computer networks has led to digital processing systems with an unprecedented complexity.
There is no indication that this trend will change in the future. From a software-engineering
perspective it is evident that beyond a certain complexity the behavior of these systems is
not fully predictable. Furthermore, the application scope of these systems is steadily growing
and we observe an increasing interconnectivity of digital systems with the natural world. As
a consequence operating conditions are no longer constant but are frequently changing.

This development demands for computational systems capable to adapt to changing and
unforeseen conditions. Biological information processing demonstrates great capabilities in
this regard. The study of biology may inspire the design of computational systems that
are highly adaptive as well. However, the laws of biological information processing are
fundamentally different from the mechanisms of digital information processing. Rather than
copying biology, promising biological principles need to be identified and tailored to the
computational environment. The translation of biological principles to digital processing
targeted toward problem solving has become a major subject of computer science. The various
related approaches are often categorized under the umbrella of Computational Intelligence.

Evolution and learning are the two major mechanisms in natural adaptation. This thesis
is devoted to an understanding of the dynamics of evolution and learning. Evolution is the
change of the composition of heritable - genetic - information of a population of individuals
over time. This change is driven by natural selection and by forces that introduce variation.
Learning is the change of an individual’s physical state - its phenotype - during its lifetime.

1



Chapter 1 Introduction

Compared to evolution, learning works on a much shorter time scale. The interplay between
evolution and learning allows populations of organisms to adapt to various environmental
changes.

The first transfer of principles of biological evolution to computer programs dates back
half a century [43]. Since then, Evolutionary Computation has grown to an established
discipline which develops algorithms that make use of principles of evolution for solving
various complex optimization problems, the creation of art and music, process control, and
a wide range of other applications. Two decades ago, Hinton and Nowlan [64] for the first
time presented a computational model of evolution that incorporates individual learning.
Their model demonstrates an adaptational advantage of the coupling of the two adaptation
mechanisms.

Just before the work on this thesis started, a paper by Mery and Kawecki [107] was
published that reports on a biological experiment on evolution and learning in fruit flies.
This was the first time that biological experimental evidence for an influence of learning on
evolution has been produced. The work reports on two experimental settings, one in which
learning accelerates the rate of evolutionary change and one in which the opposite can be
observed - decelerated evolutionary change in the presence of learning. A discussion with
Tad Kawecki in the early stages of this work strongly influenced its research direction. It
turned out that there was no satisfactory theory to explain his experimental results although
a rich body of literature from different scientific fields is devoted to the study of advantages
and disadvantages of learning in evolution. These studies approach the subject from various
angles. Some of these studies come to the conclusion that learning accelerates evolution,
while some conclude that learning decelerates evolution. There are also studies which describe
experimental scenarios for both outcomes. So, the state of the art somehow confirms Mery’s
and Kawecki’s results that learning does not generally accelerate or decelerate evolution. In
each of these works, some explanation is provided as to what causes the respective results.
However, the explanation derived from one study is not general enough to explain the results
of others.

The aim of this thesis is to develop a unifying understanding of the dynamics of evolution
and learning. It is based on the philosophy that simple models developed for the understanding
of biological systems not only help to explain what we observe in nature but also to apply the
biological principles in computation. The mathematical models of this thesis are proposed in
this spirit. The simulation models developed in this thesis employ standard techniques from
Evolutionary Computation aiming to ease the transfer of the studied biological phenomena
to computational systems. Similarly, the simulation models are realized using standard
techniques known from Evolutionary Computation. Therefore it is hoped that the presented
analyses and studies contribute to an understanding of biological phenomena and serve
as a basis for the transfer of principles of biological evolution and learning dynamics to
computational systems.

Overview

In Chapter 2, the fundamentals of this thesis are introduced, not only as background but
also to specify the working definitions and assumptions and to clarify the terminology used
throughout the thesis.

2



In Chapter 3, adaptational effects of Lamarckian inheritance are studied. Lamarck [93]
proposed that acquired properties are directly transferred from parent to offspring and that
individual lifetime changes are the driving force of evolution. Although clearly rejected
in evolutionary theory, Lamarckian inheritance is successfully employed in Evolutionary
Computation. In Chapter 3, the conditions that favor Lamarckian and biological inheritance
are studied thereby providing arguments why Lamarckian inheritance is often beneficial in
evolutionary optimization even though it cannot be observed in nature. In the remainder
of this thesis, biological (non-Lamarckian) inheritance is assumed. Chapter 3 also briefly
discusses the reasons for this decision.

In Chapter 4, the Gain Function framework which represents the core of this thesis is
introduced. The gain function is a mathematical framework that generally defines conditions
under which learning accelerates or decelerates evolutionary change. It is formulated in
terms of the influence of learning on the reproductive success of individuals (fitness) and
considers how learning influences selection pressure. The central argument is the following:
If genetically strong individuals benefit proportionally more from learning than genetically
weak ones, learning accelerates evolution toward high fitness individuals. However, if weak
individuals benefit more, evolution is decelerated. The gain function is formulated in a general
way and can be applied to biological and computational models alike, although it naturally
makes some simplifying assumptions.

In Chapter 5, several scenarios of coupled evolution and learning are studied using the gain
function as an analysis tool. These scenarios are selected in order to cover a maximal range
of typical environmental properties. In at least one setting, the gain function analysis yields
a somewhat non-intuitive result.

In Chapter 6, several models from the evolutionary computation and biology literature are
revisited and analyzed with gain function framework. The gain function perspective provides
clear explanation of the results obtained from simulation studies. It also sheds some light on
the result of Mery and Kawecki’s evolutionary fruit fly experiment [107].

In Chapter 7, a further step toward the transfer of the dynamics of evolution and learning
to computational paradigms is taken. There, the balance between the rate of evolutionary
adaptation and the intensity of individual learning is studied. This issue is important in the
presence of a trade-off between evolution and learning which arises from a computational
resource conflict. The chapter concludes that in dynamic environments, the optimal balance
depends on the type and rate of environmental change.

In Chapter 8, it is studied how the optimal balance between evolution and learning can
emerge from a self-adaptation process. It is shown how the utilization of a biological principle
- an individual energy trade-off between lifetime and reproduction - produces the appropriate
conditions for successful self-adaptation.

Chapter 9 completes the thesis with conclusions and an outlook.

Major Contributions

In brief, the major contributions of this thesis are

• Explanation of the adaptational disadvantage of Lamarckism in rapidly changing
environments,
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• Formulation and proof of the gain function as a mathematical framework to predict the
influence of learning on the rate of evolution,

• Identification of the conditions for learning-induced acceleration or deceleration for
typical forms of learning,

• Theoretical underpinning of various studies of coupled evolution and learning,

• Discovery of a new type of adaptational advantage in presence of a resource-conflict
between evolution and learning,

• Demonstration that biologically-plausible reproduction constraints allow successful
self-adaptation of the evolution/learning balance.

See Chapter 9 for an extended review of the contributions of the thesis. The research approach
of this work comprises simulation study and mathematical analysis. Subject of study are
both computational and biological models of evolution and learning. The various perspectives
constitute the multi-disciplinary nature of this thesis which allowed to make contributions
to Mathematical Biology, Computational Biomodelling, Artificial Life, and Evolutionary
Computation.
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CHAPTER 2

Fundamentals

Evolution and learning are the two main adaptation processes that can be observed in nature
and are also deployed in computational intelligence. Evolution is an adaptation process of
the genetic composition of a population. In contrast, learning is an adaptation process of
the phenotype of an individual. Considering a certain species that evolves and learns, the
time scale on which the two adaptation processes operate is another point of distinction.
Evolutionary adaptation takes place on a much larger time scale than individual learning (cf.
Table 2.1).

This chapter provides an introduction to the principles of evolution in Section 2.1 and
the principles of learning in Section 2.2. The coupling of evolution and learning produces a
complex adaptive system. In the remainder of this chapter, the most well known aspects of the
mutual influences in this system are reviewed, namely the influence of evolution on learning in
Section 2.3 and the influence of learning on evolution in Section 2.4. Throughout this chapter
the different aspects of evolution and learning are viewed from both the computational as
well as from the biological perspective. This chapter is not intended to provide a complete
review of theories and concepts of evolution and learning. Rather, it is tailored to the needs
of this thesis. Definitions should therefore be understood as working hypotheses of this thesis.

2.1 Evolution

This section introduces concepts related to biological evolution and specifies the terminology
of this thesis. The modeling approaches of this thesis are based on the standard Darwinian
view of natural evolution that emphasizes the roles of variation and natural selection which is
also often referred to as survival of the fittest 1.

1 the term Survival of the fittest was actually coined by Herbert Spencer in his book Principles of Biology
[162] after he had read Darwin’s The Origin of Species [28]
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Chapter 2 Fundamentals

Table 2.1: Distinctive properties of evolution and learning

Evolution Learning
population-based individual-based
genotype-level phenotype-level
large time scale short time scale

2.1.1 Principles and Definitions

Biological organisms are characterized by their physical manifestation which is defined as
phenotype.

Definition 2.1 (Phenotype). The phenotype of an individual is its physical state, including
the physiology and behavior.

The phenotype grows through a development phase, which is also known as ontogenesis. The
resulting phenotype is strongly determined by its genotype which comprises the inherited
characteristics of the organisms parents.

Definition 2.2 (Genotype). The genotype of an individual is its set of heritable, also known
as genetic, information.

In biology, the genotype is often given in form of DNA (deoxyribonucleic acid). However, the
development is not only influenced by genotypic information but also by the environment. The
same genotype may result in a different phenotype depending on the environmental conditions
under which development takes place. Abundant evidence is provided by several examples in
West-Eberhard’s book [183]. There is a long-lasting debate in the biology literature about
the relative influence of genes and the environment which is often referred to as the “Nature
versus Nurture” debate [84, 88, 141]. A definition of development is given as follows.

Definition 2.3 (Development). Development is the mapping from genotype to phenotype
under the influence of the environment.

Instinctively, the developed organisms struggle in order to produce offspring and thereby
transferring their individual characteristics to progeny. As mentioned earlier, this process
in which some individuals fail and some prevail is since Darwin known as Natural Selection
[28] or simply Selection. Thus, the mechanism of selection determines which individuals
reproduce offspring, i.e., pass on their genetic material to offspring. In nature, selection
is an intrinsic mechanism of evolution which emerges from the struggle for survival and
reproduction possibilities between individuals.

The concept of fitness is an attempt to capture the principles of natural selection in a
theoretical framework. Haldane was the first to quantify fitness [53]. In agreement with
similar definitions (e.g. [82]), the fitness of one particular genotype is quantified as the mean
number of offspring of this genotype. A summarizing illustration of the relationship between
genotype, phenotype and fitness is shown in Figure 2.1.

Haldane’s colleague Sewall Wright introduced the concept of the fitness landscape, or in
Wright’s words the adaptive landscape [187] which visualizes the distribution of fitness values
over a genotype space. Figure 2.2 illustrates such a fitness landscape for two dimensions
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genotype selection

environment

development fitnessphenotype

Figure 2.1: Relationship between genotype, phenotype and fitness. The phenotype is produced
by the genotype under the influence of the environment and (natural) selection determines
the fitness of a phenotype.
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Figure 2.2: The Fitness Landscape, introduced by Sewall Wright [187]. Each point in
genotype space maps to a fitness value. The mapping from genotype to fitness includes the
more complex transformation with the phenotype as “stopover” (cf. Figure 2.1).
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of the usually high-dimensional genotype space. The fitness landscape is often used as a
means to picture the movement of a population of individuals on a landscape. In this image,
individuals correspond to points in genotype space.

Since its introduction in 1932, the fitness landscape model has been subject to strong
criticism in biology. See [87, 159] for recent surveys of the scientific discourse. The strongest
argument of the criticism points to the concept of the population movement on a fitness
landscape. Usually, fitness, in the sense of expected reproduction success, does not only
depend on an individual’s genetic configuration but is also dependent on other individuals.
The same genotype (expressing a certain phenotype) in an otherwise identical environment
may have different fitness values in different populations. Thus, a fitness landscape can only
be drawn for one individual and under the assumption that the rest of the population is
constant. This, however, contradicts the notion of population movement on the landscape.
A similar argument has been described in [77] and [164]. For consistency, two concepts of
fitness are employed in this thesis, namely relative fitness and absolute fitness.

Definition 2.4 (Relative Fitness). Relative fitness is a measure for the expected reproductive
success of an individual with a certain phenotype in a given population.

Relative fitness refers to Haldane’s fitness definition that measures the reproductive success.
In the literature, this type of fitness has also been named reproductive fitness [164, 168].

Definition 2.5 (Absolute Fitness). Absolute fitness is an individual lifetime measure for the
survival and reproduction ability that can be evaluated independent of other individuals.

The concept of absolute fitness allows to draw the picture of a population that moves on
the (absolute) fitness landscape. The absolute fitness is similar to the concept of viability,
which reflects an individual’s strength and reproduction ability. A doubling of an individual’s
absolute fitness should therefore lead to an approximate doubling of its relative fitness, if other
things are equal. Notice that this principle has become known in evolutionary computation
as fitness proportional selection [36, page 59] which is discussed in more detail in Section
2.1.3. From a biologist’s point of view, the concept of absolute fitness may be of little interest,
because the difficulty of measurement makes it impracticable.

It is shown later that the concept of absolute fitness is indeed more useful in the realm
of evolutionary computation, where the absolute fitness is usually assigned by a certain
evaluation function. For convenience, the term fitness landscape is reserved for the mapping
from genotype or phenotype to the absolute fitness value in this thesis.

The transfer of individual characteristics from parents to offspring through genes is known
as heredity. Fit individuals produce offspring. This offspring is unlikely to have an identical
genotype as its parents. First, in case of sexual reproduction, an offspring’s genotype is
a composition of the parent’s genotypes which is also known as recombination. Secondly,
when a parent’s genetic information is replicated copy errors arise which is also known as
mutation. It should be noted here that there are other sources of mutation. In summary, the
whole reproduction process generates a variation of the genetic material. In case of sexual
reproduction, there are at least two sources of genetic variation, namely recombination and
mutation, where the asexual reproduction mutation is the major source of variation. However,
the main point that should be emphasized here, is the existence of variation mechanisms.
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t+1t
Population

SelectionVariation

Figure 2.3: Abstract model of natural evolution. The population varies over time through
the influence of selection and variation.

There is no generally accepted definition of evolution but most definitions emphasize the
genetic changes in populations or in Darwin’s words “descent with modification” [28]. As
described above, there are three basic ingredients for evolution, namely selection, heredity,
and variation that work to modify a population of individuals. In the following, a definition
of evolution is proposed that more adequately includes all aspects relevant in the various
models employed in this thesis.

Definition 2.6 (Evolution). Evolution is the change in the composition of the genetic
information of a population as a result of selection and variation, formally:

Population (t + 1) = Variation (Selection (Population (t) ) )

This definition of evolution is illustrated in Figure 2.3. A population’s composition at time
t may change within the next time step as a result of selection and variation. Usually the
elements of evolution are modeled as having random components.2 Notice that a discrete
time model is employed in this formulation. Thus, essentially evolution is a repeated cycle
of selection and variation. It should also be pointed out that natural evolution inherently
requires a population. Without population no selection can take place.

2.1.2 Evolutionary Computation - Transfer of Biological Principles to
Computation

The principles of natural evolution as described in the previous section can be implemented
in computer programs which perform a “digital” evolution. The application of principles
of natural evolution to computers is commonly summarized under the term evolutionary
computation. There are at least two motivations for evolutionary computation.

First, the principles of natural evolution can be employed after appropriate modification for
optimization, adaptation and creation in different domains such as, engineering, economics,
medicine, and artificial life. The main tool for this is the evolutionary algorithm.

2 The discussion on whether there is “real” randomness in nature (or randomness is just a model in order to
deal with the enormous complexity of cause-and-effect relationships) is beyond the scope of this thesis.

9



Chapter 2 Fundamentals

Algorithm 2.1: Canonical Evolutionary Algorithm

input : Population size, Evaluation function, Specification of Mutation, Recombination
and Selection

output: Parents

Initialize(Offspring)1

repeat2

Evaluate(Offspring)3

Parents = Select(Offspring)4

Offspring = Recombine(Parents)5

Mutate(Offspring)6

until termination condition satisfied7

Secondly, biologists may use such programs as a tool to replicate natural evolution and
thereby gain a deeper understanding of natural evolution itself. This type of simulated
evolution is also known as in silico evolution.

2.1.3 The Evolutionary Algorithm

The evolutionary algorithm (EA) comprises the main elements of natural evolution described
above. In the following, an EA as formulated in pseudo-code notation in Algorithm 1 is
briefly described.

An EA usually starts with randomized initialization of a set of solutions, which is referred
to as population of individuals in the biological metaphor. In the pseudo code notation, this
population is called Offspring. The individuals of the Offspring population are evaluated with
respect to a certain optimization, adaptation or creation task. This evaluation is commonly
called fitness evaluation. Based on the evaluation result which is denoted f , individuals are
selected as parents to produce individuals for the next generation. The higher the fitness of
a solution, the more likely it is to be selected. In particular, this thesis employs the fitness
proportional selection scheme, see e.g. [36, page 59]. Under the assumption of constant
population size, the application of this selection scheme implies that the expected number
of offspring of an individual is f/f̄ where f denotes the individual’s quality according to
the evaluation and f̄ denotes the average quality across all individuals of the population.
One way to implement this scheme is Baker’s stochastic universal sampling algorithm [6].
The individuals of the Parents population are combined. In analogy to biological evolution,
this combination process is named Recombination. The resulting individuals are randomly
altered which can be interpreted as Mutation. The resulting population represents the next
generation of solutions. (Note that other versions of the EA allow to include parents from the
current generation in the next generation.) This loop is repeated until a certain termination
criterion is satisfied. Typical termination criteria are the excess of a predefined maximum
computation time, the population convergence to a small region of the search space or a lack
of fitness improvement in successive generations.
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Evaluation
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Canonical Evolutionary Algorithm

Figure 2.4: Flowchart of a canonical evolutionary algorithm. Similar to natural evolution,
population search, and adaptation are realized through a cycle of selection and variation.

It is expected that through repeated application of this evolutionary loop of selection and
variation, the population discovers points in the search space that correspond to high-quality
solutions. The simplified canonical evolutionary algorithm is illustrated as a flowchart in
Figure 2.4, highlighting that the EA basically processes repeatedly a cycle of selection and
variation.

Note that the common usage of the term fitness evaluation in the EA corresponds to the
concept of absolute fitness, cf. Definition 2.5. After the application of the selection operator,
the relative fitness as defined in Definition 2.4 can be measured. So, the term fitness is
commonly used in the sense of absolute fitness in the realm of evolutionary computation and
in the sense of relative fitness in biology. Relative fitness can only be assessed by applying
both the quality evaluation function and the selection function. So the fitness proportional
selection scheme is more appropriately called absolute fitness proportional selection. Notice
that in Evolutionary Computation various selection mechanisms have been proposed [11].

The relationship between the biological and the evolutionary computation perspective has
also been pointed out by Colombetti and Dorigo [21, page 24]

“In the realm of artificial agents, the relationship between fitness and reproductive
success is reversed: first, the fitness of an individual is computed as a function
of its interaction with the environment; second, the fittest individuals are caused
to reproduce. However, this pattern is not exclusive of artificial systems: it is
applied by breeders (of cattle, horse, dogs, etc.) to produce breeds with predefined
features. In fact, we contend that best metaphor of evolutionary computation is
not biological evolution, but breeding.”

The evolutionary algorithms studied in this thesis have been implemented with the C++
open source programming library EALib which is part of the SHARK software package [155].

2.1.4 Genotype-Phenotype Distinction in Evolutionary Computation

In analogy to biological evolution, the distinction between genotype and phenotype is also often
realized in EAs. In this case, a solution has two representations, the genotype representation
which in evolutionary computation is often simply referred to as representation and the
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phenotype representation which is often referred to as solution [14]. Evolution searches
through the genotype space, hence, mutation and recombination are defined on the genotype
representation. The quality of a solution is evaluated based on the phenotype representation.
Thus, before an individual is evaluated, its genotype is transformed to the corresponding
instance in the phenotype representation. This genotype-phenotype-mapping (GPM) is the
analog to development in biological evolution. Complex genotype-phenotype mappings which
resembles biological development in evolutionary computation seem to be of growing interest
for evolutionary computation applications [92]. The genotype-phenotype distinction is often
referred to as indirect encoding in evolutionary computation.

There are several reasons why an indirect encoding may have an advantage. Usually, the
evaluation function expects a certain input format. This input format can be called the natural
representation [110, 108]. There are at least two reasons why the natural representation might
be inappropriate. These are described in the following.

Lack of Causality

The concept of causality originates from physics and means that small changes in the
parameters of a system correspond to small changes in the system’s performance. This
concept can be transferred to the relationship between genotype and phenotype [153, 152] or
between genotype and fitness [179, 139]: Here, causality or strong causality [153, 152] means
that a small change in the genotype (the system parameters) produces only a small change
in the phenotype or in the fitness (the system performance) of an individual. This means
a single mutation in the genotype causes only a moderate fitness change. Causality is a
prerequisite for evolutionary optimization [153]. Often, the natural representation makes
it difficult to design mutation (or other variation) operators that provide causality in the
mapping from genotype to fitness. In this case, the addition of a genotype level which maps
to the phenotype space may help to construct the lacking causality.

Large Size of the Search Space

Often the natural representation specifies a solution in every detail. This produces a large
search space which may be difficult to search successfully. By introducing the genotype as an
additional representation layer, the space on which mutation and other variation mechanisms
operate can be significantly reduced.

An example of such a case is the optimization of geometrical designs, such as turbines or
wing airfoils. There, the fitness is usually assigned based on computational fluid dynamics
(CFD) simulations. The simulation programs expect a certain input format of the geometrical
design; usually a 2-d or 3-d grid representation that specifies all points of the grid. If the
grid representation which can be considered as natural representation here is directly used for
evolutionary search, the resulting search space becomes very large. An EA is unlikely to find
a high quality solution under these conditions.

An alternative way to represent a geometry is to describe it by curves, whose shapes
are controlled by a relatively small set of parameters, e.g., spline-curves [123, 81]. If the
transformation function from the curves representation to the natural representation is known,

12



2.2 Learning

this small set of parameters fully describes a geometry. Evolutionary search on this (genotype)
representation is often more successful than on the natural representation.

A second example is the evolution of artificial neural networks (ANNs). (It is here and
in the remainder of this thesis assumed that the reader is familiar with the basic properties
of ANNs. A comprehensive introduction is Haykin’s book [62].) There are many examples
in which a direct encoding, i.e., a complete specification of all properties of the ANN, leads
to unsatisfactory evolutionary search. Various ways to indirectly encode an ANN with a
relatively small set of parameters have been proposed such as a parametric representation
[56] or developmental rule representation [83]. For a comprehensive survey see [188].

2.2 Learning

In the context of this thesis, learning should be understood as an adaptation process of
an individual agent, i.e., either a natural organism or an individual in artificial evolution.
Corresponding to Douglas J. Futuyma’s quote [47, pg. 2] at the outset of this thesis,
individual adaptation “is not considered evolution” - in contrast to the selection-variation
loop of populations. Similar to evolution, however, learning should on average lead to some
kind of improvement. In the following, learning and associated concepts are defined.

2.2.1 Principles and Definitions

In the context of evolution, learning should after all lead to an improvement of fitness,
more precisely the absolute fitness, cf. Definition 2.5. However, since the concept of fitness
aggregates over the whole lifetime of an individual, it is not appropriate to describe the lifetime
process of learning.

More appropriate is the concept of adaptive value. In biology, the adaptive value refers
to the degree to which a certain phenotypic characteristic helps an organism to survive and
reproduce. During its lifetime, an individual may improve these characteristics, thereby
increasing its adaptive value. In this thesis, the differentiation between components that
contribute to fitness is of minor importance. More important is the temporal aspect of the
adaptive value that is emphasized in the following definition.

Definition 2.7 (Adaptive Value). The adaptive value is an individual’s contribution to its
absolute fitness at a time.

Thus, if one draws the adaptive value of an individual against its age, learning curve is
obtained. Based on this definition, a formal definition for learning can be specified.

Definition 2.8 (Learning). Learning is an individual adaptation process that takes place on
the phenotype level and is directed toward an increase in an individual’s adaptive value.

With Definition 2.7 it is self-evident that an increase in the adaptive value leads to an
increase in the individual’s absolute fitness. However, this may not necessarily lead to an
increase in relative fitness, as it is shown in later chapters.

The same terminology can be applied to computational learning. For example, in a learning
algorithm that is processed for a certain number of learning steps, the quality of a solution is
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Figure 2.5: Illustration of the relationship between genotype, phenotype and fitness that
accounts for learning. The innate phenotype is produced by the genotype under the influence
of the environment. The innate phenotype is modified through learning. Selection may act
over time and not just on the learned phenotype.

expected to increase with the number of learning steps. The increase in solution quality over
the processing time of the algorithm can be rephrased as an increase in adaptive value over
lifetime.

Figure 2.5 illustrates the relationship between genotype, phenotype, and fitness on a more
fine-grained level that accounts for phenotype changes caused by learning, cf. Figure 2.1 for a
coarse-grained illustration that does not account for learning. In biology, the transformation
from genotype to phenotype is usually enormously complex. Development (ontogenesis) and
learning (epigenesis) are parallel processes during the entire life time of individuals. There is
no transition when one ceases and the other one starts. Nevertheless, in order to focus on
the role of learning and for the sake of simple analysis, in this thesis the two processes are
modeled as taking place in a sequential fashion: first development and then learning.

By definition, learning is directed toward an increase in the individual’s adaptive value
and therefore an increase in the individual’s absolute fitness. However, there are various
intermediate effects of learning that lead to this average increase in fitness. Some of these
intermediate effects may actually be detrimental with respect to the individual’s adaptive
value. The learning-induced increase in absolute fitness is therefore just the positive balance
between benefits and cost of learning. Again, if this balance would be negative, there would
be no point in learning. The benefits and cost of learning are discussed in the following.

2.2.2 Benefits of Learning

An obvious advantage of learning for an individual is that adaptation to its specific environ-
mental conditions is possible [1, 102] which is not possible by evolutionary population-based
adaptation. Furthermore, the genetic search mechanisms mutation, recombination (both
variation operations), and selection may be inappropriate for a fine-grained adaptation.
Thus, learning provides a clear benefit in this sense. This advantage applies to biology and
computational intelligence alike.

Besides this, learning usually provides an adaptational advantage on the temporal scale.
That is to say, learning allows to adapt quickly to changing environmental conditions [1,
102, 174]. In [173] and [167], it is concluded that learning can only provide an adaptational
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advantage if the environmental dynamics are predictable to some degree. This advantage
certainly applies to biology, and to those scenarios in computational intelligence, where
population adaptation is applied to a quickly changing environment.

2.2.3 Cost of Learning

The cost of learning have received relatively little attention in the literature. However, in the
few papers that study this issue a wide range of types of learning cost are discussed. From a
purely biological point of view, Johnston [76] discusses six types of cost, namely

• Delayed reproductive effort and/or success

• Increased juvenile vulnerability

• Increased parental investment in each offspring

• Greater complexity of the central nervous system

• Greater complexity of the genome

• Developmental fallibility

and presents evidence for most of these. Mainly based on Johnston’s work, Mayley [102]
discusses several types of learning cost from an interdisciplinary point of view that considers
both biology and computation. He groups these types of costs as follows

• Costs that are a function of the time spent for learning, e.g., time-wasting costs, delayed
reproductive effort, energy costs

• Catastrophic costs, e.g., unreliability costs, damaging behavior

• Constant costs, e.g., increased ontogenetic costs

• Individual non-specific costs, e.g., parental investment, increased genotype length

• Non-evolutionary costs, e.g., program development/testing, CPU time

For details it is referred to the original papers [76] and [102].
In the following, the various types of learning cost are grouped with respect to whether

they influence individual fitness or not. As it will be seen later, this categorization is tailored
to the modeling approaches taken in this thesis.

Fitness Cost of Learning

Fitness cost of learning are those that can be modeled by a decrease in individual fitness.
The two subcategories energy consumption and exploration cost cover most of the various
cost aspects that arise on the individual level.

Energy consumption cost include cost for the development and for the maintenance of
the learning system [76], e.g., brain or artificial neural network, as well as for the process
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of learning itself. Organisms have a finite amount of energy available. An increase in the
proportion of energy spent for learning implies a decrease in the proportion of energy spent
for other activities. An example with obvious evolutionary consequences is the reduction of
reproduction effort. In other words, individuals reproduce less during learning. Similarly, the
survival probability may also suffer from increased learning effort. To some extent this type
of learning cost also applies to computational intelligence because both digital replication for
offspring production and learning demand computational resources, i.e., incur computational
cost. It certainly applies to embodied computational intelligence, see, e.g., [174, 101].

Learning incurs various types of exploration cost. If not completely supervised (see Section
2.2.4), learning requires a certain degree of exploration in order to achieve improvement.
Exploration bears the risk of trying out a worse solution than the current one. Therefore, an
individual might experience setbacks or failures during the process of learning and the learning
curve of a certain individual, i.e., its mapping from age to adaptive value may temporarily
decrease, see [19, 174] for examples. However, in the end learning should yield an increase in
the average adaptive value.

Non-Fitness Cost of Learning

Not all costs that arise from learning can be modeled as a decrease in individual fitness.
The best example from an evolutionary computation point of view is CPU time which was
classified by Mayley [102] as non-evolutionary cost.

Obviously, if available CPU time, or more generally computational resources, are limited,
an increase in individual learning such as an increase in the number of iterations in a learning
algorithm, implies that less computational resources are available for evolutionary adaptation.

The following reasoning holds for both, biological and computational scenarios. If the
population size is more or less constant or has reached a certain limit, an increase in individual
lifetime decreases the rate of evolutionary change, i.e., genetic change through variation and
selection. The straightforward explanation is that with long lifetimes less individuals perish
per time, hence less individuals can be born without breaking the population’s size limit. In
nature, the population size may be limited due to finite space, food resources etc.

However, the increased lifetime which can be interpreted as individual learning time does
not reduce individual absolute fitness - unless such a reduction is externally assigned as
possible in evolutionary computation. Instead, this type learning cost reduces the velocity of
evolutionary adaptation for the population as a whole.

The conflict between resources allocated for evolutionary adaptation and resources allocated
for individual learning has some relation to the above mentioned biological cost of energy
consumption. In both cases, an increase in learning intensity implies a decrease in reproduction
per time.

It should be noted here that the effect of non-fitness cost of learning on evolutionary
dynamics cannot be explained by the standard model of evolution that is based on natural
selection of individuals. However, there are models of evolution that consider larger units of
selection, such as group selection, e.g., [104, 186] from the biology literature and [20, 95] in
the computational intelligence literature, or even species selection [47, page 259].
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2.2.4 Types of Learning

Learning theory assumes that the learning system has inputs and produces outputs. In both,
biological and artificial systems typical inputs are sensor data, typical outputs are actions
or decisions. In theory, it is often distinguished between three types of learning, namely
supervised learning, unsupervised learning and reinforcement learning.

Supervised Learning

In supervised learning, a learning individual receives a teaching signal in addition to its
(sensory) input. This teaching signal indicates the appropriate output, i.e., the teacher tells
the learning individual what it should do. The goal of supervised learning is to construct an
internal input-output mapping that can reproduce the input-output relationship that was
provided by the teacher. This type of learning is widely used in machine learning applications,
see e.g. [69]. The most well-known example is probably the back-propagation learning in
artificial neural networks which is first described by Werbos [182] and further developed by
Rumelhart et al. [147]. Supervised learning also appears in many animal species, e.g., where
parents teach their offspring.

Unsupervised Learning

In unsupervised learning, the learning individual receives no information about the appro-
priateness of its output. Rather than “learning the right action”, the goal of unsupervised
learning is “to extract an efficient internal representation of the statistical structure implicit
in the inputs.” [65]. In machine learning, this for instance includes the discovery of statistical
properties of (input) data, such as clusters. In biology, unsupervised learning takes place when
developing animals learn to reduce visual input appropriately for further cognitive processing.

Reinforcement Learning

In reinforcement learning, a learning individual receives some information about the appro-
priateness of its output that was produced as a reply to an input stimulus. However, unlike
the case of supervised learning, the individual is not taught what that appropriate action was.
It only receives a feedback that indicates how appropriate the produced output was. In most
of the cases in biology, there is no supervision available. Therefore, reinforcement learning is
often observable in biology. In machine learning several reinforcement learning algorithms
have been proposed and there is a wide range of applications [169].

Although there are several examples for each of the three types of learning in both machine
learning and biology, it must be noted that the terminology is more common in the realm
of machine learning [2]. However, an interesting hypothesis was proposed by Doya [32, 33]
who argues that some brain regions are dominated by a certain operation “method” [32].
In particular, Doya claims that the network architecture of the cerebellum is specialized for
supervised learning, the basal ganglia for reinforcement learning and the cerebral cortex for
unsupervised learning.
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2.3 Influence of Evolution on Learning

From a biological point of view, there is a simple answer to how evolution influences learning:
Learning has evolved! This means the learning ability is the product of evolution. Research in
evolutionary biology tries to answer, how learning has evolved, or in particular how learning
in a certain species, a certain learning mechanism etc. has evolved. A prerequisite for learning
is phenotypic plasticity. Thus, the evolution of phenotypic plasticity is another important
research topic in this context. Ignoring genetic drift [94, 144], learning only evolves, if it
provides a selective advantage. Hence, a condition for the evolution of learning is that its
benefits outweigh the cost of learning. Recall Sections 2.2.2 and 2.2.3 where benefits and cost
of learning have been discussed.

2.3.1 Biological Perspective

There are several studies that investigate the biological evolution of learning. One of the few
examples that studies the biological evolution of learning with an in vitro experiment is Mery
and Kawecki’s work on the evolution of learning ability in fruit flies [106]. The experiments
demonstrate that learning ability can indeed evolve. A similar evolution study with fruit flies
[107] by the same authors is discussed in Section 6.4 of this thesis. A comprehensive review
of the state of the art in biological evolution of learning is, however, beyond the scope of this
thesis. The reader is referred to recent surveys [113, 134].

2.3.2 Computational Intelligence Perspective

The evolution of learning has also been investigated in artificial systems. The goal of such
studies is either to gain new biological insights or to make progress in the design of adaptive
technical systems. Artificial evolutionary systems naturally have constraints with regard to
what can evolve. These constraints are either inherently present due to the limitation of
computational resources, or they are set by the human designer - intentionally or accidentally.
Correspondingly, different degrees of freedom with regard to how learning can evolve can be
found in the literature.

The majority of the work employs artificial neural networks (ANNs) that perform a certain
computational task during their lifetime. In its simple form, an ANN learns by adjusting its
synapse weights and thereby modifies its input-output relation.

In the extreme case, the behavior of the ANN is fully genetically specified and only
evolutionary adaptation is possible with no room for individual learning. This setting is
known as evolutionary learning3. Several examples for evolutionary learning of synapse
weights can be found in Yao’s 1999 review [188, Section II.A-II.B]. To the knowledge of the
author of this thesis, applications of the stand-alone evolution of ANN synapse weights, i.e.,
without any additional search mechanisms have rarely been published in recent years.

3Note that this usage of the term evolutionary learning differs from the terminology of this thesis where this
type of adaptation is simply denoted as evolution and the term learning is reserved for individual level
adaptation
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2.4 Influence of Learning on Evolution

The first step toward evolution of learning is to evolve some parameters of an ANN’s
learning algorithm. One example is the evolution of parameters of the backpropagation
algorithm [55]. Others can be found in [188, Section IV].

More degrees of freedom for the evolution of learning are provided if not only parameters
of a given learning algorithm but also the learning rules itself can evolve. Some examples
for this category can be found in [188, Section IV]. In recent years, the evolution of learning
rules has become an important issue in the field of Evolutionary Robotics [61, 119, 39, 180]
where neural control systems are generated using experimental evolution. Several studies have
demonstrated that under dynamic conditions, it is more appropriate to let the robot learn a
good synapse weight configuration during lifetime using an evolved learning rule [40, 41, 42].

2.4 Influence of Learning on Evolution

In this section, the two mechanisms by which learning influences evolution, Lamarckism and
the Baldwin effect named after the influential biologists Jean-Baptiste Lamarck (1744-1829)
and James Mark Baldwin (1861-1934) are introduced. First, in Section 2.4.1 definitions for
the two mechanisms are proposed. A detailed explanation follows in the remainder of this
chapter. In Section 2.4.2, a biological perspective is presented based on a brief historical
review of evolutionary theory and evidence related to the influence of learning on evolution.
After that, in Section 2.4.3, a computational perspective is developed.

2.4.1 Definitions

The main effects, Lamarckism and the Baldwin effect, by which learning influences evolution
are defined in the following.

Definition 2.9 (Lamarckism). Lamarckism is the transfer of an individual’s learned properties
to its offspring.

Some more precise definitions that distinguish between weak Lamarckism, pure Lamarckism,
and no Lamarckism are developed in Chapter 3. In the literature, the Baldwin effect is mostly
described qualitatively as a broad concept and there is no precise definition of it. Here, two
definitions are suggested, one in the broader sense and one in the narrow sense.

Definition 2.10 (Baldwin Effect in the broader sense). In the broader sense, the Baldwin
effect is defined as a change in evolutionary pathways or the rate of evolution caused by
individual learning in the absence of Lamarckism.

Definition 2.11 (Baldwin Effect in the narrow sense). In the narrow sense, the Baldwin
effect is defined as a change in evolutionary pathways or the rate of evolution caused by
individual learning, and the genetic fixation of previously learned properties through natural
selection toward a reduction of the cost of learning (in the absence of Lamarckism).

2.4.2 Biological Perspective

The biological perspective on the influence of learning on evolution has developed over the
last 200 years with roughly one crucial finding every 50 years.
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Chapter 2 Fundamentals

Lamarck (1809)

In his most influential work on evolutionary theory [93], Jean-Baptiste Lamarck (1744 - 1829)
emphasized the strong role of the environment and the organism’s capabilities to adapt to
the local environmental conditions. Essentially, Lamarck argued that environmental change
results in a behavior adaptation which causes a modification in the use of organs. The
modified use of organs changes the organs “form” in the long run. Since at the time of
Lamarck no theory of heredity had yet been developed, he assumed that this organic change
is transmitted to offspring. He concluded that adaptive lifetime changes “[..] are preserved by
reproduction to the new individuals [..]” [93]. Thus, in his view, individual lifetime adaptation
to environmental conditions are the driving force for evolutionary change.

Darwin (1859)

A half century later Charles Darwin (1809-1882) extended Lamarck’s theory [28]. As it is
introduced earlier in this chapter, Darwin proposed that the driving force for evolutionary
adaptation is the interplay of variation and natural selection. He assumed that from a
population with variations of traits those which have an adaptational advantage are more
frequently reproduced. Notice that Darwin had no valid theory of heredity available either.
Although not explicitly stated, Darwin saw no significant influence of individual’s lifetime
adaptation or “learning” on evolutionary change.

Baldwin (1896)

A synthesizing view was developed another half century later by James Mark Baldwin
(1861-1934). His main proposal [7] was that individual learning can change the evolutionary
pathways of a species, even in the absence of Lamarckism, because learning influences fitness.
Furthermore, he argued that learning involves cost. Selection acts to reduce the learning
cost and the previously learned behavior eventually becomes instinctive. This mechanism is
another half century later named “The Baldwin effect” by George Gaylord Simpson [158].
The reader is referred to the review by Depew [29] who argues that it could as well have been
named after other biologists of the late nineteenth century.

Crick (1958)

Although Nobel Prize winner Francis Crick was not directly involved with the question how
learning influences evolution, his publication of the central dogma of molecular biology (first
in 1958 [23] and reformulated in 1970 [24]) provided important evidence for this question.
The central dogma states that the information flow from DNA to Protein is uni-directional.
Figure 2.6 illustrates this relationship (Figures 2.6(a) and (b) are redrawn from Crick’s original
article [24]). DNA influences protein (after translation to RNA and in rare case directly), but
protein has no influence on DNA. The arrows in Figure 2.6(a) show all theoretically possible
transfers between the three families of polymers (DNA, RNA and Protein). Figure 2.6(b)
shows the actually observed information flow in nature, where the solid lines are based on
clear evidence and the dashed lines represent either special cases or are based on uncertain
evidence. Despite extensive research efforts, this figure remained almost unchanged since its
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Figure 2.6: Illustration of the Central Dogma of molecular biology formulated by Crick,
Figures a) and b) adapted from [24]. a) shows the theoretically possible information flow if
all three families of polymers would influence each other; b) shows the actually observed
information flow in nature (solid lines are based on clear evidence, dashed lines represent
special cases or are based on uncertain evidence); c) is a simplification of b), omitting
the intermediate state (RNA); d) shows the simplified conclusion of c) with regard to the
relationship of genotype and phenotype.

publication in 1970. In Figure 2.6(c), the intermediate state (RNA) in the transition from
DNA to Protein has been omitted, thereby emphasizing the uni-directional information flow
from DNA to Protein. Since DNA is the carrier of genetic information and Protein represents
the elementary unit from which cells (which make up the phenotype) are built, the central
dogma can also be visualized as in Figure 2.6(d). The genotype influences the phenotype, but
the phenotype does not influence the genotype. Despite the lack of evidence for “backward
translation” from protein to genotype, Crick provides theoretical arguments why this cannot
be observed in nature. He points out that the forward translation from DNA to RNA to
Protein involves a very complex machinery and that it is unlikely that this machinery works
backwards. An alternative could be the existence of an “entirely separate set of complicated
machinery” [24] for back translation. However, there is no trace that such a machinery exists.
With Crick’s findings, Lamarckism is to be rejected.

Recent Biological Perspectives (1986-2007)

Although Crick’s and other findings clearly reject Lamarckism, there has recently been discov-
ered a range of “Lamarckian-like mechanisms” that occur without breaking the central dogma.
These can roughly be categorized as sustaining heritable epigenetic variation [73], phenotypic
memory [74] and so called neo-Lamarckian inheritance [140]. Examples include, mutational
hotspots and adaptive mutations occurring during bacterial stress [45], chromatin marks
that control differentiation in multi-cellular organisms [68], RNA silencing allowing potential
influence by somatic RNA on germ line gene expression [97], inheritance of immune system
states by antibody transfer in breast milk [160], and behavioral and symbolic inheritance
systems such as food preference, niche construction traditions and all information transmission
dependent on language [73].

Also recently, the first evidence for the Baldwin effect from a biological experiment has been
produced. Mery and Kawecki [107] demonstrate the Baldwin effect in the in vitro evolution
of fruit flies. Particularly, they show that learning of a resource preference can speed up the
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Algorithm 2.2: Canonical Memetic Algorithm

input : Population size, Evaluation function, Specification of Mutation, Recombination,
Selection, Learning

output: Parents

Initialize(Offspring)1

repeat2

Individual Learning(Offspring)3

Evaluate(Offspring)4

Parents = Select(Offspring)5

Offspring = Recombine(Parents)6

Mutate(Offspring)7

until termination condition satisfied8

evolution of the innate resource preference. Their study is revisited in Section 6.4 of this
thesis.

2.4.3 Computational Intelligence Perspective

The first computational model that demonstrates the Baldwin effect has been published by
Hinton and Nowlan already 20 years ago [64]. Since then, several other simulation studies
demonstrating the Baldwin effect have been published, see Belew and Mitchel’s collection
[10], Bruce and Weber’s collection [181] and the special issue on the Baldwin effect in the
Evolutionary Computation journal [175] for a few examples. Several other examples are
described in the course of this thesis.

Evolutionary computation allows to break the central dogma by designing a backward
machinery that translates phenotypic changes to the genome and thereby allows to investigate
Lamarckism.

In fact, there are several examples for coupled evolution and learning, with and without
Lamarckism in the evolutionary computation literature. Most of these evolutionary compu-
tation algorithms have been developed for the purpose of evolutionary optimization. These
algorithms have been named Memetic Algorithms (MAs) [115, 58].

The Memetic Algorithm

In the context of evolutionary optimization algorithms, learning is added through a local
search method. The entire optimization algorithm is called Memetic Algorithm (MA) [115, 58].
A canonical memetic algorithm is described in pseudo code notation in Algorithm 2. In
comparison to the canonical evolutionary algorithm, a memetic algorithm is characterized by
an extended evaluation scheme. In particular, the final evaluation of an individual is preceded
by an individual search in its local neighborhood in the search space. See also the flowchart in
Figure 2.7. Memetic algorithms are typically used to solve stationary optimization problems.
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Figure 2.7: Flowchart of a canonical memetic algorithm. In comparison to the canonical
evolutionary algorithm, a memetic algorithm is characterized by an extended evaluation
scheme. In particular, the final evaluation of an individual is preceded by a local search of
the algorithm which aims to improve fitness.

Terminology

In memetic algorithms and related evolutionary computation fields, the terms Lamarckian
learning and Darwinian learning have become standard terminology. Lamarckian learning
refers to the case when evolution and learning are coupled and some form of Lamarckism
is employed. Darwinian learning refers to the case when evolution and learning is coupled
without Lamarckism. Sometimes the term Baldwinian learning is used as a synonym for
Darwinian learning.

In other words, learning is called Lamarckian if the result of an individual’s learning is
transferred to its offspring, and it is called Darwinian if this is not the case and the result
of learning is “thrown away”. However, in both cases learning influences the fitness of
individuals. In the absence of Lamarckism, this potentially causes the Baldwin effect. In
evolutionary computation, the terms “Lamarckian learning” and “Darwinian learning” (or
“Baldwinian learning”) are somewhat misleading because usually the difference between these
evolutionary systems does not lie in the learning procedure but solely in the inheritance
mechanisms. Therefore, the terms Lamarckian inheritance (respectively Lamarckism) and
Darwinian inheritance seem to be more appropriate to distinguish the two cases.

Interestingly, Lamarck’s and Darwin’s findings are often presented as to oppose each other
(“Darwinian versus Lamarckian inheritance”), in particular in the realm of evolutionary
computation. As briefly outlined earlier, their works had a very different focus, and Darwin’s
theory can rather be seen as an extension of Lamarck’s. Therefore, the terms Lamarckian
inheritance and biological inheritance are chosen in this thesis to refer to coupled evolution
and learning with and without Lamarckism, respectively.

2.5 Summary and Conclusion

This chapter has presented the fundamentals upon which this thesis is built. Several definitions
have been proposed that are valid for the remainder of this thesis. Corresponding to the
definitions of this chapter, symbols and domains are specified and a short description of the
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the symbol’s meanings are provided in the Nomenclature on page IX in the preface of this
thesis.

In this chapter, the main principles of evolution and learning have been introduced briefly.
More examples that further explain these principles are presented in the corresponding related
work sections of this thesis, namely in Section 3.1, Section 4.1, Section 7.2, and Section 8.1.
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CHAPTER 3

Lamarckian and Biological Inheritance

As reviewed in Section 2.4, Lamarckian inheritance is not biologically plausible, but it can
be developed for artificial systems of evolution and learning. Furthermore, Lamarckian-like
mechanisms exist in nature (cf. Section 2.4.2). Therefore, one might ask whether there is an
advantage of Lamarckism from a purely adaptational point of view. In other words, if an
evolutionary system can be endowed with either Lamarckism or biological inheritance, what
is the preferred choice?

Ignoring the cost of Lamarckian inheritance, e.g., development and maintenance of a
backward-machinery that transfers phenotype information to genotype, this chapter compares
Lamarckian and biological inheritance from an adaptational point of view. It turns out
that Lamarckism produces an adaptational disadvantage in rapidly changing environments.
However, in slowly changing environments a population endowed with Lamarckian inheritance
shows a better adaptation behavior than a population without Lamarckian inheritance.

Apart from this chapter, in this thesis biological inheritance is assumed. This chapter also
aims to highlight the main arguments for this decision. Large parts of this chapter are based
on [132].

This chapter begins with a review of the related work (Section 3.1). Then, the conditions
that need to be satisfied in order to observe Lamarckism are formally derived (Section 3.2).
A simplified model is suggested and evaluated in Section 3.3 based on a simulation study.
The chapter closes with a summary and conclusions (Section 3.4).

3.1 Related Work

The majority of computational studies that couple evolution and learning can be found in
the field of memetic algorithms (cf. Section 2.4.3) which are also sometimes called hybrid
genetic algorithms [115, 58]. Recall that this class of optimization algorithms is typically used
to solve stationary optimization problems.
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With regard to the question, whether Lamarckism provides an adaptational advantage,
indirect evidence may be provided by the fact that in most applications to stationary
optimization problems the Lamarckian inheritance mechanism is employed (cf. comment in
[58, p.15]).

Unfortunately, only a small fraction of the published work in this research field focuses on
a direct comparison of Lamarckian and biological inheritance.

In one of these studies, Gruau and Whitley [51] compare coupled evolution and learning
of (artificial) Boolean neural networks with Lamarckian inheritance to the case of biological
inheritance. The evolutionary goal is to find a configuration of Boolean neural network that
produces a certain target function. It turns out that evolution finds the target function earlier
under Lamarckian inheritance than under biological inheritance.

This result is consistent with the findings of Julstrom [78] who compares Lamarckian and
biological inheritance for optimization of a modified traveling sales person problem, where the
optimization goal is to find a collection of sub-routes with 4 cities that yield a short overall
tour. After a fixed number of generations it turns out that the population that employs
Lamarckian inheritance has on average found a better solution than the population that
employs the biological inheritance mechanism.

Ku and Mak [89] apply Lamarckian and biological inheritance in coupled evolution and
learning to a recurrent neural network which should learn a temporal relationship of inputs.
In their experiments Lamarckian inheritance is clearly superior over biological inheritance
with regard to the rate at which evolution finds a good neural network.

In [148] and [149], Sasaki and Tokoro compare Lamarckian and biological inheritance for
stationary as well as dynamic environments in an artificial life framework in which neural
network agents have to discriminate food from poison. Their model does not only allow
either pure Lamarckian or pure biological inheritance but also allows intermediate levels. The
simulation results correspond to Gruau and Whitley [51], i.e., a high degree of Lamarckian
inheritance solves the optimization task much better than biological inheritance in a stationary
environment. However, in simulations with a dynamic environment, populations with a high
degree of biological inheritance show a better adaptation ability over time.

In [142], Rocha and Cortez come to a similar result: Lamarckian inheritance is preferable
in stationary settings, while biological inheritance “reveals a greater robustness in dynamic
ones” [142, page 382].

Houck et al. [70] find for a range of stationary optimization problems that some form of
partial Lamarckism is superior to both pure Lamarckism and biological inheritance .

In another study by Whitley et al. [185] with binary encoded genotype and phenotype
applied to a set of common benchmark fitness functions, Lamarckian inheritance finds much
quicker a good solution for every tested fitness function. In the long run, however, biological
inheritance finds better solutions in some of the fitness functions.

The latter paper suggests that Lamarckian inheritance is preferable with respect to efficiency,
and biological inheritance seems to be preferable with respect to effectiveness. This may
also explain that in practice most algorithms employ a Lamarckian inheritance mechanism.
So, the explanation for this could indeed be the large number of fitness evaluations required
by biological inheritance to find a good solution. Unfortunately most of the experiments
reviewed here, have a fixed and relatively short runtime, and in the light of the results of
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Whitley et al. [185] it would have been interesting to see how the results compare to each
other when the evolutionary optimization is run for a very long time.

More consistent across several experiments is the result that Lamarckian inheritance is su-
perior over biological inheritance in stationary environments (such as stationary optimization
problems) and on the contrary biological inheritance has an advantage in dynamic environ-
ments. In the reviewed papers, several qualitative explanations are provided to explain these
results. However, a fine-grained analysis is not presented, possibly because the simulation
models are too complex for such an analysis.

In this chapter, a simplified model of evolution and learning is presented which produces
similar results as e.g. by Sasaki and Tokoro [149] but which allows a fine-grained analysis
leading to a clear understanding of the results. Before this model is presented, the conditions
for the observation of Lamarckism are formally derived.

3.2 Conditions for Lamarckism

As mentioned earlier, Lamarckian inheritance can be implemented in artificial evolutionary
systems. This requires to design a reverse genotype-phenotype mapping (the “backward
machinery”) in addition to the artificial forward genotype-phenotype mapping. In the
following, some conditions for the construction of the forward and backward mapping are
derived that need to be satisfied in order to observe Lamarckism.

Recall that in the time of Lamarck, no valid theory of heredity had been developed,
yet. Thus, Lamarck was not aware of the distinction between genotype and phenotype.
This distinction is assumed in the following, because it is crucial for the formal analysis of
the forward and backward genotype-phenotype mappings. In particular it is assumed that
phenotypic changes of an individual can only be transferred to its offspring after modification
of its own genotype. Thus, under Lamarckism, learning does not only change the individual’s
phenotype, but also its genotype.

The function φ represents the mapping from a genotype x to a phenotype z with respect
to the environmental state e, thus z = φ(x, e). Which phenotype is expressed by genotype
x depends on the current environmental state e. The function γ represents the change of a
genotype x to a genotype x′ under the influence of e, i.e., x′ = γ(x, e). Since there might be
random influences, the expected outcome of the mappings is considered which is denoted as
E(γ(x, e)) and E(φ(x, e)). In the following three cases are distinguished: No Lamarckism,
Weak Lamarckism, and Pure Lamarckism.

Definition 3.1 (No Lamarckism). No Lamarckism is present if the environment e has no
influence on the (expected) genotype, i.e.,

∀ (x, e′, e′′) : E(γ(x, e′)) = E(γ(x, e′′)) ,

where e′ and e′′ are environmental states with e′ 6= e′′ and x is the initial genotype.

Definition 3.2 (Weak Lamarckism). Weak Lamarckism is present if learning or environment
has an influence on the (expected) genotype, i.e.,

∃ (x, e′, e′′) : E(γ(x, e′)) 6= E(γ(x, e′′))

where e′ and e′′ are environmental states with e′ 6= e′′ and x is the initial genotype.
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Definition 3.3 (Pure Lamarckism). Pure Lamarckism is present if the genotype-phenotype-
mapping φ and the change of the genotype γ are related in the following way: Under an
arbitrary learning influence e′, genotype x produces the same (expected) phenotype as the
resulting genotype would produce in the absence of learning. Denoting, the absence of learning
as e0 pure Lamarckism is formally defined as

∀ (x, e′) : E(φ(x, e′)) = E(φ(γ(x, e′), e0)) .

Alternatively, definitions 3.1-3.3 can be formulated with a genotype-phenotype mapping
that is influenced by learning parameter a, i.e., φ(x, a) respectively γ(x, a) In this case, e
needs to be replaced by a in definitions 3.1-3.3. Learning parameter a can be interpreted as
learning time, life time or learning intensity, or it can simply mean the absence of learning (if
a = 0) respectively the presence of learning (a = 1).

The conditions for pure Lamarckism (Definition 3.3) highlight an interesting conceptual
difficulty of Lamarckism. In order to observe the inheritance of the parent’s learned character-
istics it must be avoided that the offspring overwrites these with newly learned characteristics.
Thus, this form of Lamarckism can only be observed unequivocally if there is a “neutral”
environment. Correspondingly, in the case that the genotype-phenotype mapping is influenced
by a learning parameter, pure Lamarckism can only be observed if the offspring’s innate
phenotype can clearly be identified, e.g., by disabling offspring learning.

In most cases where Lamarckian inheritance is employed in evolutionary computation,
the two search mechanisms, evolution and learning, work on one representation. In this
case, a direct transfer of the phenotype to the genotype after learning is the straightforward
backward-machinery which satisfies the conditions for pure Lamarckism. In fact, there is no
need to distinguish between genotype and phenotype any longer in this case (cf. Section 2.1.4).

3.3 A Simplified Model

In this section, first the simplified model and its simulation set-up are described (Subsection
3.3.1). The results of the simulation are presented in Subsection 3.3.2 and discussed in
Subsection 3.3.3.

3.3.1 Model Description

Inspired by the model of Jablonka et al [74], the simplified model of evolution and learning,
allows two environmental states e ∈ {E0, E1}. Two phenotypes z ∈ {P0, P1} are possible,
where P0 is better adapted to E0, and P1 is better adapted to E1, i.e.,

f(P0|E0) > f(P1|E0) ,

f(P0|E1) < f(P1|E1) ,
(3.1)

where f denotes the absolute fitness score. In the simulations of Section 3.3.2 fitness scores
are set such that

∀(i, j), i 6= j :
f(Pi|Ei)

f(Pi|Ej)
= 2 , (3.2)
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i.e., the fitter phenotype reproduces twice as much as the unfit. This ratio defines the selection
pressure. The real-valued genotype x ∈ [0, 1] represents the predisposition toward phenotypes
P0 and P1. A low x value corresponds to a genetic predisposition toward P0, and a high x
value corresponds to a genetic predisposition toward P1. The probability to realize a certain
phenotype also depends on a learning parameter a ∈ [0, 1] (the larger a, the higher the
learning rate) and the environmental state e ∈ {E0, E1}, in particular

p(z = P0|x, Ei, a) =

{
φ(1− x, a) , if i = 0

1− φ(x, a) , if i = 1
,

p(z = P1|x, Ei, a) =

{
φ(x, a) , if i = 0

1− φ(1− x, a) , if i = 1
,

(3.3)

where

φ(x, a) =

{
x1/(1−a) , if 0 ≤ L < 1

1 , if L = 1
. (3.4)

Equation 3.3 indicates that in both environments, the probability to produce the high-fitness
phenotype (P0 in E0, P1 in E1) increases with a, i.e., learning is adaptive. Notice that
the probability to express phenotype P0 is always the counter-probability of realizing P1.
Figure 3.1 illustrates the relationship as formulated in Equation 3.3 for different values of the
learning parameters L.

In each generation, each of 100 individuals reproduces asexually an expected number
of w = f/f̄ offsprings. f is the individual’s absolute fitness, f̄ the mean absolute fitness
of the population and w is the relative fitness of an individual. This implies a constant
population size over time. The selection scheme, known as linear-fitness-proportional selection,
is implemented by the stochastic universal sampling algorithm [6] which implements sampling
(with replacement) of n offspring from n parents, where the probability of an individual being
sampled is proportional to its absolute fitness.

Lamarckian inheritance is implemented as follows. The offspring’s genotype x′ depends
on the parent’s genotype x, its learning-induced increase in the probability of realizing the
high-fitness phenotype p, and a Lamarckian parameter λ, in particular

x′ = λp + (1− λ)x . (3.5)

Pure Lamarckism is given for λ = 1 and no Lamarckism is present for λ = 0. Figure 3.2
illustrates this implementation of Lamarckian inheritance. Mutation is modeled by adding a
random number drawn from Gaussian probability distribution with mean µ = 0 and standard
deviation σ = 10−4, cut off at the genotype space boundaries. Lamarckism and mutation are
the two forces that modify the genotype. The mutation strength is chosen rather low in order
to emphasize the effect of Lamarckism.

In some of the experiments, the Lamarckian parameter λ and/or the learning parameter a
evolves as well. In these cases each individual’s genotype is extended by an additional gene
that stores its λ and a, respectively. The average time between the two environmental changes
is specified by an environmental parameter T . Notice that T is an environment parameter
(cf. Nomenclature table, the length of the change interval is denoted T instead of e for the
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Figure 3.1: Illustration of the probabilistic genotype-phenotype-mapping: Influence of the
learning parameter a on the probability to express phenotype P0 and P1 for genotype value
x, in Environments E0 and E1, as formulated in Equation 3.3. The probability to realize
the optimal phenotype (P0 in E0 and P1 in E1) increases with a.
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Figure 3.2: Implementation of Lamarckian inheritance: Learning increases the probability
of realizing the optimal phenotype from genetic predisposition x to p (cf. Equation 3.1 and
Figure 3.1). Depending on the Lamarckian parameter λ the offspring benefits from this
increase directly because it inherits a value x′, with x ≤ x′ ≤ p, where λ determines the
closeness of x′ to x and p.
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sake of readability). The actual change periods are either deterministic (cyclic changes) or
stochastic. The population fitness is defined as follows.

Definition 3.4 (Population fitness). The population fitness is the average of all absolute
fitness values in the population, formally 1

n

∑n
i=1 fi, where fi is the realized absolute fitness

value of individual i and n is the population size.

The quality of the adaptation of the population is measured as the population fitness over
time. To avoid an initialization bias, only the absolute fitness values from generation 1000 to
2000 are sampled. Three experiments have been carried out which are described in the next
section.

3.3.2 Simulation Experiments and Results

In this subsection, three experiments (Experiments 1 to 3) are described and their results
discussed.

Experiment 1 - Evolution with Constant Evolutionary Parameters

In this experiment, all evolutionary parameters are held constant during an evolutionary run.
Evolution is simulated for Lamarckian parameters λ ∈ {0, 0.05, · · · , 0.95, 1.0} combined with
environmental change intervals T ∈ {1, 5, 10, · · · , 95, 100, 200}. The whole set of parameter
combinations is evaluated for constant learning parameters a = 0.5 and a = 0.75, and for
the cases of probabilistic and deterministic environmental changes. The results are shown in
Figure 3.3. The figure shows for each combination of T and λ the population fitness, averaged
over time and over 25 independent evolution runs. The following findings are qualitatively
consistent over all settings: In rapidly changing environments (small T ), the population fitness
over time is maximal for λ = 0, i.e., without Lamarckism (see the thick gray line). On the
contrary, in slowly changing environments (large T ) the population fitness over time (thick
gray line) is maximal for λ = 1, i.e., pure Lamarckism.

The minimum of the population fitness over time (thick black line) is produced with pure
or high levels of Lamarckism (λ close to 1) in rapidly changing environments, and without or
with low level of Lamarckism (λ close to 0) in slowly changing environments. Interestingly,
for intermediate T , the lowest adaptation success is found for intermediate λ. For example,
in the top-left panel, for T = 20 the minimum population fitness over time is produced
with λ = 0.4. The peculiar (population) fitness valley disappears for very low or high T . A
geometric explanation for this fitness valley is given in Appendix A.

In summary: Compared to biological inheritance, Lamarckism produces a better adaptation
behavior in slowly changing environments and worse behavior in rapidly changing environments.
For an intermediate rate of environmental change, the worst adaptation behavior is produced
by an intermediate degree of Lamarckism. The slower the environment changes, the lower is
the degree of Lamarckism that produces the worst overall adaptation behavior. The same set
of experiments has been carried out for higher mutation probabilities. The results of these
experiments are qualitatively consistent with the effects described in this paragraph, even
though quantitatively weaker than with low mutation probabilities. Although qualitatively
consistent, the observed effects are weaker with higher mutation rates (not shown).
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Figure 3.3: Experiment 1: Measuring population fitness over evolution time for different
Lamarckian parameters λ and environmental change intervals T . Environmental changes
are deterministic or stochastic, combined with a learning parameter a that is set to either
0.5 or 0.75. A high population fitness over time indicates good, a low population fitness
indicates poor population adaptation. The thick gray line shows for which λ the population
fitness over time is maximal for a given T . The thick black line shows the corresponding
minimum. For rapidly changing environment (small T ), the worst adaptation is given for
a low degree of Lamarckism (λ). On the contrary, for slowly changing environments (large
T ), a high degree of Lamarckism is worst. Interestingly, for intermediate T an intermediate
λ produces the worst adaptation.
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3.3 A Simplified Model

Figure 3.4: Experiment 2: Evolving the Lamarckian parameter λ, initialized uniformly on
[0, 1] (left panel), and starting without Lamarckism, i.e., λ = 0 for all individuals (right
panel), in case of deterministic environmental changes and with a = 0.5. Bar-heights
indicate the relative number of evolutionary runs that evolved a λ in the corresponding
interval. A near-optimal λ according to Figure 3.3 evolves in most evolutionary runs but
the initialization of λ has a visible influence.

Experiment 2 - Evolution of Lamarckism

This experiment aims to test whether the optimal level of Lamarckism λ (cf. thick gray
line in the top-left panel of Figure 3.3) evolves when each individual has its λ encoded in
the genotype. Note that a second-order adaptation process is necessary for this. Figure 3.4
presents the results of a set of evolutionary runs. For each T ∈ {1, 5, 10, · · · , 95, 100, 200},
evolution is run 100 times with learning parameter a = 0.5. The mutation strength is set to
σ = 10−4 for x (as in Experiment 1) and to the same value for mutation of λ. The length of
the bars in Figure 3.4 represents the fraction of the runs that resulted in a mean λ in the
interval [0, 0.1], [0.1, 0.2] · · · [0.9, 1.0]. The left panel of Figure 3.4 shows the case in which the
initial population was distributed uniformly on the entire λ-range.

In rapidly changing environments (T ≤ 10), the majority of the runs produces a small λ,
and for slower changing environment (T ≥ 15) a large λ. Comparing this to the results of
Experiment 1 (top-left panel of Figure 3.3), we see that the optimal λ indeed evolves in a
second-order process. In another experiment (Figure 3.4, right panel) evolution starts without
Lamarckism (λ = 0) for all individuals. In this case, a large λ is only evolved for T ≥ 25.
The likely reason for this difference is the observed fitness valley for intermediate λ in case
of intermediate levels of environmental change. Apparently, the population can not cross
the fitness minimum for T around 20. In an additional experiment (results not shown) the
learning rate a is evolved as well. In the absence of learning cost, a high a quickly evolved and
suppressed the evolution of the Lamarckian parameter λ in slowly changing environments:
With very high learning ability, there is only weak selection pressure for a large a in slowly
changing environments, which leads to the evolution of only intermediate levels of λ.

In summary, in most cases, a near-optimal level of Lamarckism evolves in a second order
process. However, in cases where there is a population fitness minimum for intermediate
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Figure 3.5: Experiment 3: Evolving the learning parameter a while the level of Lamarckism
λ is constant. The figure shows the evolved mean a, in the cases pure Lamarckism (λ = 1),
intermediate level of Lamarckism (λ = 0.5) and no Lamarckism (λ = 0).

levels of Lamarckism (see Experiment 1), the globally optimal level of Lamarckism does not
always evolve.

Experiment 3 - Evolution of Learning Ability

The aim of this experiment is to test if Lamarckism influences the evolution of learning
ability a. Holding the level of Lamarckism λ and the environmental change interval constant
during the evolution, a is evolved. In particular the cases “no Lamarckism” (λ = 0), pure
Lamarckism (λ = 1) and an intermediate level of Lamarckism (λ = 0.5) are investigated. The
simulation results are presented in Figure 3.5.

Comparing the two extreme cases no (λ = 0) and pure (λ = 1) Lamarckism, we see that
in quickly changing environments (T < 60) a larger mean a evolves with pure Lamarckism,
and in slower changing environments a lower mean a evolves with pure Lamarckism than
without Lamarckism. The case of intermediate level of Lamarckism (λ = 0.5) lies between
the two extremes cases, but is closer to the case of λ = 1. So, Lamarckism suppresses the
evolution of learning ability in slowly changing environments and facilitates the evolution of
learning ability in quickly changing environments. An explanation for this is that for large T ,
there is a relatively low selection pressure for high a in case of Lamarckism, because a high
λ alone allows good adaption. For small T , however, it has been shown that Lamarckism
is detrimental, and there is a relatively high selection pressure to evolve a high a that can
compensate for the Lamarckian disadvantage.

In summary, when Lamarckism provides an adaptational advantage (slowly changing
environments) a lower learning ability is evolved because there is less selection pressure for it,
but when Lamarckism provides an adaptational disadvantage (rapidly changing environments)
a higher learning ability is evolved because there is stronger selection pressure for it, i.e.,
learning compensates the disadvantage of Lamarckism here.
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3.4 Summary and Conclusion

3.3.3 Discussion

The results of the experiments suggest that Lamarckian inheritance has an adaptational
disadvantage in rapidly oscillating environments, compared to stationary environments. This
disadvantage in rapidly changing environments is explained by the movement of the mean
genotype. With Lamarckian inheritance, genotype movement is faster than with genetic
mutation alone. In rapidly oscillating environments, Lamarckism increases the integral of
genotype distance from the optimum. The advantage of Lamarckian inheritance in slowly
changing environments is because the genotype converges to the optimum more rapidly
than by random mutation alone. A peculiar finding at intermediate levels of environmental
oscillation is that a minimum value of population fitness is associated with a particular value
of Lamarckian inheritance. This is in contrast to the monotonic changes in population fitness
observed at the very high and very low rates of environmental change.

The near-optimal degree of Lamarckism with respect to the rate of environmental change
can be produced by evolutionary self-adaptation. However, the afore mentioned fitness valley
may prevent the evolution of Lamarckism from scratch even though high levels of Lamarckian
inheritance are a global optimum.

A follow-up experiment in which learning rate is evolvable, showed that the introduction
of Lamarckian inheritance in rapidly oscillating environments increases selective pressure
for better learning mechanisms, whilst introduction of Lamarckian inheritance in slowly
oscillating environments decreases the selective pressure for learning mechanisms.

Note that these findings are limited to instances where environmental changes occur
cyclically such that the genotype is able to establish itself in an area where a high fitness
under several environmental conditions can be attained through learning. In nature, simple
binary oscillating environments involve geophysical rhythms such as diurnal and seasonal
cycles. If however, the environment rapidly changes in a non-oscillating path, Lamarckism
may be beneficial even in this rapidly changing environments. On the other hand, if there are
slow global environmental trends with superimposed rapid cyclic changes, then the conclusions
of this chapter are likely to hold as well.

3.4 Summary and Conclusion

The aim of this chapter was to review and study some arguments for the decision to investigate
biological (non-Lamarckian, Darwinian) inheritance in the remainder of this thesis.

First of all, Lamarckian inheritance is biologically implausible. For the sake of its interdis-
ciplinary character, it is therefore more appropriate to concentrate on biological inheritance
in this thesis.

Furthermore, the construction of Lamarckian inheritance is only straight-forward if both
genotype and phenotype have the same representation. Lamarckian inheritance would limit
our focus to evolutionary systems where a backward-machinery for the translation of phenotype
information to the genotype is possible. Turney [174] points out that apart from the trivial
case without genotype-phenotype distinction the inverse mapping incurs high computational
cost which may quickly become intractable.
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Recall, also the conceptual difficulty of observing Lamarckian inheritance that was pointed
out earlier.

Finally, this chapter has shown from a purely adaptational point of view that the optimal
degree of Lamarckian inheritance depends on the rate of environmental change, in particular
that Lamarckian inheritance can actually produce a disadvantage in dynamic environments.

It should be noted here that the rate of environmental change is only one of the factors
influencing the optimal degree of Lamarckian inheritance. However, the complexity and
diversity of the environmental dynamics are other factors that are likely to have a strong
influence on the optimal degree of Lamarckian inheritance. These issues should be considered
in future research.

Apart from this chapter, biological inheritance is assumed in this thesis.

36



CHAPTER 4

Influence of Learning on Evolution - The Gain Function Framework

The influence of learning on evolution has been intensively studied in the last decades.
Contributions from both perspectives biology and evolutionary computation highlight various
aspects on how learning influences evolution. In this chapter, it is investigated how learning
influences the rate (or velocity) of evolution. As the study of related work will show, there is
no consensus on whether learning accelerates or decelerates evolution.

In this chapter, a general mathematical framework for the analysis of the influence of
learning on the rate of evolution, the gain function, is proposed. This framework defines the
conditions under which learning accelerates respectively decelerates evolution. Section 4.3 is
based on [131], Section 4.4 is based on [130]. As mentioned earlier biological inheritance is
assumed.

4.1 Related Work

A rich body of literature is devoted to the influence of learning on evolution. Here, selected
representative examples are reviewed and categorized.

Baldwin’s original paper [7] has been introduced in Section 2.4.2 concluding that learning
accelerates evolution. The probably most influential paper on the interaction between
evolution and learning in the field of computational intelligence has been published by Hinton
and Nowlan [64] in 1987. There, they present a simulation study with a population of
sexually reproducing individuals in an environment where a single phenotype produces a high
fitness. In this rather simplistic model, Hinton and Nowlan demonstrate the Baldwin effect
(cf. Definitions 2.10 and 2.11) and show how learning can accelerate evolution. Their model
is revisited and described in detail in Section 6.1.

After reviewing some statistical properties of Hinton and Nowlan’s model, Maynard Smith
[105] points out that with a population size much larger than the one of the original paper
(1000), and with asexual reproduction instead of sexual reproduction, evolution would quickly
find the optimum even in the absence of learning. Belew [9] revisits Hinton and Nowlan’s
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model with an analytical treatment of the evolutionary dynamics that confirm the original
simulation results. In addition, Belew includes “culture”, a type of learning in which weak
individuals learn directly from strong individuals. Belew shows that “cultural learning” leads
to an even stronger emphasized Baldwin acceleration effect. Fontanari and Meir [44] also
revisit the model of Hinton and Nowlan. They employ a quantitative genetics framework
with infinite population size. With a dynamical system analysis Fontanari and Meir confirm
Hinton and Nowlan’s conclusion that learning speeds up evolution.

Behera and Nanjundiah [8] extend the model of Hinton and Nowlan [64] by a gene-regulation
mechanism which provides phenotypic plasticity. In their simulations, it turns out that learning
or phenotypic plasticity accelerates evolution. Note that Behera and Nanjundiah’s aim was
to replicate and further understand the results of a famous biological study with fruit flies by
Waddington [177, 178].

In the artificial evolution of neural networks coupled with supervised learning for pattern
recognition, Keesing and Stork [80] show that evolution is only accelerated through learning in
the case of an intermediate degree of learning. With too much or too little individual learning,
evolution is decelerated. French and Messinger [46] who study the evolution and learning in
simple interacting agents in a 2-d grid-world come to similar conclusions as Kessing and Stork
[80], namely that the strongest acceleration effect can be observed for an intermediate degree
of individual learning. Despite this, French and Messinger conclude that the “reproduction
mode” (sexual or asexual) play an important role in the influence of learning on evolution.

In his biology review, Gordon [49] mentions that learning can decelerate evolution. In
support of this claim, Papaj’s [133] simulated evolution of insect learning shows that individual
learning slows down the evolution of genetic configurations with high fitness. Papaj’s model
is revisited and described in detail in Section 6.2. Further evidence of a deceleration effect of
learning is presented by Mayley [103]. Mayley’s simulation study with Kauffman’s NK fitness
landscapes [79] shows that learning may work to hide genetic differences between individuals
and thereby decelerate evolution. The main factors that constitute this “Hiding effect” [103]
are identified as the cost of learning and the degree of interaction between genes (epistasis).
Mayley also mentions that a similar effect has already been described in [76] and [49]. In
another simulation study with a similar set-up, Mayley [102] presents examples for both
learning-induced acceleration and deceleration. Here, the cost of learning play an important
role as well. However, another factor that influences the impact of learning is the correlation
between genotype and phenotype neighborhood. A high correlation is given when a small
distance between individuals in genotype space should corresponds to a small distance in
phenotype space. This condition is similar to the concept of causality as reviewed in Section
2.1.4. A number of studies in the field of evolutionary robotics [119, 180] have elaborated on
the importance of correlation with differing results [135, 120, 60, 118].

Bull [16] studies the coupling of evolution and a simple trial-and-error learning mechanism
on NK fitness landscapes. Contrary to Mayley [103], Bull concludes that learning accelerates
evolution. Bull identifies the rate of learning as a crucial parameter that impacts the influence
of learning on evolutionary change.

Ku et al. [90] investigate the influence of learning on evolution for the optimization of
recurrent neural networks [99]. In their study, they combine a cellular genetic algorithm [184]
with different local hill climbing methods for the optimization of the synapse weights of the
recurrent neural network. The optimization runs show that learning decelerates evolution.
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Despite the deceleration effect of learning in case of biological inheritance, they also show
that evolution is accelerated with Lamarckian inheritance. The latter result is in support of
the finding of Chapter 3. Accounting for the computational cost of learning the deceleration
effect is even more evident. The same authors confirm these results in a similar study in [91].

Ancel [3] argues that phenotypic plasticity does not universally accelerate evolution. She
provides an example of a Gaussian fitness function in which the addition of a noise component
in the mapping from genotype to phenotype decelerates evolution. This example and related
work [18, 5] are revisited and analyzed in detail in Section 6.3. Noteworthily, all the three
papers [18, 5, 3] employ a quantitative genetics approach and are therefore among the few
examples that provide a mathematical analysis on the influence of learning on evolution.

Dopazo et al. [30] study an extended version of Hinton and Nowlan’s model in which
the fitness landscape is relatively smooth in comparison to the original model in [64]. The
simulation results suggest that the greater the amount of learning, the stronger is evolution
of genetically strong individuals decelerated. Dopazo et al. employ both analytical tools and
simulations.

The first biological evolutionary experiment intended to demonstrate the Baldwin effect
is proposed by Mery and Kawecki [107]. In an in vitro experiment, they study the effect
of a simple form of learning on the evolution of resource (food) preference in fruit flies.
In one experimental set-up (evolution of resource preference A), learning accelerates the
evolution of the genetic predisposition toward the target preference (A). However, in another
set-up (evolution of resource preference B) learning decelerates the evolution of the genetic
predisposition toward the target preference (B). Mery and Kawecki’s study is revisited in
Section 6.4 in detail.

Borenstein et al. [13] develop a mathematical model to explain the influence of learning
on a population’s ability to cross valleys in fitness landscape. In particular, a stochastic
model approach is employed that aggregates the population movement to one moving point
of the fitness landscape. Although the meaning of fitness in the fitness landscape model
of Borenstein et al. is not explicitly specified, it is probably used in the sense of absolute
fitness, cf. Definition 2.5. This model is reviewed in more detail in Section 6.5.3. It turns
out that the degree to which learning accelerates evolution is positively correlated with the
learning-induced reduction in the so called “drawdown” of the fitness landscape (cf. Section
6.5.3). The drawdown reduction in turn is influenced by the type and the amount of learning.

Similar conclusions have been derived in the study of Mills and Watson [109]. They confirm
that learning accelerates evolution by easing the crossing of a fitness valley.

The above review is (with necessary simplifications) summarized in Table 4.1. Indeed, no
general conclusion on whether learning accelerates or decelerates evolution can be drawn.
The analysis framework developed in the remainder of this chapter attempts to derive general
conditions for learning-induced acceleration and deceleration of evolution. The framework
allows to predict the results of several (but not all) models that have been reviewed in this
section.
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Table 4.1: Related work overview: Conclusions from studies on the influence of learning on
evolution. The conclusions of the papers are assigned with respect to the following categories
(with necessary simplifications). Has learning-induced acceleration or deceleration of
evolution (in terms of the rate of evolution) or both been observed? Is the aim of the study
evolutionary computation or biology oriented, or both? What was the analysis approach
- simulation, mathematical analysis, in vitro experiment or theoretical considerations?
Have there any particular factors been identified that determine the influence of learning on
evolution - population size, recombination model (sexual or asexual), epistasis (degree of
interaction between genes in the genotype-phenotype mapping), cost of learning (cf. Section
2.2.3), G-P-correlation (correlation between genotype and phenotype space)? Some papers
derive factors that are less general. Such factors are omitted here. The papers marked with
a “∗” (star) are revisited in detail in Chapter 6.
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Baldwin (1896) [7] × × ×
Johnston (1982) [76] × × × ×

Hinton & Nowlan (1987)∗ [64] × × ×
Maynard Smith (1987) [105] × × × × ×

Belew (1990) [9] × × ×
Fontanari & Meir (1990) [44] × × × × ×
Keesing & Stork (1991) [80] × × × × ×

Gordon (1992) [49] × ×
French & Messinger (1994) [46] × × × × × ×

Papaj (1994)∗ [133] × × ×
Andersson (1995)∗ [5] × × ×

Mayley (1996) [102] × × × × × ×
Mayley (1997) [103] × × × × ×

Bull (1999) [16] × × × ×
Ku et al. (1999) [90] × × × ×
Ku et al. (2003) [91] × × × ×

Ancel (2000)∗ [3] × × ×
Dopazo et al. (2001) [30] × × × × ×

Behera & Nanjundiah (2004) [8] × × ×
Mery and Kawecki (2004)∗ [107] × × × ×

Borenstein et al (2006)∗ [13] × × × × ×
Mills & Watson (2006) [109] × × ×
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4.2 Basic Idea

4.2 Basic Idea

As outlined in Chapter 2 development (ontogenesis) and learning (epigenesis) are treated in a
sequential fashion. It is assumed that genotypic information alone is sufficient to produce
an innate phenotype (development) that can be assigned a fitness. The innate phenotype is
modified through learning resulting in the learned phenotype, cf. Figure 4.1.

The rate of evolutionary (genotypic) change increases with the relative differences in
fitness among different individuals. Learning influences the fitness (cf. the Baldwin effect)
of individuals that have a certain genetic pre-disposition and may thereby influence fitness
differences between individuals with “strong” and “weak” genetic pre-dispositions. “Weak”
and “strong” genetic predisposition refer to a low, respectively high expected fitness of a
genotype. Learning may, for example, amplify relative fitness differences between individuals
with “strong” and “weak” genetic pre-dispositions. In this case, genetically strong individuals
benefit more from learning than their genetically weak rivals, and evolution is accelerated.
The opposite case may occur as well. Learning may reduce relative fitness differences between
individuals with “strong” and “weak” genetic pre-dispositions.

Figure 4.2 visualizes the claim. The figure shows the mapping from genotype to fitness for
two cases of learning. Recall that the fitness f of a genotype x is given by f(φ(x)) where φ(x)
is the mapping from genotype to phenotype. The dashed curve shows the innate fitness for a
given genotype, which is assumed to be linearly increasing with the genotype value. A “weak”
individual with genotype x = 0.5 has a fitness of f(φ(0.5)) = 0.5 and a “strong” individual
with genotype x = 0.75 has a fitness of f(φ(0.75)) = 0.75. In relative terms, the strong
individual’s fitness is 0.75/0.5 = 1.5 times the weak individual’s fitness. Thus, it is expected
that the strong individual produces 50 percent more offspring than the weak individual.

Learning influences this ratio. In case 1, where the learning-induced change in the mapping
from genotype to expected fitness results in the gray curve, the strong individual’s fitness is
1.07/0.56 ≈ 1.9 times the weak individual’s fitness. Hence, now it is expected that the strong
individual produces 90 percent more offspring than the weak one.

In case 2, where the learning-induced change in the mapping from genotype to expected
fitness results in the solid black curve, the ratio of strong to weak individual’s fitness becomes
1.75/1.44 ≈ 1.2, i.e., the strong individual is expected to produce only 20 percent more
offspring than the weak individual.

As a consequence, in case 1 learning accelerates genetic evolution toward a high fitness
region and in case 2 learning decelerates genetic evolution toward a high fitness region,
compared to the case where no learning is present. Formally, f(φ(x)) denotes the innate
fitness of a genotype x and f(l(φ(x))) the fitness after learning. For convenience f(φ(x)) is
substituted by fφ(x), and f(l(φ(x))) is substituted by fφl(x).

Generally, learning-induced acceleration of evolution is expected if

fφl(xstrong)

fφl(xweak)
>

fφ(xstrong)

fφ(xweak)
. (4.1)

Rewriting Equation 4.1,
fφl(xstrong)

fφ(xstrong)
>

fφl(xweak)

fφ(xweak)
, (4.2)
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Figure 4.1: The basic model to analyze the influence of learning on evolution. By changing
the phenotype (left), learning also changes the mapping from genotype to fitness (right).
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Figure 4.2: Illustration of the basic idea of the gain function. In the absence of learning
the fitness ratio of a strong individual (x = 0.75) and a weak individual (x = 0.5) is
0.75/0.5 = 1.5. After learning the ratio is 1.07/0.56 ≈ 1.9 in case 1 and 1.75/1.44 ≈ 1.2
in case 2. Hence, in case 1, genetically strong individuals reproduce more frequently in
the presence than in the absence of learning, and in case 2, genetically strong individuals
reproduce less frequently in the presence than in the absence of learning.
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reveals the basic idea of the gain function. If the relative fitness gain of learning, fφl(x)/fφ(x),
increases toward higher fitness, learning is predicted to accelerate evolution.

In the following, a mathematical framework, called the gain function, is developed.

4.3 The Gain Function Framework

The gain function framework builds upon the above presented idea that the increase re-
spectively the decrease in relative fitness gain toward a higher fitness region determines the
influence of learning on the rate of evolution.

4.3.1 Formulation

In the following, an individual is characterized by a real-valued genotypic variable x and
a real-valued phenotypic variable z and the mapping from genotype to innate phenotype
(development) is

z = φ(x) . (4.3)

An individual changes its innate phenotype via a learning function l(z). This means that a
genotype x produces phenotype φ(x) in the absence of learning, and phenotype l(φ(x)) in
case of learning. The absolute fitness of an individual is assigned using a fitness function
f(z), defined on the phenotype space. Thus, fitness is given by f(l(φ(x))) in case of learning
and by f(φ(x)) in the absence of learning. As mentioned earlier, f(φ(x)) is denoted as fφ(x),
and f(l(φ(x))) is denoted as fφl(x). When l(x) is a stochastic function, fφl(x) needs to be
replaced by the expected fitness of the learned phenotype, denoted f̄φl(x). It is assumed that
the fitness function fφ(x), respectively fφl(x), is positive and monotonic within the range of
population variability.

We now consider a finite population of n individuals, whose genotype values are labeled
xi, i = 1 . . . n. The rate of evolution is measured as the distance that the population’s mean
genotype

x̄ =
1

n

n∑
i=1

xi (4.4)

moves toward the optimum in one generation. An individual’s reproduction probability is
assumed to be proportional to its absolute fitness value f . With regard to the biological
concept of fitness, where fitness corresponds to the number of offspring produced by an
individual, this is the most reasonable selection model. Notice that in the field of evolutionary
computation, this selection method is known as fitness proportional selection, cf. Section 2.1.3.
With this assumption, the expected mean genotype after selection x̄∗ can be calculated as

x̄∗ =

∑n
i=1 xifφ(xi)∑n
i=1 fφ(xi)

. (4.5)

Assuming an unbiased, symmetric mutation this is equal to the mean genotype of the next
generation. The expected change of the mean genotype, Sx in one generation is given by

Sx =

∑n
i=1 xifφ(xi)∑n
i=1 fφ(xi)

− 1

n

n∑
i=1

xi . (4.6)
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In quantitative biology, Sx is also known as selection differential. The mean genotype change
in case of learning Sxl is derived analogously by replacing fφ with fφl in Equation 4.6. Thus,
learning accelerates (decelerates) evolution if

sign(Sxl − Sx) = sign

(∑n
i=1 xifφl(xi)∑n
i=1 fφl(xi)

−
∑n

i=1 xifφ(xi)∑n
i=1 fφ(xi)

)
(4.7)

is positive (negative). The gain function is now defined as the quotient between the genotype-
to-fitness function with learning and the genotype-to-fitness function without learning, i.e.,

g(x) =
fφl(x)

fφ(x)
. (4.8)

Under the assumption that g is monotonic over the range of population variation, it is shown
that

g′(x)


> 0 ⇔ Sxl − Sx > 0 (case A)

< 0 ⇔ Sxl − Sx < 0 (case B)

= 0 ⇔ Sxl − Sx = 0 (case C) .

(4.9)

Equation 4.9 shows that whether learning accelerates or decelerates evolution is determined
by the sign of the derivative of the gain function. A positive derivative implies acceleration, a
negative implies deceleration and a constant gain function implies that learning has no effect
on evolution. Conversely, if we find that learning has accelerated (decelerated) evolution we
know that the gain function derivative is positive (negative), under the assumptions given
above.

4.3.2 Proof

Given that there is genetic variation, fφl and fφ are increasing in x and that the sign of g′(x)
is constant within the range present in the population ([xmin ≤ x ≤ xmax]) Equation 4.9 is
proved by induction. In the following, the proof for case A of Equation 4.9 (g′(x) > 0) is
outlined. The other cases are omitted because the respective proofs are analogous and the
transfer from the first case is straightforward. Recalling Equation 4.5, Statement S(n) is
defined as

S(n) :=

∑n
i=1 xifφl(xi)∑n
i=1 fφl(xi)

−
∑n

i=1 xifφ(xi)∑n
i=1 fφ(xi)

= x̄∗l − x̄∗ = Sxl − Sx > 0 . (4.10)

Recalling the gain function definition g(x) = fφl(x)/fφ(x), we obtain

∀x, xi, xj ∈ [xmin, xmax] , xi < xj : g′(x) > 0 ⇔
fφl(xi)

fφ(xi)
<

fφl(xj)

fφ(xj)
. (4.11)

Without loss of generality it is assumed that the xi are arranged in ascending order, i.e.,

∀(i, j) : i < j ⇒ xi ≤ xj, . (4.12)
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Initialization: For n = 2, S(n) can be written and reformulated

S(2) (4.13a)

⇔
x1fφl(x1) + x2fφl(x2)

fφl(x1) + fφl(x2)
>

x1fφ(x1) + x2fφ(x2)

fφ(x1) + fφ(x2)
(4.13b)

⇔
x1(fφl(x1) + fφl(x2)) + (x2 − x1)fφl(x2)

fφl(x1) + fφl(x2)
> (4.13c)

x1(fφ(x1) + fφ(x2)) + (x2 − x1)fφ(x2)

fφ(x1) + fφ(x2)

⇔ x1 +
(x2 − x1)fφl(x2)

fφl(x1) + fφl(x2)
> x1 +

(x2 − x1)fφ(x2)

fφ(x1) + fφ(x2)
(4.13d)

⇔
fφl(x2)

fφl(x1) + fφl(x2)
>

fφ(x2)

fφ(x1) + fφ(x2)
(4.13e)

⇔
fφl(x1)

fφl(x2)
+ 1 <

fφ(x1)

fφ(x2)
+ 1 (4.13f)

⇔
fφl(x1)

fφ(x1)
<

fφl(x2)

fφ(x2)
(4.13g)

⇔ g(x1) < g(x2) , (4.13h)

which is true according to Equation 4.11.

Inductive step: Assuming S(n) is true, it is shown that S(n + 1) is true:

S(n + 1) (4.14a)

⇔
∑n+1

i=1 xifφl(xi)∑n+1
i=1 fφl(xi)

−
∑n+1

i=1 xifφ(xi)∑n+1
i=1 fφ(xi)

> 0 (4.14b)

⇔

(
n+1∑
i=1

xifφl(xi)

) (
n+1∑
i=1

fφ(xi)

)
>

(
n+1∑
i=1

xifφ(xi)

) (
n+1∑
i=1

fφl(xi)

)
(4.14c)

⇔ L1 + L2 + L3 + L4 > R1 + R2 + R3 + R4 (4.14d)

where

L1 =
∑n

i=1 xifφl(xi)
∑n

i=1 fφ(xi) , R1 =
∑n

i=1 xifφ(xi)
∑n

i=1 fφl(xi) ,
L2 = fφ(xn+1)

∑n
i=1 fφl(xi)xi , R2 = fφl(xn+1)

∑n
i=1 fφ(xi)xi ,

L3 = xn+1fφl(xn+1)
∑n

i=1 fφ(xi) , R3 = xn+1fφ(xn+1)
∑n

i=1 fφl(xi) ,
L4 = xn+1fφl(xn+1)fφ(xn+1) , R4 = xn+1fφl(xn+1)fφ(xn+1) .

With L1 > R1 (according to inductive assumption S(n)) and L4 = R4, we obtain

S(n) ∧ ( L2 + L3 ≥ R2 + R3 ) ⇒ S(n + 1) . (4.15)
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Thus, it is sufficient to show:

L2 + L3 ≥ R2 + R3 (4.16a)

⇔ fφ(xn+1)
n∑

i=1

fφl(xi)xi + xn+1fφl(xn+1)
n∑

i=1

fφ(xi) (4.16b)

≥ fφl(xn+1)
n∑

i=1

fφ(xi)xi + xn+1fφ(xn+1)
n∑

i=1

fφl(xi)

⇔ fφl(xn+1)

(
n∑

i=1

xn+1fφ(xi)−
n∑

i=1

xifφ(xi)

)
(4.16c)

≥ fφ(xn+1)

(
n∑

i=1

xn+1fφl(xi)−
n∑

i=1

xifφl(xi)

)

⇔ fφl(xn+1)
n∑

i=1

(xn+1 − xi)fφ(xi)− (4.16d)

fφ(xn+1)
n∑

i=1

(xn+1 − xi)fφl(xi) ≥ 0

⇔
n∑

i=1

(xn+1 − xi)
fφ(xi)

fφ(xn+1)
−

n∑
i=1

(xn+1 − xi)
fφl(xi)

fφl(xn+1)
≥ 0 (4.16e)

⇔
n∑

i=1

(xn+1 − xi)

(
fφ(xi)

fφ(xn+1)
−

fφl(xi)

fφl(xn+1)

)
≥ 0 (4.16f)

⇔
n∑

i=1

AiBi ≥ 0 , (4.16g)

with

Ai = xn+1 − xi , Bi =
fφ(xi)

fφ(xn+1)
− fφl

(xi)

fφl
(xn+1)

.

According to Equation 4.12,

∀i , Ai ≥ 0 . (4.17)

Reformulating

Bi ≥ 0 ⇔ fφ(xi)

fφ(xn+1)
≥

fφl(xi)

fφl(xn+1)
(4.18a)

⇔
fφl(xn+1)

fφ(xn+1)
≥

fφl(xi)

fφ(xi)
(4.18b)

⇔ g(xn+1) ≥ g(xi) , (4.18c)

which is true for all i according to equations 4.11 and 4.12. Thus, with equations 4.17 and 4.18,
Equation 4.16 is also true, which in turn proves the first case of Equation 4.9.
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Remark

For sake of simplicity the above derivation assumed a monotonically increasing fitness
landscape. Following an analogous approach it can be shown that equation 4.9 also holds for
monotonically decreasing fitness landscapes. In that case, however, the selection differential
is negative and Sxl − Sx < 0 implies that learning accelerates evolution toward the higher
fitness region. Thus, if f ′(z) < 0 learning accelerates evolution if g′(x) < 0 and decelerates it
if g′(x) > 0.

4.4 Extended Gain Function Framework

The gain function as formulated in Section 4.3.1 compares a learning versus a non-learning
population and shows under what conditions the learning population evolves quicker (slower)
toward a higher fitness region than the non-learning population.

In the following, the gain function framework is extended in order to predict how a change
in a learning parameter impacts the influence of learning on evolution. In this section, the
extended gain function is first formulated and then proved.

4.4.1 Formulation

The extended gain function framework assumes that there exists a learning parameter a that
influences evolution. More generally, a can be interpreted as any kind of influence on the
phenotype, such as an environmental influence during development, noise etc. In particular,
it is assumed that phenotype z is determined by a and the genotype value x, i.e.,

z = φ(x, a) , (4.19)

and the corresponding fitness is,

f(z) = f(φ(x, a)) . (4.20)

For convenience f(φ(x, a)) is denoted as fφ(x, a). In the same fashion as in Equation 4.6, the
expected change of the mean genotype in one generation is derived as

Sx =

∑n
i=1 xifφ(xi, a)∑n
i=1 fφ(xi, a)

− x̄ , (4.21)

where x̄ denotes the population mean genotype before selection. The influence of learning
on evolutionary change in the population mean genotype can be predicted by analyzing its
effect on Sx. If, e.g., an increase in a makes the selection differential larger (smaller), learning
is predicted to accelerate (decelerate) evolution. Thus, an increase in learning parameter a,
accelerates (decelerates) evolution if ∂Sx/∂a has the same sign as Sx. For example, if Sx > 0,
learning accelerates evolution, if ∂Sx/∂a > 0. Notice that Sx > 0 corresponds to the case of
a fitness landscape that is increasing in positive x-direction, i.e., ∂f(z)/∂z > 0.

In the next section, it is shown that the effect of learning on the rate of evolution is
determined by ∂2logfφ(x, a)/∂x∂a, in particular
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if, ∀x ∈]xmin, xmax[,


∂2

∂x∂a
logfφ(x, a) > 0, then ∂Sx

∂a
> 0

∂2

∂x∂a
logfφ(x, a) < 0, then ∂Sx

∂a
< 0

∂2

∂x∂a
logfφ(x, a) = 0, then ∂Sx

∂a
= 0

, (4.22)

under the assumption that fφ(x, a) is a monotonic function of x and differentiable within
the population range ]xmin, xmax[. The term

∂2logfφ(x, a)

∂x∂a

quantifies how a marginal gain in relative fitness from increased learning parameter a (the
derivative of the logarithm) changes with the genotypic value and is therefore referred to as
the fitness gain derivative (of the extended gain function framework). In the case that φ(x, a)
is a stochastic function, fφ(x, a) needs to be replaced by the expected fitness f̄φ(x, a).

For the sake of analysis (see next subsection) the finite population is approximated by a
probability distribution of the population, p(x). Thus, Equation 4.21 is reformulated as

Sx =

∫ x=xmax

x=xmin
xp(x)fφ(x, a)∫ x=xmax

x=xmin
p(x)fφ(x, a)

− x̄ . (4.23)

4.4.2 Proof

This section shows Equation 4.22 where Sx is defined as in Equation 4.23.

Outline

Equation 4.22 is split into three cases (A,B,C) which are treated separately in later steps of
the proof.

if, ∀x ∈]xmin, xmax[,


∂2

∂x∂a
logfφ(x, a) > 0, then ∂Sx

∂a
> 0 (case A)

∂2

∂x∂a
logfφ(x, a) < 0, then ∂Sx

∂a
< 0 (case B)

∂2

∂x∂a
logfφ(x, a) = 0, then ∂Sx

∂a
= 0 (case C)

. (4.24)

After defining

Q(x0, x1) =

(∫ x1

x0

p(x)fφ(x, a)dx

)(∫ x1

x0

xp(x)
∂fφ(x, a)

∂a
dx

)
−(∫ x1

x0

xp(x)fφ(x, a)dx

)(∫ x1

x0

p(x)
∂fφ(x, a)

∂a
dx

) , (4.25)

we obtain,
∂Sx

∂a
=

Q(xmin, xmax)(
f̄φ

)2 , (4.26)

48



4.4 Extended Gain Function Framework

where f̄φ denotes the mean absolute fitness of the population. Thus, the sign of ∂Sx/∂a is
determined by the sign of Q(xmin, xmax), and proving Equation 4.24 reduces to showing that
Q(xmin, xmax) has the same sign as the fitness gain derivative, i.e.,

sign (Q(xmin, xmax)) = sign

(
∂2fφ(x, a)

∂x∂a

)
. (4.27)

In the following, it is first shown that the sign of ∂2fφ(x, a)/∂x∂a determines the sign of
the corresponding expression defined for a narrow interval within the distribution of x,
Q(x0, x0 + δ), where xmin < x0 < x0 + δ < xmax and δ is small enough for the functions
to be treated as linear. Then it is shown that, for any xmin < x0, x1 < xmax, widening the
interval (i.e., increasing x1 or decreasing x0) does not change the sign of Q(x0, x1), and so
Q(xmin, xmax) has the same sign as Q(x0, x0 + δ).

Proof for a narrow x-interval

Within a narrow interval ]x0, x0 + δ[, the following linear approximations can be made:

fφ(x, a) = fφ(x0, a) + (x− x0)
∂fφ(x0, a)

∂x
, (4.28)

∂fφ(x, a)

∂a
=

∂fφ(x0, a)

∂a
+ (x− x0)

∂2fφ(x0, a)

∂x∂a
, (4.29)

where ∂fφ(x0, a)/∂x denotes ∂fφ(x, a)/∂x evaluated at x = x0. The function p(x) can be
linearized in the same way, but it is advantageous here to express it as

p(x) = p(x0) +
x− x0

δ
(p(x0 + δ)− p(x0)) . (4.30)

With these substitutions, and after carrying out the integration and rearranging of terms, we
obtain

Q(x0, x0 + δ) =
δ2

72

(
p2(x0) + 4p(x0)p(x0 + δ) + p2(x0 + δ)

)
×
[
fφ(x0, a)

∂2fφ(x0, a)

∂x∂a
− ∂fφ(x0, a)

∂x

fφ(x0, a)

∂a

]
.

(4.31)

The term in the first set of brackets (upper row) is positive, so the sign of the expression on
the right-hand side of Equation 4.31 depends on the term after the times sign (“×”, bottom
row). Notice, however that

∂2

∂x∂a
log(fφ(x, a)) =

1

(fφ(x, a))2

[
fφ(x, a)

∂2fφ(x, a)

∂x∂a
− ∂fφ(x, a)

∂x

∂fφ(x, a)

∂a

]
. (4.32)

Thus, the sign of Q(x0, x0 + δ) has the same sign as the fitness gain derivative, i.e.,

sign (Q(x0, x0 + δ)) = sign

(
∂2log(fφ(x, a))

∂x∂a

)
(4.33)

evaluated at x0.
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Extending the x-interval

The proposition of Equation 4.24 requires that the same holds for Q(xmin, xmax), assuming
that the sign of ∂2log(fφ(x, a))/∂x∂a is constant throughout the interval. In other words, it
needs to be shown that as the limits of the integrals in Q(x0, x1) are extended from ]x0, x0 + δ[
to ]xmin, xmax[, the sign of Q(x0, x1) does not change.

Consider first extending the upper limit x1:

∂Q(x0, x1)

∂x1

= x1p(x1)
∂fφ(x1, a)

∂a

∫ x1

x0

p(x)fφ(x, a)dx +

p(x1)fφ(x1, a)

∫ x1

x0

xp(x)
∂fφ(x, a)

∂a
dx −

p(x1)
∂fφ(x1, a)

∂a

∫ x1

x0

xp(x)fφ(x, a)dx −

x1p(x1)fφ(x1, a)

∫ x1

x0

p(x)
∂fφ(x, a)

∂a
dx .

(4.34)

Notice that for the reformulation of the derivative the second fundamental theorem of calculus
[85] is employed which is formulated as follows: If h is a function that is continuous on an
open interval I and if b is any point in the interval I, then

∀x ∈ I :
∂

∂x

∫ x

b

h(y)dy = h(x) .

Equation 4.34 can be simplified by extracting p(x1), placing all other terms under a single
integral and rearranging:

∂Q(x0, x1)
∂x1

=p(x1)
[
∂fφ(x1, a)

∂a

∫ x1

x0

(x1 − x)p(x)fφ(x, a)dx− fφ(x1, a)
∫ x1

x0

(x1 − x)p(x)
∂fφ(x, a)

∂a
dx

]
=p(x1)

∫ x1

x0

(x1 − x)p(x)
[
fφ(x, a)

∂fφ(x1, a)
∂a

− fφ(x1, a)
∂fφ(x, a)

∂a

]
dx

=p(x1)fφ(x1, a)
∫ x1

x0

(x1 − x)p(x)fφ(x, a)
[

1
fφ(x1, a)

∂fφ(x1, a)
∂a

− 1
fφ(x, a)

∂fφ(x, a)
∂a

]
dx

=p(x1)fφ(x1, a)
∫ x1

x0

(x1 − x)p(x)fφ(x, a)
[
∂logfφ(x1, a)

∂a
−

∂logfφ(x, a)
∂a

]
dx .

(4.35)

For x = x1, the function under the last integral equals zero; for x < x1, its sign is determined
by the term in the last parentheses, which has the same sign as the fitness gain derivative, i.e.,

sign

(
∂logfφ(x1, a)

∂a
− ∂logfφ(x, a)

∂a

)
= sign

(
∂2logfφ(x, a)

∂x∂a

)
. (4.36)

Notice that

∀x < x1 :
∂2log(fφ(x, a))

∂x∂a
> 0 ⇒ ∂(fφ(x1, a))

∂a
>

∂(fφ(x, a))

∂a
, (4.37)
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and vice versa. Hence, the sign of ∂Q(x0, x1)/∂x1 is the same sign as fitness gain derivative,
i.e.,

∂Q(x0, x1)

∂x1

= sign

(
∂2log(fφ(x, a))

∂x∂a

)
, (4.38)

assuming that the sign of the latter is constant within interval (x0, x1) and that p(x1)fφ(x1, a) >
0.

Similarly, the effect of extending the lower limit x0 is described by

∂Q(x0, x1)
∂x0

=p(x0)fφ(x0, a)
∫ x1

x0

(x0 − x)p(x)fφ(x, a)
(

∂logfφ(x, a)
∂a

−
∂logfφ(x0, a)

∂a

)
dx . (4.39)

For x > x0, the term in the last parentheses of Equation 4.39 has the same sign as the fitness
gain derivative, i.e.,

sign

(
∂logfφ(x, a)

∂a
− ∂logfφ(x0, a)

∂a

)
= sign

(
∂2log(fφ(x, a))

∂x∂a

)
, (4.40)

however, in Equation 4.39 the term x0 − x is negative, so the function under the integral has
the opposite sign from ∂2log(fφ(x, a))/∂x∂a (the fitness gain derivative) for x0 < x < x1.

Conclusion

The above argument proves the proposition of Equation 4.24 as follows.

Case A: Consider first case A of Equation 4.24. The fitness gain derivative

∂2log(fφ(x, a))/∂x∂a > 0

for all x ∈]xmin, xmin[, if Q(x0, x1) > 0 for any interval ]x0, x1[ of width δ within ]xmin, xmin[
(Equation 4.31). Furthermore, ∂Q(x0, x1)/∂x0 ≤ 0 and ∂Q(x0, x1)/∂x1 ≥ 0, so as the
interval is extended in either direction (increasing x1 toward xmax or decreasing x0 toward
xmin), Q(x0, x1) remains positive (Equations 4.35 and 4.39). Hence, Q(xmin, xmax) > 0 and
∂Sx/∂a > 0 (Equation 4.26), which proves case A of Equation 4.24.

Case B: Proof of case B of Equation 4.24 is analogous: The fitness gain derivative

∂2log(fφ(x, a))/∂x∂a < 0

for all x ∈]xmin, xmax[, if Q(x0, x1) < 0 for a narrow interval of width δ; furthermore,
∂Q(x0, x1)/∂x0 ≥ 0 and ∂Q(x0, x1)/∂x1 ≤ 0; hence, Q(xmin, xmax) < 0 and ∂Sx/∂a < 0.

Case C: Finally, for case C of Equation 4.24: The fitness gain derivative

∂2log(fφ(x, a))/∂x∂a = 0

for all x ∈]xmin, xmax[, if Q(x0, x1) = 0 for a narrow interval of width δ, and it remains zero
as the interval is broadened because ∂Q(x0, x1)/∂x0 = 0 and ∂Q(x0, x1)/∂x1 = 0; hence
Q(xmin, xmax) = ∂Sx/∂a = 0.
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4.5 Summary and Conclusion

In this chapter, a general framework which we call the gain function to predict the influence
of learning on the rate of evolution has been presented. The gain function is formulated in
terms of the effect of learning on the mapping from genotype to fitness. Figure 4.3 illustrates
the analysis results.

In its first formulation in Section 4.3, the gain function can be used to predict the effect of
adding individual learning to the evolutionary process. In its second formulation in Section
4.4, where it was formulated as the fitness gain derivative it can be used to predict the
influence of changing a learning parameter on the rate of evolution. In the remainder of this
thesis, the framework introduced in Section 4.3 is referred to as basic gain function framework
and that of Section 4.4 as extended gain function framework.

The gain function analysis looks at the effect of learning and does not require to consider a
particular learning scheme or algorithm. All that is needed is to know how learning influences
fitness.

As mentioned earlier the mapping from genotype to fitness might be stochastic. In this
case the gain function can be applied by calculating the expected fitness of a genotype. It
should be noted here that there are various sources from which the stochasticity may originate.
The stochasticity may originate from the mapping between genotype and innate phenotype
(development), from the mapping between innate and learned phenotype (learning), or from
the mapping between phenotype and fitness. The actual calculation of the corresponding
expected fitness may be quite elaborate in many cases.

Furthermore, it has to be mentioned that the formulation of the genotype to fitness mapping
in the absence of learning (fφ(x)) and in the presence of learning (fφl(x)) has been formulated
based on a simplifed model that does not consider how learning changes a phenotype over
time. However, the gain function framework is not limited to such simplified models. As
mentioned above, all that is needed is to know how learning influences fitness of the genotype.

In biological terms, the gain function only applies to directional selection (selection that
moves the population toward higher fitness, as opposed to disruptive or stabilizing selection).
In other words, the gain function considers how learning influences selection pressure. The
gain function analysis is expectation-based and does not account for the variance of the
population movement. Thus, the gain function does not allow to make predictions on the
influence of learning on the time needed to cross a fitness valley toward a region with higher
fitness. Such a prediction cannot be made based on analysis of the expected behavior, since
fitness valley crossing requires an “unlikely” event. Thus, a stochastic analysis is required
to predict the time to cross a fitness valley. It turned out that during the work on this
PhD thesis, such an approach was suggested in the PhD thesis of Elhanan Borenstein [12]
(also published in [13]). Using an abstract random-walk model (no population) Borenstein
essentially shows that the time needed to cross a fitness valley is positively correlated with
the depth of the fitness valley. Borenstein’s model does not allow predictions with regard to
directional selection.

The gain function makes exact short term predictions of the mean genotype movement. The
gain function framework does not allow exact predictions of the dynamics when a population
that initially populates a fitness landscape region with a positive gain function derivative
moves on to a region with a negative gain function derivative (the gain function may be no
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Figure 4.3: Illustration of the main result of the gain function development. An increasing
gain function (left panel) indicates that relative fitness differences between genetically weak
and strong individuals are enlarged through learning. A decreasing gain function (right panel)
indicates that relative fitness differences between genetically weak and strong individuals are
reduced through learning.

longer monotonic within the range of the population). It does, however, allow approximate
long-term predictions of the mean genotype movement, as the next chapter will show.

The gain functions framework allows to predict the results of several (but not all) models
that have been reviewed in Section 4.1 which is demonstrated in Chapter 6.
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CHAPTER 5

Conditions for Learning-Induced Acceleration and Deceleration of

Evolution

In Chapter 4, the gain function framework has been introduced as a general tool to predict
whether for a given coupling of learning and evolution, learning is expected to accelerate
or decelerate evolution. In this chapter, the basic gain function framework of Section 4.3
is applied in order to get a better understanding of the dynamics of coupled evolution and
learning.

First, a general learning function is investigated (Section 5.1, based on [128] and [130]).
Then, in Section 5.2, the special case where the fitness can be decomposed into an innate
component and a learning component is analyzed with the gain function (based on [129]).
Afterwards, on a more fine-grained level, it is shown that the shape of learning curves has an
influence on the rate of evolution, as well (Section 5.3, again based on [129]). In Section 5.4,
it demonstrated that also a non-monotonic gain function may be a good predictor for the
population dynamics (based on [130]). Section 5.5 completes this chapter with summary and
conclusion.

5.1 A General Learning Function

The gain function analysis concentrates on the effect of learning on phenotype and fitness,
abstracting from the dynamics of learning and the underlying process, i.e., the learning
technique or the learning algorithm. Therefore, in contrast to the existing literature, e.g.,
[64, 46, 30], no specific model of how learning occurs is introduced here. In principle, the
result of any learning algorithm can be split into a ”directional” and a ”noise” part.

Firstly, learning in nature usually results in an improvement of function, behavior, skill,
etc., and similarly in evolutionary computation, learning usually results in a higher solution
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quality. In this thesis, this aspect of learning is called the directional part of learning, or
directional learning.1

Secondly, the results of learning may not always be the same, even if the learning procedure
itself is identical. In evolutionary computation, probabilistic learning algorithms may produce
noisy results. Also, in nature, not all learning efforts are immediately successful. Organisms
might experience setbacks, are forgetful and new skills might interfere with previously learned
ones. Furthermore, two individuals will have different experiences and often different degree
of success even under identical learning schemes. In this thesis, this aspect of learning is called
the noise part of learning, or learning noise. Another interpretation of the noise component
is to treat it as developmental noise, i.e., the result of a development process from genotype x
to phenotype z, φ(x) = z, is usually noisy as well. Thus the results concerning the effect of
noise also apply to developmental noise.

A general learning function which describes the effect of learning on the phenotype can be
defined as

l(z) = z + δ + ε (5.1)

where z the one-dimensional real-valued phenotype value, δ is the directional component of
learning (the average effect of learning on the phenotype) and ε is a random number sampled
from a distribution with zero mean. Referring to the Nomenclature table of this thesis the
learning parameter set of the general learning function could be defined as a = (δ, σε), where
σ2

ε is the variance of ε.
In the following, the two effects of learning are treated separately, first directional learning

and then learning noise. For both types, the gain function framework is applied to study the
effects of the respective learning type on the rate of evolutionary change. In particular, this
analysis considers the shape of the fitness landscape. In the following the fitness landscape is
referred to as fitness function.

This chapter concentrates on the influence of learning. Therefore, a simple development
function φ is assumed that eases the analysis, in particular,

z = φ(x) = x. (5.2)

Thus, fitness in absence of learning is given by f(x) and in the presence of learning by f(l(x)).

5.1.1 Directional Learning

Recalling Equation 5.1, a simple form of directional learning is defined as

lδ(z) = z + δ , (5.3)

where δ is a constant. It is assumed further that sign(δ) = sign(f ′(z)), i.e., that learning
modifies behavior in the direction of higher fitness (otherwise learning would be maladaptive).
This form of directional learning is illustrated in Figure 5.1.

1 Notice that the term ”directional learning” is also used in economic game theory [151]. There it describes
the behavior of a decision maker that adjust the “direction” of his decision based on comparisons of his
past decision and alternative decisions that he could have taken. However, the definition used in this
chapter differs from the one used in economic science.
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Figure 5.1: Illustration of directional learning as defined in Equation 5.3. Directional
learning (lδ) involves a shift in the expected phenotype in the direction of higher fitness.
With a non-linear fitness function, even the same directional effect of learning on the
phenotype (δ) will result in different changes in fitness depending on the genotype value
of the individual. With the concave fitness function shown in the figure a genetically
weak individual (xW ) gains more from the same phenotype change due to learning than a
genetically strong individual (xS).

First, the conditions for learning-induced acceleration and deceleration are derived with the
simple gain function g(x) = fφl(x)/fφ(x) as defined in Section 4.3. With Equation 5.2, the
mapping from genotype x to fitness is f(x) in absence of learning and f(x + δ) in presence of
learning. Assuming a monotonical and continuously differentiable fitness function f , the sign
of the derivative of the gain function is

sign ( g′δ ) = sign

[
∂

∂x

(
f(x + δ)

f(x)

)]
= sign

[
∂

∂x

(
f ′(x + δ)f(x)− f(x + δ)f ′(x)

f 2(x)

)]
= sign

[
∂

∂x

(
f ′(x + δ)

f(x + δ)
− f ′(x)

f(x)

)]
= sign

[
∂

∂x
( log(f(x + δ))− log(f(x)) )

]
= sign

[
δ

∂2

∂x2
log(f(x))

]
.

(5.4)

The last equality follows from the relationship

sign(h′(x)) = sign((x1 − x2)(h(x1)− h(x2))) , (5.5)

which holds for any monotonic function h(x) and arbitrary x1, x2 with x1 6= x2; in Equation 5.4,
h(x) = (log(f(x)))′.

57
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Recall that learning accelerates evolution if g′(x) has the same sign as f ′(x), and that
above it was assumed sign(δ) = sign(f ′(x)). Therefore, directional learning as defined in
Equation 5.3 is predicted to accelerate evolution if the logarithm of the fitness function is
convex (positive second derivative). Conversely, if the logarithm of the fitness function is
concave (negative second derivative) evolution slows down as a result of directional learning.

The same result can be obtained by applying the extended gain function framework as
defined in Section 4.4. Since for all functions h,

∂

∂x
h(x + y) =

∂

∂y
h(x + y) ,

and
∂2

∂x∂y
h(x + y) =

∂2

∂x2
h(x + y) ,

the fitness gain derivative (cf. Equation 4.22 and thereafter) can be rewritten as

∂2

∂x∂δ
logfφ(x, δ) =

∂2

∂x∂δ
logf(x + δ) =

∂2

∂x2
logf(x + δ) =

∂2

∂x2
logf(x) , (5.6)

which confirms Equation 5.4 for positive δ. Notice that the case of negative δ cannot directly
be treated with the extended gain function2.

It is straightforward to calculate what a convex or concave logarithm of a function implies
for the function itself.

sign

[
∂2

∂x2
logf(z)

]
= sign

[
f ′′(z)f(z)− (f ′(z))2

f 2(z)

]
= sign

[
f ′′(z)f(z)− (f ′(z))2

]
. (5.7)

Assume f is monotonically increasing (the opposite case can be treated in analogous fashion).
Thus, if f is concave (f ′′(z) < 0) the sign in Equation 5.7 is negative. However, if f is convex
(f ′′(z) > 0) the sign in Equation 5.7 is not obvious.

In conclusion, directional learning accelerates evolution on all fitness functions with convex
logarithm and decelerates evolution on all fitness functions with concave logarithm. This
implies that evolution is decelerated on all concave fitness functions. It does, however, not
imply that learning accelerates evolution on all convex fitness functions, but a necessary
condition for accelerated evolution through directional learning is non-concavity of the fitness
function.

2 The case of negative δ cannot directly be treated with the extended gain function analysis because the
latter approach considers a marginal change of the parameter δ in positive direction. Thus, taking the
derivative of the monotonically increasing f(x + δ) with respect to δ represents a marginal decrease in
the distance to the global optimum. In order to study the effect of a marginal increase in the distance
to the global optimum through directional learning with the extende gain function one would have to
reformulate the directional learning function such that f(x− δ). Taking the derivative with respect to δ
on the reformulated function can be interpreted then as a marginal increase of the distance between x and
the global optimum (again assuming f is monotonically increasing).

The same logic applies to a monotonically decreasing function. Given the above analysis, the calculations
for the case that corresponds to a negative δ in Equation 5.4 are straightforward, and are therefore omitted
here.
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Figure 5.2: Illustration of learning noise as defined in Equation 5.8. Learning noise (lε)
adds to the phenotype of the individual a random number ε sampled from a distribution
with a zero mean and a range [εmin, εmax]. For an individual with a genotype value xi, a
possible fitness loss is represented by the gray area above the curve, a possible fitness gain
by the gray area below the curve. Thus, an individual has a positive expected overall fitness
gain if the area above is larger than the corresponding area below the curve, i.e., the gain
function g(x) > 1. If the distribution of ε is symmetric and the fitness function convex,
g(x) > 1 for all x; if the fitness function is concave (as in the figure), g(x) < 1, i.e., the
noise on average leads to a fitness loss irrespective of x. However, the important issue with
regard to the rate of evolution is, whether a genetically strong individual xs on average
gains more or loses less than the genetically weak individual xw.

5.1.2 Learning Noise

Next, the second component of the general learning function (cf. Equation 5.1), learning
noise, is considered, which is defined as

lε(x) = x + ε , (5.8)

where ε is a random number with zero mean and a symmetric probability distribution p(ε)
whose parameters are independent of x. This form of learning noise is illustrated in Figure
5.2.
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Chapter 5 Acceleration and Deceleration Conditions

In order to apply the gain function framework, the fitness corresponding to a given genotype
value x has to be averaged over all phenotypes expressed by individuals with this genotype
value. Using the Taylor series expansion, this expected fitness can be written as

f̄(lε(x)) =

∫ +εmax

−εmax

p(ε)f(x + ε) dε

=
∞∑
i=0

f (i)(x)

i!

∫ +εmax

−εmax

p(ε)εi dε

=
∞∑
i=0

f (i)(x)

i!
αi .

(5.9)

where αi is the i’th moment of p(ε). Since p(ε) is symmetric around 0, αi = 0 for all odd i,
and the third order Taylor approximation gives

f̄(lε(x)) ∼= f(x) +
var(ε)

2
f ′′(x) , (5.10)

where var(ε) is the variance of ε. Therefore, the simple gain function as defined in Section
4.3 can be approximated by

g(x) ∼= 1 +
var(ε)

2

f ′′(x)

f(x)
, (5.11)

and correspondingly

g′(x) ∼=
var(ε)

2

f(x)f ′′′(x)− f ′(x)f ′′(x)

(f(x))2
, (5.12)

which implies

sign(g′(x)) ∼= sign(f(x)f ′′′(x)− f ′(x)f ′′(x)) . (5.13)

Recall that learning is predicted to accelerate evolution if g′(x) has the same sign as f ′(x),
and decelerated if the signs are opposite. The above result holds for all symmetric noise
distributions, as long as the fitness function can be sufficiently well approximated by the
third-order Taylor series.

The same result can be obtained by applying the extended gain function framework as
defined in Section 4.4. The fitness gain derivative (cf. Equation 4.22 and thereafter) can be
rewritten as

∂2

∂x∂δ
logfφ(x, δ) ∼= f(x) +

var(ε)

2
f ′′(x)

= 2
f(x)f ′′′(x)− f ′(x)f ′′(x)

(2f(x) + var(ε)f ′′(x))2
,

(5.14)

thus,

sign

(
∂2

∂x∂δ
logfφ(x, δ)

)
∼= sign(f(x)f ′′′(x)− f ′(x)f ′′(x)) , (5.15)

which confirms Equation 5.13.
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5.1 A General Learning Function

Assuming ∀x : f(x) > 0, f ′(x) > 0 part of Equation 5.13 can be proven without Taylor
series approximation. In particular, it can be shown that

∀x : f ′′(x) > 0 ∧ f ′′′(x) ≤ 0 ⇒ g′(x) < 0 , (5.16a)

∀x : f ′′(x) < 0 ∧ f ′′′(x) ≥ 0 ⇒ g′(x) > 0 , (5.16b)

The proof for both cases of Equation 5.16 can be found in Appendix B.

5.1.3 Simulation

The above analysis delineates the conditions for learning to speed up or slow down evolution,
but does not predict the magnitude of the effects. The latter issue is analyzed here with some
simple computer simulations.

Simulation Set-Up

An asexual population of 10000 individuals is simulated, each characterized by a one-
dimensional genotype value x, being a non-negative real number.

Recall (Equation 5.2 and thereafter) that in presence of learning fitness is given by f(l(x))
and in absence of learning by f(x). Selection is simulated by Stochastic Universal Sampling
[6], i.e., sampling (with replacement) of n offspring from n parents, where the probability of
an individual being sampled is proportional to its fitness f(l(x)) respectively f(x). Mutation
is simulated by adding a random number from a normal distribution with parameters µ = 0
and σ = 10−3 to the genotype value x of each offspring (cut off at the genotype boundaries).
Each simulation is initiated with all individuals having a genotype value equal to the lower
boundary of the permitted range of x. The actual rate at which the mean genotype changes
depends on the fitness function, the mutation strength, and the initial genotype distribution.
The latter two parameters are not considered by the gain function analysis and are set to
values that generate a visible population movement.

For the case of directional learning, the magnitude of learning is set to δ = 0.1 (cf.
Equation 5.3) and the following two fitness functions are studied

f1(z) = e4z2

, f2(z) = z0.5 .

According to Equation 5.4 directional learning is predicted to accelerate evolution on fitness
function f1 and to decelerate evolution on f2 (notice that the logarithm of a function of the
form f(z) = za is concave for all a > 0).

For the case of learning noise, the learning function as defined in Equation (5.8) is imple-
mented with ε sampled from a uniform distribution in the range [−0.1, 0.1]. To avoid negative
phenotype values, x is constrained to x ≥ 0.1. Two fitness functions are studied

f3(z) = z0.4 , f4(z) = z6.0 .

According to Equation 5.13 learning noise should accelerate evolution on f3 and decelerate
evolution on f4. The functions f1 to f4 are chosen for the purpose of illustration and are not
supposed to reflect a particular biological or computational scenario. For each setting 100
independent simulation runs are carried out, and the reported results are averaged over these
simulation runs.
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Figure 5.3: Simulation results of directional learning and learning noise. The evolutionary
trajectories agree with the analytical predictions, i.e., directional learning accelerates evolu-
tion on f1 and decelerates evolution on f2, learning noise accelerates evolution on f3, and
decelerates evolution on f4. In these examples, the magnitude of the effect of learning noise
is smaller than that of directional learning.

Simulation Results

Figure 5.3 shows the simulation results. The evolutionary trajectories agree with the analytical
predictions. The simple form of directional learning accelerates evolution on function f1 and
decelerates evolution on function f2. Similarly, on function f3, learning noise accelerates, and
on f4 decelerates evolution. In these examples, the effect of learning noise is smaller than
that of directional learning.

5.1.4 Conclusion

In this section, two components (a directional and a noise component) of learning have
been identified that are common to most learning algorithms or procedures. The gain
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function framework has been applied in order to derive general conditions under which
these components accelerate or decelerate evolution. Based on simple assumptions on the
effect of directional learning and learning noise the properties of the fitness function that
determine whether evolution is accelerated have been identified. The results of the simulation
study suggest that the effect of learning on the rate of evolutionary change is stronger in
magnitude with directional than with learning noise. This supports the intuitive argument
that directional learning is expected to change the mapping from genotype to fitness more
drastically than symmetrically distributed noise.

5.2 Separable Fitness Components

In this section, a special case of coupled evolution and learning is analyzed, again with the
gain function framework. As in the previous section, the most simple development function
z = φ(x) = x is chosen here, in order to concentrate on the effect of learning. Thus fitness in
case of learning is given by f(l(x)) and in absence of learning by f(x) (the innate fitness).

In particular, it is assumed that the fitness of a learning individual is additively composed
of an innate fitness component f(x) and a learning component fL(x),

f(l(x)) = f(x) + fL(x) . (5.17)

In the following, it is assumed that f(x) is a positive and monotonically increasing function
within the range of the population, i.e., f(x) > 0, f ′(x) > 0. The gain function derivative can
generally be calculated as

∂g

∂x
=

∂

∂x

f(x) + fL(x)

f(x)

=
∂

∂x

(
1 +

fL(x)

f(x)

)
= (f(x))−2

(
f(x)

∂fL(x)

∂x
− fL(x)

∂f(x)

∂x

)
=

fL(x)

f(x)

(
∂fL(x)/∂x

fL(x)
− ∂f(x)/∂x

f(x)

)
=

fL(x)

f(x)

∂

∂x
(log(fL(x))− log(f(x))) .

(5.18)

If fL(x) > 0 (and it is known that f(x) > 0), then

sign

(
∂g(x)

∂x

)
= sign

(
∂(logfL(x))

∂x
− ∂(logf(x))

∂x

)
. (5.19)

Thus, if the first derivative of the logarithm of fL(x) is larger (smaller) than the first derivative
of the logarithm of f(x), then learning accelerates (decelerates) evolution. Notice that in the
special case of fL(x) = f(x) learning has no influence on the rate of evolutionary change.

In the following, three categories of functions fL(x) are defined and further analyzed.
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5.2.1 Positive, Decreasing fL(x)

A positive, decreasing fL(x) implies that genetically weak individuals benefit more from
learning than genetically strong ones. Intuitively, one would expect that learning decelerates
evolution in this case. The following brief gain function analysis confirms this intuition. Since

fL(x) > 0 ∧ ∂fL(x)

∂x
< 0 ⇒ ∂(logfL(x))

∂x
< 0 (5.20)

and

f(x) > 0 ∧ ∂f(x)

∂x
> 0 ⇒ ∂(logf(x))

∂x
> 0 (5.21)

and using Equation (5.19), one obtains ∂g
∂x

< 0. Therefore, for all scenarios with positive,
decreasing function fL(x), learning decelerates evolution.

5.2.2 Constant fL(x)

Next, the case when learning causes a constant fitness change, i.e., fL(x) = C, is considered.
Notice that this case is distinct from directional learning (Section 5.1.1) where a constant
change takes place in genotype space rather than in fitness space.

With Equation (5.18), one obtains

∂g

∂x
= − C

f(x)

∂(logf(x))

∂x
, (5.22)

and

sign

(
∂g

∂x

)
= sign(−C) . (5.23)

Therefore, in case of a constant fitness increase (positive C), evolution is decelerated through
learning while for a constant fitness decrease (negative C) evolution is accelerated through
learning. At first sight this may seem counter-intuitive. However, it is the relative fitness
differences that determine the dynamics: A constant fitness increase implies a larger relative
fitness gain for a weak individual (with small innate fitness) than for a strong individual (with
large innate fitness). On the contrary, a constant fitness decrease (maladaptive learning)
implies a larger relative fitness loss for a weak individual (with small innate fitness) than for
a strong individual (with large innate fitness).

5.2.3 Positive, Increasing fL(x)

Finally, the case of positive, increasing fL(x) is considered. For such functions, strong
individuals always benefit more from learning than weak individuals (in terms of absolute
fitness gain). Unfortunately, no simpler (and still general) formulation than Equation (5.19)
can be derived for this case, without specifying either fL(x) or f(x). Therefore two examples
illustrate that functions of this category can either accelerate or decelerate evolution. If

fL(x) = xα (5.24)
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and
f(x) = xβ , (5.25)

then according to Equation 5.19,

sign

(
∂(logfL(x))

∂x
− ∂(logf(x))

∂x

)
= sign

(
α

x
− β

x

)
= sign(α− β) (5.26)

determines whether evolution is accelerated (α > β) or decelerated (α < β).

5.2.4 Conclusion

The analysis of the three categories of learning-dependent fitness components, fL(x), has
shown that (apart from maladaptive learning) evolution is only accelerated through learning
in the case where the fitness of the learning-dependent component increases stronger in x
than the fitness of the innate component.

5.3 Influence of Learning Curves on Evolution

So far, the mapping from genotype to fitness has been considered as a black box and it has not
been discussed yet how lifetime fitness is actually attained. This was not necessary because
for the gain function analysis, there is no need to know how the fitness was actually attained.

In artificial systems of coupled evolution and learning, the result of learning is often taken
as the absolute fitness measure. One example for this is the evolution of artificial neural
networks that are also individually trained. There, the neural network behavior after the
training is the basis for the fitness assignment. Most of the papers cited in Yao’s review of
evolving artificial neural networks [188] follow this approach. In [101], the fitness assessment
at the end of the individual’s life has been named posthumous fitness assessment.

An alternative fitness assessment approach is to repeatedly evaluate an individual throughout
its lifetime. In [101], this type of fitness assessment has been named continual fitness
assessment. The latter type is biologically plausible and there are several artificial systems
in which continual fitness assessment is applied. Several works in the field of evolutionary
robotics [119] where a robot’s (adaptive) control system is evolved and evaluated throughout
the robot’s lifetime, are examples of continual fitness assessment.

The gain function framework can handle both fitness assessment approaches as long as
knowledge on the relative gain in fitness (the selection criterion) achieved through learning is
available. This chapter focuses on the influence of learning curves on the rate of evolution.
In particular, it will be analyzed, if and how the curvature of a learning curve influences
evolution, also compared to the case when only the result of learning is the basis for selection
(posthumous fitness assessment). For example, evolution of “early learners” may differ from
the evolution of “late learners”.

5.3.1 Extension of the Fitness Landscape Model

The traditional fitness landscape model that maps genotype to fitness or phenotype to fitness
is not appropriate to visualize the influence of learning curves on absolute fitness. One way to
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Figure 5.4: Extension of the fitness landscape model that accounts for learning curves.

define a learning curve of an individual with innate phenotype z0 is the mapping from time
(between birth and death) to the individual’s adaptive value at a time. The average adaptive
value achieved during lifetime can then be taken as the absolute fitness measure. Thus the
adaptive value at a time t for a given innate phenotype can be visualized as in Figure 5.4

In order to concentrate on the effect of learning on evolution, again, a simple mapping from
genotype x ∈ R to innate phenotype z0 ∈ R is assumed

z0 = φ(x) = x . (5.27)

Learning curves are defined w.r.t. the relative current age of an individual, i.e., between 0
(birth) and 1 (death). Accordingly, the (absolute) fitness f of an individual with genotype
(and innate phenotype) x is given by

f(x) =

∫ t=1

t=0

v(x, t)dt . (5.28)

In the absence of learning, the adaptive value is constant (in t-direction). In this case, the
(absolute) fitness fφ(x) is given by the size of the dark-gray area. In case of learning, (absolute)
fitness fφl(x) of an individual x is obtained by adding the size of the light-gray area (in
Figure 5.4 a triangle) to the size of the dark-gray area. Posthumous assessment could also be
visualized in the extended visualization of Figure 5.4. Since learning curves are not taken into
account in this case, it is assumed that the maximum adaptive value is achieved immediately
after birth. In the figure, the light-gray triangle would become a rectangle.

5.3.2 Modeling Learning Curves

In order to analyze the influence of the curvature of learning curves ceteris paribus, three
functions v0(x), v1(x), and h(t) need to be defined. v0(x) specifies the innate adaptive value
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of an individual with genotype x, v1(x) specifies the adaptive value of x at the end of its life,
and h(t) specifies the curvature of the learning curve. h(t) is limited to functions that are
monotonic in t in the interval t ∈ [0, 1].

Based on these definitions, the adaptive value function is defined as

v(x, t) =
h(t)− h(0)

h(1)− h(0)
(v1(x)− v0(x)) + v0(x) , (5.29)

i.e., all individuals’ learning curves have the same curvature, and v(x, 0) = v0(x) respectively
v(x, 1) = v1(x).

5.3.3 Genotype-Independent Learning Curves

In the following, it is assumed that the genotype has no influence on the curvature of the
learning curves, i.e., h does not depend on genotype x.

Posthumous versus Continual Fitness Assessment

If learning curves are not taken into account (posthumous fitness assessment) the gain function
is given by

g(x) =
v1(x)

v0(x)
. (5.30)

In the following, the gain function that accounts for the learning curves is denoted as g̃(x).
Notice that this is the simple gain function as introduced in Section 4.3.

g̃(x) =

∫ t=1

t=0
v(x, t)dt

v0(x)

=

∫ t=1

t=0

(
h(t)−h(0)
h(1)−h(0)

(v1(x)− v0(x)) + v0(x)
)

dt

v0(x)

= H
v1(x)

v0(x)
−H + 1

= Hg(x)−H + 1 ,

(5.31)

where

H =

∫ t=1

t=0

h(t)− h(0)

h(1)− h(0)
dt . (5.32)

Straightforwardly,
g̃′(x) = Hg′(x) , (5.33)

and since H > 0,
sign(g̃′(x)) = sign(g′(x)) . (5.34)

In conclusion, there is no qualitatively different influence between posthumous and continual
fitness assessment if the learning curves h do not depend on the genotype, i.e., if learning
accelerates (decelerates) evolution with posthumous fitness assessment it also accelerates (de-
celerates) evolution with continual fitness assessment. However, the magnitude of acceleration
or deceleration may differ for different curvatures.
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Influence of a Curvature Change of the Learning Curves on Evolution

Although continual fitness assessment with genotype-independent learning curves does not
qualitatively change the influence of learning on evolution, it may influence the magnitude of
acceleration or deceleration that would be present with posthumous fitness assessment. In
the following, the extended gain function framework of Section 4.4 is applied to study the
influence of the curvature change of the learning curves on evolution.

First, the function that describes the curvature of the learning curve h(t) is extended to
h(t, a), where a is a learning parameter that influences the curvature. Correspondingly, the
fitness of an individual with genotype x and learning curve parameter a, is

fφ(x, a) =

∫ t=1

t=0

v(x, a, t)dt

=

∫ t=1

t=0

(
h(t, a)− h(0, a)

h(1, a)− h(0, a)
(v1(x)− v0(x)) + v0(x)

)
dt

= (v1(x)− v0(x))H(x, a) + v0(x)

= v1(x)H(a) + v0(x)(1−H(a)) ,

(5.35)

where H(a) is substituted,

H(a) =

∫ t=1

t=0

h(t, a)− h(0, a)

h(1, a)− h(0, a)
dt . (5.36)

The gain function derivative of the extended gain function framework can be reformulated

∂2

∂x∂a
logfφ(x, a) =

∂2

∂x∂a
log (v1(x)H(a) + v0(x)(1−H(a)))

=
∂

∂x

(
v1(x)H ′(a)− v0(x)H ′(a)

v1(x)H(a) + v0(x)(1−H(a))

)
= (v′1(x)v0(x)− v1(x)v′0(x))H ′(a)

= (v0(x))2

(
v1(x)

v0(x)

)′

H ′(a)

= (v0(x))2g′(x)H ′(a) ,

(5.37)

where v′0(x) = ∂v0/∂x, v′1(x) = ∂v1/∂x and H ′(a) = ∂H/∂a. Thus,

sign

(
∂2

∂x∂a
logfφ(x, a)

)
= sign(g′(x)H ′(a)) , (5.38)

Recall that the sign of g′(x) indicates acceleration and deceleration of evolution in case of
posthumous fitness assessment. If H ′(a) > 0 and in case of g′(x) > 0, increasing learning
parameter a accelerates evolution. If H ′(a) > 0 and in case of g′(x) < 0, increasing learning
parameter a decelerates evolution. So the influence of a learning curve parameter a on
evolution is determined by the derivative of the integral of the normalized learning curve,∫ t=1

t=0
h(t,a)−h(0,a)
h(1,a)−h(0,a)

dt, w.r.t. a.
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In the following example, learning parameter a determines the degree of convexity (concavity)
of the learning curve, in particular,

h(t, a) = ta . (5.39)

With small a, h is increasing strongly for small t values which can be interpreted as “early
learning”. In contrast, with large a, h is increasing strongly for large t values which can be
interpreted as “late learning”. Notice that in the curvature of Equation 5.39, the limit of
a = 0 corresponds to posthumous fitness assessment (everything is learned immediately), and
the limit a = ∞ corresponds to the complete absence of learning.

Since h(0, a) = 0 and h(1, a) = 1 for all a > 0,

H ′(a) =
∂

∂a

∫ 1

0

tadt =
∂

∂a
(a + 1)−1 = −(a + 1)−2 . (5.40)

Recalling Equation 5.38, one obtains

sign

(
∂2

∂x∂a
logfφ(x, a)

)
= sign(g′(x)− (a + 1)−2) = sign(−g′(x)) . (5.41)

Consider first the case of g′(x) > 0, i.e., where evolution is accelerated with posthumous
fitness assessment. Increasing a (later learning) works to reduce the rate of evolution. In an
analogous manner, consider g′(x) < 0, i.e., with posthumous fitness assessment, evolution is
decelerated. Increasing a (later learning) works to increase the rate of evolution.

5.3.4 Genotype-Dependent Learning Curves

Now the case where the learning curves depend on the genotype value is considered. In this
case, the curvature may not only influence the magnitude of acceleration and deceleration
but even reverse the sign of the influence. An example of a learning curve that depends on
the genotype is given as follows

h(t, a, x) = ta
2x−1

, a > 0 , x ∈ [0, 1] . (5.42)

This learning curve is combined with

v0(x) = x , v1(x) = 3x , x ∈ [0, 1] , (5.43)

which in case of posthumous fitness assessment produces a constant gain function of g(x) =
v1(x)/v0(x) = 3 and thus learning with posthumous fitness assessment has no influence on
evolution.

Figure 5.5 illustrates the corresponding (extended) adaptive value landscape for a = 0.25
and a = 4. For a = 0.25 the learning curves are convex for small x and concave for large x.
Genetically weak individuals learn late while genetically strong individuals are early learners.
The opposite is true for a = 4. Genetically weak individuals are early learners while genetically
strong individuals learn late.

Figure 5.6 shows the corresponding gain functions which have been derived numerically.
With a = 0.25 the genotype-dependent curvature of the learning curves causes a monotonically
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Figure 5.5: Scenario with varying curvature of the learning curves. With learning parameter
a = 0.25 (left panel) genetically weak individuals have a concave learning curve (“late
learners”) and genetically strong ones have a convex learning curve (“early learners”), and
vice versa with learning parameter a = 4 (right panel). Evolution is accelerated through
learning with a = 0.25 and decelerated with a = 4.
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Figure 5.6: Gain functions corresponding to Figure 5.5. With a = 0.25 (left panel of Figure
5.5) the curvature of the learning curves causes a monotonically increasing gain function
and therefore acceleration, while with a = 4 (right panel of Figure 5.5) the curvature causes
a monotonically decreasing gain function and therefore deceleration.
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Figure 5.7: Simulation results corresponding to Figure 5.5. The simulations confirm the
predictions of the gain function analysis (cf. Figure 5.6). Compared to posthumous fitness
assessment, evolution is accelerated with continual fitness assessment and a = 0.25 and
decelerated with continual fitness assessment and a = 4.

increasing gain function, in contrast the gain function that corresponds to a = 0.25 causes
monotonically decreasing gain function. Thus, with a = 0.25 the curvature of the learning
curves accelerates evolution while in case of a = 4 the curvature of the learning curves
decelerates evolution although with posthumous fitness assessment learning has no influence
on evolution.

Additionally a simulation study with a population of 100 individuals and a Gaussian
mutation with σ = 10−4 is carried out. The remaining parameters of the experiment are
set as in the simulation study of Section 5.1.3. The results as shown in Figure 5.7 confirm
the predictions of the gain function analysis (cf. Figure 5.6): Compared to posthumous
fitness assessment, evolution is accelerated with continual fitness assessment and a = 0.25
and decelerated with continual fitness assessment and a = 4.

5.3.5 Conclusion

Posthumous fitness assessment refers to the case when only the result of a learning process is
taken as the basis for selection whereas continual fitness assessment refers to the scenario
when learning curves are also taken into account. The gain function analysis has shown
that genotype-independent learning curves only have an influence on the magnitude of
learning-induced acceleration and deceleration, but not on the sign of the influence (compared
to posthumous fitness assessment). However, genotype-dependent learning curves may
also influence the sign of the influence, i.e., even if learning has no influence on evolution
with posthumous fitness assessment, continual fitness assessment may cause acceleration or
deceleration.
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5.4 A Non-Monotonic Gain Function

An exact prediction of the population dynamics with the gain function analysis requires that
the gain function is monotonic within the range of the population. In the following, it will
be demonstrated that the gain function can also be used as an approximate predictor of the
population dynamics even if the gain function is not monotonic.

5.4.1 Fitness, Learning and Gain Functions

Fitness Function

As a mapping from phenotype to fitness the sigmoid function

f(z) =
1

1 + e−z
(5.44)

is employed in the section (visualized in Figure 5.8(a)). This chapter concentrates on the
influence of learning. Therefore development φ is defined as the identity function, i.e.,

z = φ(x) = x . (5.45)

The sigmoid function is convex for negative z values and concave for positive ones, and is
monotonically increasing towards the asymptote f = 1.

Two types of directional learning (cf. Section 5.1) are applied to this function, namely, con-
stant directional learning and progressive directional learning, producing different population
dynamics.

Constant Directional Learning

Constant directional learning is the same type of learning as defined in Section 5.1.1, i.e.,

l1(z) = z + δ , (5.46)

where in this section δ = 0.25. Since we are not interested in the influence of the δ-value on
evolutionary dynamics any other setting would be appropriate as well.

For this type of learning it has already been shown that for positive δ the gain function
derivative is

sign(g′(x)) = sign((log(f(x)))′′) . (5.47)

Applying Equation 5.47 to the sigmoid fitness one obtains

(log(f(x)))′′ = −e−x(1 + e−x)−2 < 0 ,∀z . (5.48)

Thus, it is expected that constant directional learning decelerates evolution on the sigmoid
fitness function. The corresponding gain function is shown as solid line in Figure 5.8(b).
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Progressive Directional Learning

Progressive directional learning is defined as

l2(x) = x + ex . (5.49)

With this type of learning, individuals with larger x (genetically stronger individuals) learn
more than genetically weak ones. In combination with the sigmoid fitness function, directional
progressive learning produces a gain function as shown as dashed line in Figure 5.8(b). The
gain function is non-monotonic with a maximum at genotype value x = 0.14. Thus, if a
population is entirely located left of x = 0.14 progressive directional learning is predicted to
accelerate evolution and in the case that it is entirely located right of x = 0.14 progressive
directional learning is predicted to decelerate evolution. If, however, the gain function is
non-monotonic within the range of the population it does no longer allow a precise prediction
of the dynamics. However, a simulation study will demonstrate that the gain function is
still useful to approximately describe the population dynamics. Thus, in addition to the
gain function analysis, the sigmoid landscape (coupled with the two types of directional
learning), will be studied empirically based on repeated computer simulations. All simulation
experiments have been set up as described in the following.

5.4.2 Simulation

A population of 100 individuals, each characterized by a one-dimensional (real-valued)
genotypic value x, evolves asexually, i.e., evolution is modeled as a cycle of mutation and
selection. Linear fitness proportional selection (with respect to the sigmoid function value of
the learned phenotype z) is simulated with the Stochastic Universal Sampling algorithm [6]3.
To simulate mutation, a random number Xφ(µ,σ) drawn from a normal distribution with
parameters µ = 0 and σ = 10−3 was added to the genotypic value x of each offspring. In all
simulations, the population’s genotypes are initialized uniformly in the vicinity of −3 (in the
interval [−3.1,−2.9]). For each setting 1000 independent simulation runs have been carried
out. The presented results are averaged data over these runs.

5.4.3 Results

Constant Directional Learning

The simulation results for the case of constant directional learning are shown in Figures
5.8(c-d). Figure 5.8(c) shows the average trajectory of mean genotype evolution (x̄ in absence,
x̄l in presence of learning) with constant directional learning and no learning. Figure 5.8(d)
shows the average trajectory of mean genotype in case of learning, normalized by the mean
genotype value in absence of learning, x̄l − x̄. This normalized value is denoted learning
lead. As predicted by the negative gain function derivative, constant directional learning
decelerates evolution.

3 This algorithm implements sampling (with replacement) of n offspring from n parents, where the probability
of an individual being sampled is proportional to its fitness f(z), i.e., f(x) without learning, f(l(x)) with
learning).
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Progressive Directional Learning

The simulation results for the case of progressive directional learning are shown in Figures
5.8(e-f). Figure 5.8(e) shows the average trajectory of mean genotype evolution and Figure
5.8(f) the normalized mean genotype value (cf. Figure 5.8(d)). Recall (Figure 5.8(b)) that first
learning-induced acceleration and then deceleration is expected. These predicted dynamics
are qualitatively confirmed by the simulation results.

The mean genotype of the learning population reaches the genotype that corresponds
to the gain function maximum (x = 0.14) in generation 184. The maximum difference
between learning and non-learning population has been reached already 25 generations earlier.
However, during these 25 generations, the learning population has largely maintained its
distance to the non-learning population.

5.4.4 Conclusion

The gain function analysis only allows an approximate prediction of the population dynamics
over time. An exact prediction based on the gain function assumes that both learning and
non-learning population have the same distribution in genotype space. In the example of
progressive directional learning, the learning population moves quicker toward higher genotype
values than the non-learning one, during the early phase of evolution. Thus, the learning
individuals populate a different region in genotype space than the non-learning ones. Despite
a positive gain function derivative the selection pressure might be stronger in the region of
the non-learning population than in the region of the learning population.

Nevertheless, the evolutionary dynamics are quite well described by the gain function,
as the example has demonstrated. In conclusion, the gain function approach can approxi-
mately predict the evolutionary dynamics even in the case where acceleration is followed by
deceleration.

5.5 Summary and Conclusion

This chapter has demonstrated the generality of the gain function framework. It has been used
here to deepen the understanding of the dynamics when evolution is coupled with learning.

In Section 5.1, two basic components of learning, namely a directional and a noise component,
have been identified that are common to most learning algorithms or procedures, and general
conditions have been derived under which these components accelerate respectively decelerate
evolution. Directional learning accelerates evolution if the logarithm of the function that
maps phenotype to fitness is convex and decelerates it if the logarithm is concave. It turned
out that noise in the genotype-phenotype-mapping can actually accelerate the evolutionary
process which is a somewhat non-intuitive result.

Then, in Section 5.2, the special case in which the fitness of a learning individual is
additively composed of an innate component and a learning component has been analyzed. If
learning produces a positive fitness gain (is not maladaptive) evolution is only accelerated
through learning in the case where the fitness of the learning-dependent component increases
stronger in x than the fitness of the innate component.
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Figure 5.8: Evolution and learning on the sigmoid fitness function. (a): The sigmoid fitness
function, (b): gain functions for constant directional learning and progressive directional
learning, (c-f): averaged results of 1000 independent simulation runs with the sigmoid fitness
function, in particular (c): mean genotype evolution with constant directional learning
and no learning, (d): absolute difference of the curves in (c), i.e., mean genotype in case
of learning and in the absence of learning, x̄l − x̄, which is named “learning lead”, (e):
same as (c) but with progressive directional learning, (f): same as (d) but with progressive
directional learning.
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Next, in Section 5.3, it has been investigated how fitness assessment of a learning individual
influences evolution. In particular, learning curves have been modeled that describe the
progress of a learning individual over its lifetime and it was compared how a continual fitness
assessment during lifetime differs in its influence on evolution from a fitness assessment where
only the result of learning is taken into account (posthumous fitness assessment). It was found
with a gain function analysis that in the case that learning curves are genotype-independent,
the curvature of these curves only has an influence on the magnitude of learning-induced
acceleration and deceleration, but not on the sign of the influence (in relation to posthumous
fitness assessment). However, genotype-dependent learning curves may also influence the sign
of the influence, i.e., even if learning has no influence on evolution with posthumous fitness
assessment, continual fitness assessment may cause acceleration or deceleration.

Finally, in Section 5.4, it has been demonstrated that the gain function can well describe
the population dynamics even if it is not monotonic (which is one of the assumptions of the
mathematical basis of the gain function).

The results of this section may not only be helpful for the design of optimization algorithms
that couple evolution and learning. Furthermore they may shed some light on the results
obtained by simulation studies in the field of artificial life and computational biology, or even
real biological experiments, and provide a theoretical underpinning of some of the derived
conclusions.

In the following chapter examples are presented that demonstrate how such a theoretical
underpinning can be derived.
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CHAPTER 6

Gain Function Analysis of Other Models of Evolution and Learning

In this chapter, several models from the literature that investigate the influence of learning
on evolution are revisited and analyzed with the gain function framework in order to derive a
theoretical underpinning of the respective conclusions. Large parts of this chapter are based
on [130].

6.1 Hinton and Nowlan’s In Silico Experiment

In 1987, the seminal paper of Hinton and Nowlan [64] presented the first computational model
demonstrating the Baldwin effect (it will be referred to as H&N model). In this model, Hinton
and Nowlan show “how learning can guide evolution” towards a global optimum, thereby
giving an example of learning-induced acceleration of evolution.

6.1.1 Original Model Formulation

In the H&N model, an individual’s genotype x is represented by 20 gene loci (elements) with
alleles ’0’, ’1’ and ’?’, i.e.,

x ∈ {0, 1, ?}20 . (6.1)

that is mapped to the phenotype z, which is represented by a bit-string of length 20, i.e.,

z ∈ {0, 1}20 . (6.2)

Hinton and Nowlan suggest to interpret the phenotype as the synapse weight specification
of a neural network. In the phenotype space of size 220 = 1048576, there exists exactly one
phenotype with the correct specification. In the words of Hinton and Nowlan this phenotype
(the “good net”) is like a “needle in a haystack”. Hinton and Nowlan do not specify the
optimal phenotype but without loss of generality it will be assumed in this section that it is
the “all ones” phenotype, i.e., z∗ = 11111111111111111111.
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In the mapping from genotype x to innate phenotype z, each phenotype element zi

corresponds to a locus of the gene xi, and is defined as

∀ i : zi(xi) =

{
xi if xi ∈ {0, 1}
X{0,1} otherwise ,

(6.3)

where X{0,1} is a random number sampled from a Bernoulli distribution with p = 0.5, i.e.,
0 and 1 are equally likely to be drawn. If the generated phenotype matches the “all ones”
phenotype the individual is assigned an absolute fitness of f = 20. If it does not match the
optimal phenotype the individual starts guessing for it (formally, Equation 6.3 is repeatedly
executed). The individual stops guessing after 1000 trials or if it has found the optimal
phenotype. The individual “guessing” process is interpreted a individual learning.

The fitness of an individual with genotype x is given by

f(nx) = 1 +
19nx

1000
, (6.4)

where nx is the number of remaining trials after the optimum has been found. Thus, the
earlier the good net is found, the higher the fitness.

Hinton and Nowlan do not completely specify the evolutionary algorithm used in their
simulation but mention that they employ a version of the genetic algorithm proposed by
Holland [66] with a population size of 1000, a fitness proportional selection scheme and the
1-point crossover [66]. In the original paper, mutation is not mentioned and thus it must be
assumed that no mutation has been simulated. The same interpretation can be found in the
secondary literature, as for instance in [138].

Hinton and Nowlan present a figure (Figure 2 in their article) which shows the trajectories
of the simulated evolution (it is unclear if the figure shows averaged data or the data of a
single run). A reimplementation of the H&N model produced similar evolutionary trajectories
that are presented in Figure 6.1. The number of incorrect alleles is the average number of ’0’s,
the number of correct alleles is the average number of ’1’s, and the number of undecided alleles
is the average number of ’?’s in the genotype. It can be seen that the number of incorrect
alleles is decreasing quickly and at the same time the number of correct alleles is increasing.
Then, the number of undecided alleles decreases further, i.e., undecided alleles are replaced
by correct ones. However, a certain fraction of undecided alleles is not replaced even if the
evolution is run for several thousand generations (not shown).

According to [138] and [59] one reason for the “persistent question-marks”[59] is that in
the original H&N simulation no mutation is used: Once the variation in one locus of the gene
is lost through genetic drift there is no way to change this locus.

However, even if mutation would be used there is a reason why on average some ’?’ loci
would persist. With mutation the population reaches a stable state (equilibrium) after a finite
number of generations. Mutation keeps introducing non-optimal genotypes to the population
and selection works to remove them. Thus, on average there will be a certain fraction of
non-optimal genotypes with ’?’ or ’0’ loci. (This phenomenon - the formation of a population
at so-called mutation-selection balance - is well known as quasi-species in biology [37, 38].
The quasi-species is not the central issue of this chapter and it is referred to Chapter 7 where
this concept is discussed in more detail.)

78



6.1 Hinton and Nowlan’s In Silico Experiment

0 5 10 15 20 25 30 35 40 45 50
0

0.2

0.4

0.6

0.8

1

Generations

R
el

at
iv

e 
F

re
qu

en
cy

 o
f A

lle
le

Simulation Results of the Reimplemented H&N Model

 

 

Incorrect Alleles
Correct Alleles
Undecided Alleles

Figure 6.1: Simulation with a reimplementation of the H&N model. Evolutionary trajectories
are averaged over 100 independent simulation runs and are very similar to the results
presented in Figure 2 of the original article [64].

Hinton and Nowlan state that “the same problem was never solved by an evolutionary
search without learning.” It is not explicitly stated how the simulation was done without
learning but it is reasonable to assume that simply the ’?’ has been removed from the set of
alleles and that the genotype-phenotype mapping is

∀ i : zi(xi) = xi . (6.5)

Although not explicitly stated in [64] it is assumed here that the optimal genotype in absence
of learning is assigned a fitness of 20 and all non-optimal genotypes are assigned a fitness of 1.

With this setting, and in the absence of mutation it is indeed very unlikely that the
population “accidentally” discovers the optimal phenotype (the needle in the haystack) before
genetic drift has removed the genetic variation. However, even if some mutation is added
the time until the needle is found is extremely long, and even if the optimum was found it is
likely to be lost due to the disruptive cross-over effect.

Hinton and Nowlan presented the first computational example of the Baldwin effect. Since
it takes an extremely long time until the optimum has been populated in absence of learning
and only few generations in presence of learning it can be argued that learning accelerates
evolution here.

In the following, the gain function framework is applied to the H&N model in order to
produce an analytical argument for the observed learning-induced acceleration of evolution.
Before the gain function is applied, however, a reformulation of the original model is required.
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6.1.2 Model Reformulation

In the original model, genotype x is defined as x ∈ {0, 1, ?}20 in the case of learning and
x ∈ {0, 1}20 in the absence of learning. However, the gain function analysis requires that
genotype and phenotype have the same representation and that learning can be “added”. To
achieve this the H&N model is reformulated.

In the reformulated model, a genotype is now defined as

x ∈ {0, 1, ?0, ?1}20 . (6.6)

In brief, alleles ’0’ and ’1’ encode the phenotype directly, whereas alleles ’?0’ and ’?1’ map
either to ’0’ or ’1’ after a learning period, but learning starts at 0 in case of ’?0’ and at 1 in
case of ’?1’. Formally, the mapping from genotype to innate phenotype z0 (development) is
defined as

∀ i : z0i(xi) =

{
0 if xi ∈ {0, ?0}
1 otherwise ,

(6.7)

and the phenotype changes according to

∀ i : zi(xi) =

{
xi if xi ∈ {0, 1}
X{0,1} otherwise .

(6.8)

The difference between learning and non-learning individuals in the reformulation of the
model is that learning individuals are allowed to perform 1000 random guesses, whereas for
non-learning individuals the genotype translates directly to the phenotype and no further
improvement is possible. This modification does not substantially change the H&N model
and produces the same evolutionary dynamics as the original formulation, cf. Figure 6.2. The
gain function framework can now be applied to the reformulated model.

6.1.3 Gain Function Analysis

To apply the gain function (of the basic framework of Section 4.3) three classes of genotypes
are distinguished.

First, if there exists one or more ’0’ alleles in the genotype, the optimal phenotype will not
be found in either case, with or without learning. This means the gain function is a constant
equal to one.

Second, if the genotype is composed of alleles ’1’ and ’?1’, the optimal phenotype will be
generated in both cases with or without learning, which also implies a constant gain function
of one.

Thus, in both cases, the gain function is a constant and learning has no influence on
evolution.

In the third case, the genotype is composed of at least one locus with ’1’ or ’?1’ allele, at
least one locus with ’?0’ allele and no locus with ’0’ allele. In the following, it will be shown
that the gain function is increasing toward the optimum in this case:

If q denotes the number of question marks of an individual’s genotypes (sum of ’?0’ and
’?1’ loci) and all other loci are ’1’, the expected absolute fitness in case of learning can be
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Figure 6.2: Simulation with the reformulation of the H&N model. The comparison to the
evolutionary dynamics in Figure 6.1 (where the simulation parameters are identical) shows
that the original model and the reformulation are equivalent. The number of undecided
alleles is the sum of ’?0’ and ’?1’ alleles.

calculated as follows: The probability of guessing the all-ones phenotype in one trial is 2−q

and the probability to guess it exactly at the k’th guess is

p(k, q) = (1− 2−q)(k−1) · 2−q . (6.9)

Thus, the expected fitness f̄l of a learning individual with q question marks and at most 1000
learning trials is

f̄l(q) =
1000∑
k=1

p(k, q)f(1000− k) + (1− 2−q)1000f(0) . (6.10)

f is defined as in Equation 6.4.
In the absence of learning, it is impossible for an individual of the third category to find

the optimum (since there is at least one ’?0’ allele) and according to Equation 6.4,

f̄(q) = 1 . (6.11)

Based on this the gain function of Section 4.3 can be formulated as

g(q) =
f̄l(q)

f̄(q)
= f̄l(q). (6.12)

Figure 6.3 shows this gain function g(q) plotted against reversely ordered q and the corre-
sponding differential g(q−1)−g(q). The gain function is increasing (its differential is positive)
towards the fitness optimal genotype with q = 0, thus the gain function analysis confirms the
simulation results of Hinton and Nowlan [64].
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Figure 6.3: Gain function and gain function differential in the H&N model. The increasing
gain function (positive differential) towards the fitness optimal genotype (no ’?’ alleles)
indicates learning-induced acceleration of evolution in the model of Hinton and Nowlan
[64].

6.1.4 Discussion

In the literature, several papers have commented on Hinton and Nowlan’s results, however,
a selection pressure argument is sufficient to explain Hinton and Nowlan’s result. In the
H&N model, individuals have a genetic predisposition toward the optimal phenotype. In the
absence of learning, these differences between genetic predispositions are invisible for selection.
Learning amplifies or actually unveils these differences. A learning induced amplification of
genetic predispositions is exactly the conclusion that follows from a positive gain function
derivative.

More generally, it is expected that in extreme fitness landscapes with large plateaus learning
accelerates evolution.

6.2 Papaj’s In Silico Experiment of Insect Learning

In biology, computer simulations of evolution are often used as a research tool to support
evolutionary theory. An example of this is Papaj’s simulation of evolution and learning in
insects which he presents in the first part of [133]. Based on an earlier work [75] Papaj
describes a scenario in which the environment of a population of insects suddenly changes
such that only one host species is available. An insect behavior is only to a certain extent
genetically specified and partly plastic. Hence, to what extent an insect is able to exploit this
host species, depends on both its genetic configuration and the ability to learn.

The result of Papaj’s simulations are that learning inhibits the evolution of genetically
(innately) strong individuals. In the following, a gain function analysis of Papaj’s simulation
model is done in order to get a better theoretical understanding of his results.

Papaj points out that the arguments derived from this model should apply more generally
and equally well to other kinds of behaviors. Indeed, as will be shown in the following, the
model is formulated quite generally.
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Figure 6.4: Phenotype change over lifetime in Papaj’s model of evolution and learning
in insects [133]. The left panel shows learning curves for a learning parameter L = 0.06
and different genotype values (equals innate phenotype) x ∈ {0.0, 0.25, 0.5, 0.75, 1.0}, cf.
Equation 6.13. All individuals have a strong progress in learning. Those with higher geno-
typic values have a better starting position to reach the learning target, but the “genetically
weak” ones “catch up” during learning. In the right panel, the average phenotype over
T = 100 learning trials with learning parameter L = 0.06 is shown, as calculated using
Equation 6.15.

6.2.1 Model Formulation

An insect’s behavior (the phenotype) is represented by a real-valued response number z ∈ [0, 1].
The innate behavior is directly encoded as genotypic value x ∈ [0, 1]. Learning depends
on two parameters a = (L, T ). T is the duration of learning (lifetime of an insect). The
behavioral change over time t (t = 0. . T ) is influenced by learning parameter L ∈ R+

0 (in [133],
L ∈ [0, 0.1]). Thus, the phenotype at a time depends on t, x and L, and is specified as

z(x, L, t) = x + (1− x)
(
1− e−Lt

)
= 1 + (x− 1)e−Lt , (6.13)

which can be interpreted as a learning curve. Notice, however that this is not the same type
of learning curves as in Section 5.3. The learning curves of Section 5.3 were defined as the
mapping from time to adaptive value and not (as in this section) as the mapping from time
to phenotype.

Equation 6.13 is visualized in the left panel of Figure 6.4 for a = 0.06, for five different
genotypic values x. Presumably, Papaj chose this type of learning curve because it guarantees
that insect behavior at birth is solely specified by the genotype, i.e., z(x, L, 0) = x, and
because in the T consecutive learning trials z converges asymptotically toward the optimal
phenotype z = 1, which is a typical animal learning curve according to [133]. All individuals
have a strong progress in learning, those with higher genotypic values have a better starting
position to reach the learning target quicker, but the genetically weak ones “catch up” during
learning. Fitness in Papaj’s experiment is determined by a function f that is applied to the
average phenotype of an individual’s lifetime, in particular

f(z̄) = 1− (1− z̄)2 (6.14)
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Figure 6.5: Definition of fitness in Papaj’s model [133], a concave function defined on the
mean individual phenotype, cf. Equation 6.14.

which is an inverted parabola with maximum at z̄ = 1, i.e., a concave function on z̄ ∈ [0, 1], cf.
Figure 6.5 where one half of the parabola is shown. Thus, the optimal behavior is achieved
with z = 1 and the optimal fitness with z̄ = 1 respectively. Notice that an alternative (perhaps
more intuitive) definition would have been to define an adaptive value function v(z(x, L, T ))
and to measure fitness as the integral over this function in the limits of its lifetime. This
approach is equivalent to the one taken in Section 5.3 of this thesis. Nevertheless, since
in Papaj’s formulation individual lifetime changes are taken into account, his approach to
determine fitness can be considered as a type of continual fitness assessment (cf. Section 5.3).

6.2.2 Gain Function Analysis

In order to calculate the expected fitness in presence and in absence of learning, the average
phenotype value z̄ needs to be calculated. Since Papaj uses a discrete time model an exact
calculation would involve taking the sum over the different phenotype values of an individual’s
lifetime. For the sake of simple analysis this sum is approximated with the corresponding
integral, i.e.,

z̄(x, L, T ) =

{
x , if T = 0
1
T

∫ T

t=0
z(x, L, t) dt = 1 + 1−x

LT

(
e−LT − 1

)
, if T > 0 .

(6.15)

The resulting average phenotype (for T = 100 and L = 0.06) is shown in the right panel of
Figure 6.4.

With equations 6.14 and 6.15 the expected fitness of an individual with genotype x, learning
parameter L and lifetime T > 0 is in the presence of learning given by

fφl(x, L, T ) = f(z̄(x, L, T ) = 1−
(

(x− 1)
e−LT − 1

LT

)2

, (6.16)

and in the absence of learning simply

fφ(x) = f(x) . (6.17)
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Figure 6.6: Basic gain function of Papaj’s experiment [133]. The left panel shows the gain
function g(x) plotted against genotypic value x for different values of the product of lifetime
and learning parameter LT (logarithmic scale), cf. Equation 6.18. The right panel shows
its derivative with respect to x, cf. Equation 6.19. For all possible parameter combinations
LT , the gain function is negatively sloped toward the optimum at x = 1, which corresponds
to a negative gain function derivative.

Thus, the basic gain function is derived as

g(x) =
fφl(x, L, T )

fφ(x)
=

1−
(
(x− 1) e−LT−1

LT

)2

1− (1− x)2
. (6.18)

After differentiation with respect to x and some straight-forward calculations the gain function
derivative can be formulated as

g′(x) =
2(1− C)

(x2 − 2x)2
(x− 1)

with C =

(
e−LT − 1

LT

)2

.

(6.19)

Since L > 0 and T ≥ 0, the product LT ≥ 0 can be interpreted as one variable. Since C ∈]0, 1[
for LT > 0, one can see that g′(x) < 0 for all x ∈]0, 1[. The gain function (Equation 6.18) and
its derivative (Equation 6.19) are visualized in Figure 6.6. For all parameter combinations
LT , the gain function is negatively sloped toward the optimum at x = 1, which corresponds
to a negative gain function derivative. Parameter combinations for small values of LT and x
are omitted to avoid numerical difficulties since the gain function is not defined for x = 0 and
LT = 0.

The negative gain function derivative supports and explains Papaj’s simulation results.
Learning indeed suppresses the evolution of genetic predisposition toward high fitness.
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Figure 6.7: Extended gain function derivative of Papaj’s experiment [133] plotted against
genotypic value x and different values of the product of lifetime and learning parameter
LT (logarithmic scale) as specified in Equation 6.21. The left panel zooms into the range
of of low values of LT , the right panel shows a larger LT range. For all combinations of
LT and x the extended gain function derivative is negative, but almost zero for larger LT
values. This implies that an increase in LT slows down evolution but no substantial further
deceleration can be expected above a certain threshold of LT .

6.2.3 Extended Gain Function Analysis

In Section 6.2.2, an analysis based on the basic gain function framework was used to support
the simulation results of Papaj that the addition of learning slows down the evolution of
genetically strong individuals. Now the extended gain function framework of Section 4.4 is
used to gain further insights into the effect of learning on evolution in Papaj’s model.

Recalling Equation 6.16

fφl(x, L, T ) = 1−
(

(x− 1)
e−LT − 1

LT

)2

, (6.20)

and that the product LT can be interpreted as one variable, the gain function derivative of
the extended framework is calculated as

∂2

∂x∂(LT )
logfφl(x, L, T ) =

4LTe2LT (−1 + eLT )(−LT + eLT − 1)(x− 1)

(2eLT (x− 1)2 − (x− 1)2 + e2LT ((LT )2 − (x− 1)2))2
. (6.21)

A step-by-step derivation of this equation is presented in Appendix C. This gain function
derivative is shown in Figure 6.7. Clearly, for all combinations of LT and x the right-hand
side of Equation 6.21 is negative. However, the extended gain function derivative additionally
reveals that for larger values of LT (LT > 2.5) the derivative is almost zero. If, as in the
previous section, T = 100 is assumed, we learn from the extended analysis that increasing
the learning parameter beyond L = 0.025 does not substantially accelerate evolution further.
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6.2.4 Continual versus Posthumous Fitness Assessment

In Section 5.3, the concepts of continual and posthumous fitness assessment have been
introduced. As mentioned above the fitness assessment model of Papaj’s formulation can be
considered as a type of continual fitness assessment even though Papaj does not introduce an
“adaptive value” function.

If in Papaj’s model only the result of learning is taken into account (posthumous fitness
assessment), the fitness in case of learning is given by

f(z(x, L, T )) = 1 + (x− 1)e−LT , (6.22)

(cf. equations 6.13 and 6.14). Now, assume that posthumous fitness is the reference case and
we want to investigate how accounting for learning curves influences the rate of evolution,
compared to the case of posthumous fitness assessment. This can again be done using the basic
gain function framework. In particular, the fitness in case of posthumous fitness assessment
becomes the denominator of the gain function and the fitness in case of continual fitness
assessment (Equation 6.16) becomes the numerator of this special gain function which is
denoted as g∗(x),

g∗(x) =
1−

(
(x− 1) e−LT−1

LT

)2

1− ((1− (1 + (x− 1)e−LT ))2
=

1−
(
(x− 1) e−LT−1

LT

)2

1− (x− 1)2e−2LT
(6.23)

With C1 = (e−LT − 1)2/(LT )2 and C2 = e−2LT the corresponding gain function derivative can
be written as

∂g∗

∂x
=

2(x− 1)2(C1 − C2)

1− C2(x− 1)2
. (6.24)

The gain function of Equation 6.23 and its derivative in Equation 6.24 are shown in Figure
6.8 for various combinations of LT . The gain function is increasing (has a positive derivative)
in x direction. This means, compared to posthumous fitness assessment as the reference
case continual fitness assessment (as Papaj has done) accelerates evolution. Recall that
accounting for learning with continual fitness assessment decelerates evolution compared
to the complete absence of learning. Thus, deceleration caused by learning with continual
fitness assessment is weaker than deceleration caused by posthumous fitness assessment. Here,
“weaker deceleration” is equivalent to “acceleration”.

6.2.5 Discussion

Similar to the analysis of the Hinton and Nowlan model in the previous section, the gain
function analysis of Papaj’s experiment [133] allows to derive a clear analytical argument for
the observed simulated evolutionary dynamics. In contrast to Hinton and Nowlan’s model, the
gain function derivative is negative and evolution is decelerated through individual learning in
Papaj’s experiment. The gain function analysis does not only confirm the simulation results
but using the extended framework it is also possible to identify the “interesting” regions
of the model parameter space in which learning has a substantial influence on evolution.
Furthermore and beyond Papaj’s results the influence of learning curves under continual
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Figure 6.8: Basic gain function that compares continual fitness assessment with posthumous
fitness assessment (as the reference case in the denominator of the basic gain function)
in Papaj’s experiment. The gain function is increasing (left panel), i.e., has a positive
derivative (right panel) in x direction. Thus, compared to the case of posthumous fitness
assessment accounting for learning curves (as Papaj has done) accelerates evolution.

fitness assessment compared to the case when learning curves are not taken into account
under posthumous fitness assessment is determined. It is found that learning curves accelerate
evolution in Papaj’s experiment.

6.3 Mathematical Models with Developmental Noise

Most mappings from genotype to phenotype have a random component. This holds for
virtually all species in nature, but also for many artificial systems. This random component
is often called developmental noise. The influence of developmental noise on evolution has
been studied in a few papers. In this section, these models are revisited and analyzed with
the gain function framework of Section 5.1.2.

6.3.1 Existing Models

At least three papers [18, 5, 3] look at the influence of developmental noise on the rate of
evolution. All three papers assume a Gaussian fitness landscape of the form

f(x) = ce−s(x−xopt)2 (6.25)

(cf. Figure 6.9) and conclude that developmental noise slows down genetic evolution. In
all cases normally-distributed developmental noise is assumed, hence Equation 5.13 (or
alternatively Equation 5.15) which requires symmetric noise can be applied to determine the
sign of the gain function derivative.

f(x)f ′′′(x)− f ′(x)f ′′(x) = (x− xopt)8s
2c2e−2s(x−xopt)2 (6.26)
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Figure 6.9: Gaussian fitness function as used in [18, 5, 3], see Equation 6.25 with parameters
c = 1, s = 1, xopt = 2.

For x < xopt, f is increasing, and f(x)f ′′′(x)− f ′(x)f ′′(x) < 0 which implies that g′(x) < 0.
The same argument applies to x > xopt where g′(x) > 0, hence sign(g(x)) = sign(−f ′(x))
which implies learning-induced deceleration.

Thus, the gain function analysis confirms the results of [18, 5, 3] who took a different
analytical approach to derive the same conclusion.

6.3.2 Discussion

It should be noted that the conclusion of [18, 5, 3] that developmental noise slows down
evolution resulted from their choice of a Gaussian fitness function. In this thesis, it has
been shown in Section 5.1.2 that (symmetric) noise can also accelerate evolution. The only
requirement is that (f(x)f ′′′(x)− f ′(x)f ′′(x)) is positive.

6.4 Biological Data - An Inverse Gain Function Application

In the models that have been investigated so far, knowledge about the fitness landscape and
the learning algorithm was given and this knowledge was used in the gain function framework
to predict the evolutionary dynamics. However, the logical equivalence in Equation 4.9 tells
that an “inverse” approach is also possible:

Given some evolutionary data (in absence and presence of learning), one can derive the sign
of the gain function. In other words, we learn something about the effect of learning on fitness
and learn something about the learning mechanism. In the following, this is done in a rather
qualitative way with data from the first biological (in vitro) experiment that demonstrated
the Baldwin effect [107] in the evolution of resource preference in fruit flies.

6.4.1 In Vitro Evolution of Resource Preference

In this experiment, Mery and Kawecki studied the effect of learning on resource preference in
fruit flies (Drosophila melanogaster). For details of the experiment, it is referred to [107]. In
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the following only a brief qualitative description is provided: The flies had the choice between
two substrates (pineapple and orange) to lay their eggs on, but the experimenters took only
the eggs laid on pineapple to breed the next generation of flies which are (after grown up)
given the same choice for their eggs. Measuring the proportion of eggs laid on pineapple,
one could see that a stronger preference for pineapple evolved, from 42 percent in the first
generation to 48 percent in generation 23. To test the Baldwin effect another experiment
was done, where also eggs laid on pineapple were selected to breed the next generation, but
flies could previously learn that pineapple is the “good” substrate. To allow for learning,
several hours before the experimenter took away the eggs for breeding, the dis-favored orange
was supplemented with a bitter-tasting chemical for some time (and replaced with a “fresh”
orange after that). If flies learned to avoid orange, they would lay fewer eggs on it later,
i.e., show a stronger preference for pineapple. After 23 generations of learning, the innate
preference (measured in absence of the bitter chemical) evolved to 55 percent, significantly
more than the 48 percent that evolved in the absence of learning. Thus, in this experiment
learning accelerated evolution. According to Equation 4.9 the gain function has a positive
derivative.

Mery and Kawecki did the same experiment with orange as the favored substrate, i.e., eggs
for breeding were taken from orange, and pineapple was supplemented with the bitter-tasting
chemical in case of learning. In 23 generations the innate preference for orange evolved
from initially 58 percent to 66 percent in presence of learning but to even more, 72 percent,
in absence of learning. Thus, in this setting, learning decelerated evolution. According to
Equation 4.9 the gain function has a negative derivative. The first row of Table 6.1 summarizes
the experimental results. As in [107] the cases when pineapple was the favored resource is
referred to as Learning Pineapple in case of learning and Innate Pineapple in absence of
learning, and correspondingly Learning Orange and Innate Orange when orange was the
favored resource.

6.4.2 A Qualitative Gain Function Analysis

The following analysis aims to shed some light on these - seemingly contradictory - results. If
the relationship between innate resource preference and success of the resource preference
learning is independent of what the high-quality resource currently is, the experimental
results can be interpreted as follows: When evolution starts from a relatively weak innate
preference for the favored fruit (42 percent as in the first experiment with pineapple as the
high-quality resource), this leads to learning induced acceleration. However, if evolution
starts from a relatively strong innate preference for the favored fruit (58 percent as in the
second experiment with orange as the high-quality resource) this leads to learning induced
deceleration of evolution. Therefore, if evolution started further away from the evolutionary
goal, then learning accelerated evolution, implying an increasing gain function, and if it
started closer to the evolutionary goal, learning decelerated evolution, implying a decreasing
gain function. Thus, in principle one can expect a gain function that is increasing for a weak
innate preference for the target fruit and decreasing for a strong innate preference for the
target fruit. This implies a maximum gain function value at an intermediate innate preference
for the target fruit and lower gain function values for weak and strong innate preferences.
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Figure 6.10: Illustration of the qualitative gain function analysis of the fruit fly experiment.
The biological data in [107] suggest that learning is most successful for an intermediate
distance between individual genetic predisposition and the target predisposition. This leads
to a gain function as shown in the left side, increasing first and then decreasing. This gain
function implies a learning pattern as shown in the right side. The length of the thin arrows
indicates the initial distance to the learning target and the length of thick arrows indicate
the corresponding success of learning. Evidence for such a learning pattern is supported by
findings in [137] and [122].

Recalling that the gain function g(x) = fl(x)/f(x) reflects the relative fitness gain due to
learning, it seems that learning is not very effective when the starting point of learning is far
away from or very close to the learning goal (low gain function values), and is probably most
effective for a starting point with an intermediate distance to the learning goal.

Besides these conclusions from the experimental results, there are other arguments for such
a relationship:

For an individual that already shows strong innate preference for a high-quality resource,
its learning success might be low because perfection is usually difficult (and requires large
resources), or simply because the preference cannot be increased beyond 100 percent.

In contrast, there is scope for a large effect of learning in individuals that show a weak
preference for the high-quality resource, i.e., strong preference for the low-quality resource.
However, there are two reasons why such individuals with strong innate preference for the
low-quality resource might be slow in changing their preference toward the high-quality
resource. Firstly, because of their strong initial preference for the one resource, individuals
will only rarely sample the other one, and thus rarely have a chance to find that the other
resource is in fact better. Secondly, even if they occasionally sample the other resource, their
strong innate preference for the first one may be difficult to overwrite. This argument is
supported by experiments with phytophagous insects (organisms that feed on plants), e.g.,
[137] and also with humans [122].

Figure 6.10 illustrates the conclusion of the qualitative gain function analysis.
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6.4.3 In Silico Evolution of Resource Preference

To test these conclusions, the biological experiment is studied in silico, i.e., simulated using
an artificial evolutionary system of resource preference. In the simulation model, the innate
preference for orange is genetically encoded as x ∈ [0, 1] and represents the probability to
choose orange in a Bernoulli trial. If the individual fails to choose the high-quality resource,
it does not produce offspring. However, if the high-quality resource is chosen, the ”digital fly”
receives a fitness score of 1, which results in a high probability to produce offspring for the
next generation (assuming a linear-proportional selection scheme).

Thus, if pineapple is the high-quality resource, the expected fitness in absence of learning
fP is given by fP (x) = 1− x (innate pineapple). Since learning is on average beneficial, the
fitness in presence of learning fP

l (x) must be larger, i.e., fP
l (x) ≥ fP (x) (learning pineapple).

Correspondingly, if orange is the high-quality resource, we obtain fO(x) = x (innate orange),
and fO

l (x) (learning orange), where fO
l (x) ≥ fO(x).

In the model, populations are initialized with x ∈ [0.55, 0.61], and with an average orange
preference of x̄ = 0.58. This is the same mean preference as observed in the initial generation
of the biological experiment [107]. For the simulation, a population size of 150 is chosen,
which is similar to the biological experiment. Mutation is simulated by adding a random
number from a normal distribution with mean 0 and standard deviation 5 · 10−5, i.e., a small
effect of mutation on resource preference is assumed.

A gain function that is increasing for weak, maximal for intermediate, and decreasing for
strong innate preference for the high-quality resource is given by a linear transformation of
the Gaussian function φ(x, σ):

g(x, α, σ) = a1(α, σ) + a2(α, σ) φ(x, σ) , (6.27)

where a1(α, σ) = 1 − αφ(0,σ)
φ(0.5,σ)−φ(0,σ)

and a2(α, σ) = α
φ(0.5,σ)

, such that g is 1 at the genotype

boundaries and maximal in the center of the genotype space (x = 0.5). Parameter a reflects
the maximum relative fitness gain (at x = 0.5) that can be achieved through learning. In
the biological experiments of Mery and Kawecki [107], the fitness gain due to learning was
assessed by comparing the innate preference and the preference after learning (given by
the proportion of eggs on the fruit substrate) at generation 23. Depending on if and what
the ancestor populations have learned, and what the target resource in the assay was, the
fitness gain varied widely in the biological experiment. Among the different settings the
maximum fitness gain due to learning was an increase from 45 to 57 percent of eggs laid on
the high-quality resource, i.e., a fitness gain of (57− 45)/45 = 0.27. For the gain function
of the simulation, Equation 6.27, a similar value α = 0.25 was chosen. The only remaining
parameter σ was tuned to get a maximally steep gain function in the preference region where
evolution starts (satisfying that fl(x) is still monotonic) resulting in σ = 0.075.

Having defined the gain function g(x) and the expected fitness in absence of learning f(x)
(fP (x) = 1− x in case of pineapple selection) the fitness in case of learning fl(x) = g(x)f(x)
(cf. Equation 4.9) can be derived. Figure 6.11 shows how learning influences the fly’s
probability to choose orange and the resulting gain function. Based on these properties of
the evolutionary system a simulation study can be done.

Figure 6.12 shows the simulated evolution of the mean innate preference for orange. The
innate preference for orange evolves faster in the absence of learning (Innate Orange) than
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Figure 6.11: Simulation model for the evolution of resource preference of fruit flies. The
left panels shows the influence of learning on the fly’s probability to choose orange for
different values of the innate preference for orange x (the probability to choose pineapple
is 1− porange) in the experiment with simulated evolution. The right panel shows the gain
function, which is identical for learning orange and learning pineapple. The horizontal
axis shows the genetic predisposition of the target fruit.
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Figure 6.12: Simulation results of the evolution of resource preference of fruit flies.
The figure shows the evolution of mean innate preference for orange (averaged over all
individuals and 50 independent evolutionary runs, with +/- one standard error). Notice
that the preference for pineapple is one minus the preference for orange. If orange is
the high quality resource, learning decelerates evolution, however, if pineapple is the high
quality resource, learning accelerates evolution. As in the biological experiment, a set of
control runs have been carried out in which the high-quality food changes every generation
between orange and pineapple.
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in the presence of learning (Learning Orange). However, the innate preference for pineapple
evolves faster in case of learning (Learning Pineapple) than without learning (Innate Pineapple).
The short error bars (of the length of two standard-errors) indicate the statistical significance
of the difference in evolved preferences. This qualitatively confirms the results of the biological
experiment of [107]. In Table 6.1, the experimental results of the artificial evolution are
directly compared to the results of the biological evolution. The numbers in brackets are
normalized with respect to the initial preference. First of all, it can be seen that the effects
of acceleration and deceleration are qualitatively identical. In both cases, with and without
learning, and for both, orange and pineapple selection, evolution proceeds quicker in the
natural evolution experiment. However, with regard to the normalized values, the relative
difference between evolution with and without learning is very similar in the natural and
artificial evolution.

6.4.4 Discussion

The aim of this experiment was not to quantitatively replicate the results of the biological
experiment. Too many assumption need to be made in order to simulate evolution of natural
fruit-flies realistically. For example, as a gain function simply a Gaussian function with a
maximum at x = 0.5 was chosen. The biological data suggested that the maximum of the gain
function lies between 0.42 and 0.58. No attempt has been made here to tune the simulation
model, but simply the middle, 0.5, was chosen. If evolution starts at x = 0.42 (selection
for pineapple), this means that the genotype interval in which evolution is accelerated
is rather small. Certainly a larger optimal x-value allows to produce stronger learning-
induced acceleration. Furthermore the biological gain function may not be symmetric. Thus
acceleration (selection for pineapple) may have a different magnitude than deceleration
(selection for orange). Direct knowledge about the mutation strength and the mutation
symmetry in the biological experiment is not available, but the same strength of symmetric
mutation over the entire genotype space was assumed in the artificial evolution. This may
not correspond to reality either. For example in the absence of learning in the biological
experiment, selection for orange produced a shift from 0.58 preference to 0.72 while selection
for pineapple produced a shift from 0.42 to only 0.48 (in 23 generations).

Despite this, the gain function argument may not be the only explanation. Mery and
Kawecki [107] discuss several other reasons in detail.

This shows that the gain function approach can be applied “inversely” in order to get a
better understanding of the effects of learning on fitness. Of particular interest might be the
insect learning pattern of the type illustrated in Figure 6.1, which might also apply to many
artificial learning system.

6.5 Mathematical Models on the Fitness-Valley-Crossing
Ability

Fitness landscapes are often characterized by a number of local fitness optima which are
connected with evolutionary pathways that require to pass a local fitness minimum which is
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Table 6.1: Experimental results for the in vitro evolution [107] and the in silico evolution of
fruit flies. For both cases the average innate preference for orange after 23 generations is
shown.

Selection for Orange
orange preference initial evolved w/o learning with learning
in vitro evolution 0.58 (100%) 0.72 (124%) > 0.66 (114%)
in silico evolution 0.58 (100%) 0.61 (105%) > 0.59 (102%)

Selection for Pineapple
pineapple preference initial evolved w/o learning with learning
in vitro evolution 0.42 (100%) 0.48 (114%) < 0.55 (130%)
in silico evolution 0.42 (100%) 0.46 (109%) < 0.48 (114%)

commonly named fitness valley. A population’s evolutionary movement through this local
minimum toward another optimum is called fitness-valley-crossing.

One way to analyze the population dynamics of fitness-valley-crossing in the case of coupled
evolution and learning is an experimental study. This has been done in [109, 172] for a
particular set of fitness landscapes. In both papers, it has been found that for the observed
fitness landscapes and learning schemes, learning smooths the fitness landscape and thereby
improves the fitness-valley-crossing ability. Experimental studies often face the difficulty
to derive general conclusions since only a particular set of scenarios can be studied. For a
more general understanding a theoretical analysis or at least a theoretical underpinning of
experimental results is sometimes more desirable.

The gain function framework is an example of a theoretical analysis, however, as mentioned
in Section 4.5, the gain function framework applies to Directional Selection. Directional
selection is a selection type that moves the population toward higher fitness. The mathematical
proofs of the two gain function frameworks in sections 4.3 and 4.4 are based on expected values.
Thus, the gain function predicts the expected dynamics. Fitness-valley crossing, however,
essentially requires an unlikely event. Hence an expectation-based approach can not (directly)
be used to analyze the fitness valley crossing process. A stochastic analysis approach seems to
be more appropriate for the prediction of a fitness valley crossing event. However, a stochastic
analysis of an evolutionary population movement (with or without individual learning) has
great (partly unresolved) challenges which are described in the following.

Evolution as it is commonly modeled, is a discrete-time stochastic process which has the
Markov property, i.e., the system state in the next time step solely depends on the current state
[50]. A Markov-Chain analysis therefore seems to be an appropriate tool for such a stochastic
analysis. A state of the Markov chain for evolutionary dynamics needs to completely specify
the current population. Also, the transition probabilities between all states of the models
need to be derived. Two main difficulties arise from such an analysis

1. Large state space,

2. Deriving the transition probabilities,

which are briefly discussed in the following. A more thorough review can be found in [146].
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6.5.1 Problem of Large State Spaces in Markov-Chain Analyses

An exact Markov Chain analysis of an evolutionary process with a population of n individuals
and genotype space X that allows to express |X| different genotypes requires to model a state
space S with size

|S| =
(

n + |X| − 1

n− 1

)
(6.28)

states (cf. [161]) and |S|2 transition probabilities. This becomes impracticable even for
relatively small n and |X|.

One way to circumvent the high computational cost is an infinite population model as, e.g.,
proposed by Vose [176]. There, the population is represented by a vector p with

∑|X|
i=1 pi = 1,

that describes the fraction pi of individuals with genotype i and evolution can be modeled
as a dynamical system. Like most other infinite set models an infinite population model
has some drawbacks. For example, if one wants to investigate how much time a population
needs to cross a fitness valley, an infinitely large population will depending on its initial state
but independent of the characteristics of the fitness landscapes very quickly have a non-zero
fraction that has crossed the fitness valley. The difficulty lies in the definition of thresholds
that determine the “successful” fitness valley crossing.

Another solution to reduce the computational cost and still assume a finite population has
been suggested in [161] and [111]. They suggest an approximate Markov Chain analysis which
basically attempts to “lump” similar states together in order to reduce the large state space
and the corresponding transition matrix. The methods in [161] and [111], however, still require
to calculate the exact transition matrix in the beginning and are hence still impracticable for
reasonably large n and |X|. An improved approach has been suggested in [112]. They use an
idea from [176] to create the transition matrix of the “lumped states” directly. While making
some scenarios computationally tractable, “lumping” naturally reduces the accuracy of the
prediction of the evolutionary dynamics. It is unclear how severe this accuracy reduction
is for the study of multi-modal fitness landscapes. The improved lumping method has only
been applied to uni-modal functions yet where it (already) produces noticeable deviations
from the original Markov-model.

6.5.2 Difficulty of Deriving the Transition Probabilities in
Markov-Chain Analyses

Despite its computational cost, deriving the transition probabilities between all states is
mathematically not straightforward. Yet, this has only been done for simple evolutionary
models, predominantly for simple genetic algorithms [117, 34, 48, 170, 63, 161, 176, 112, 111]
and models with population size 1 (cf. [146]). This difficulty may explain why no exact
Markov chain analysis of a population-based model that couples evolution and individual
learning has been published yet. Adding individual learning may also increase the state space
because a genotype-phenotype distinction is required then.

A simple way to model learning in evolving populations would be to calculate for each
genotype or innate phenotype in advance the expected fitness after learning and use the
resulting “after learning fitness landscape” for a Markov-chain analysis.
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Figure 6.13: Illustration of Borenstein’s Drawdown (Figure reproduced from [12] with
permission from Elhanan Borenstein). Qualitatively, the Drawdown is defined as the largest
fitness descent that the random walk has to pass on the fitness landscape in order to reach
the global fitness maximum.

6.5.3 Borenstein’s Approach

Recently Borenstein et al. [13, 12] have proposed a stochastic model of evolution and
learning that circumvents the above described difficulties. However their model has some
other drawbacks. In their model, the genotype space is discrete and one-dimensional. A
population is represented by one value of the genotype space (whether this value represents
the average genotype value of the population or something similar is not specified) and the
population’s mutation-selection movement is modeled by a one-dimensional non-symmetric
random walk [163]. Learning is modeled as fitness landscape change. More precisely, all forms
of learning investigated in [13, 12] lead to a smoothing of the fitness landscape. The simplified
evolutionary model allows a general conclusion that is valid for arbitrary fitness landscapes:

Borenstein et al. generally derive the expected time EN
0 the non-symmetric random walk

needs to move from an initial (low-fitness) point at the left border of the one-dimensional
genotype space (x = 0) to the global fitness maximum at the right border of the genotype
space (x = N). Using this formulation it is shown that EN

0 is asymptotically bounded by
0.5 N2(1 + R) where R is the so-called Drawdown [13, 12] which is also referred to as negative
extent in [121]. The Drawdown is (qualitatively) defined as the largest fitness descent that
the random walk has to pass on the fitness landscape in order to reach the global fitness
maximum. See Figure 6.13 for a qualitative illustration of the Drawdown.

In an unpublished Master thesis [52] which revisits Borenstein et al.’s model, examples are
presented in which the Drawdown is not a good indicator for the estimation of EN

0 . Thus,
while the Drawdown theory allows general conclusions its simplified model of evolution and
learning may oversee some properties of evolutionary dynamics. Furthermore, the Drawdown
is unable to predict the evolutionary dynamics on a monotonic fitness landscape (where the
Drawdown is zero).
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Since the gain function applies to directional selection but not to fitness valleys, and the
Drawdown vice versa, the two approaches in a way complement each other.

6.5.4 The Role of the Gain Function

As mentioned earlier the gain function framework applies to Directional Selection and can
not predict the time needed to cross a fitness valley. However, the gain function may still
provide some relevant information.

If the gain function is decreasing toward a local fitness maximum, learning reduces the
selection pressure toward this local optimum. Hence, a population movement away from the
optimum (possible towards the global optimum) becomes more likely.

6.5.5 Discussion

This section has reviewed the existing approaches to analyze evolutionary dynamics and
shown that none of these allows to generally investigate the influence of learning on the
fitness-valley-crossing ability of a population in a practical way. The suggested models are
either not computationally or mathematically tractable, or they are not simple enough to
derive general conclusion with respect to fitness landscape properties. These model only
allow conclusions with respect to a particular fitness landscape rather than certain landscape
properties. One exception is the model of Borenstein et al. [13, 12]. However, the generality
of the derived conclusion comes at the expense of accuracy in the analysis. The gain function
may provide some hints to predict the evolutionary dynamics near fitness valleys but does
not allow a quantitative analysis.

At the current state, an experimental study may therefore be a reasonable alternative to
investigate multi-modal fitness landscapes.

6.6 Summary and Conclusion

This chapter started with a an analysis of Hinton and Nowlan’s simulation [64] from the
gain function point of view. Their results have been explained with different arguments in
the literature, however, it has been shown that a selection pressure argument is sufficient
to explain the main result. More generally, it is expected that also in other extreme fitness
landscapes with large plateaus learning accelerates evolution.

Similar to the analysis of the Hinton and Nowlan model, the gain function analysis of Papaj’s
experiment [133] allowed to derive a clear analytical argument for the observed simulated
evolutionary dynamics. However, in contrast to Hinton and Nowlan’s model the gain function
derivative is negative and evolution is decelerated through individual learning in Papaj’s
experiment. The gain function analysis did not only confirm the simulation results of Papaj
but using the extended framework it was also possible to identify the “interesting” regions of
the model parameter space in which learning has a substantial influence on evolution.

Next, the gain function analysis was used to confirm the results of some analytical approaches
[18, 5, 3] to predict the influence of developmental noise on evolution. However, the conclusion
of [18, 5, 3] that developmental noise decelerates evolution is not generally true but results
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from their choice of a Gaussian fitness function. Fitness landscapes in which developmental
noise accelerates evolution have been discussed in Section 5.1 of this thesis.

Then, the gain function was used to shed some light on evolutionary data of a biological
in vitro experiment [107]. There the gain function framework was applied inversely to learn
something about the learning mechanism in fruit flies that learn a resource preference.

Finally, some known approaches that may be useful to investigate the influence of learning
on the fitness-valley-crossing ability and one model that actually provides a theoretical analysis
on the influence of learning in this scenario have been reviewed. At the current state, all
methods have some drawbacks and an experimental study may be a reasonable alternative to
investigate the influence of learning on the fitness-valley-crossing ability.

In this chapter, several models from different fields have been reassessed with the gain
function approach. The results of these analyses do not only confirm the universality of the
gain function approach but also provide clear explanations for the evolutionary dynamics
that have been observed in the models thereby adding to a more general understanding of the
dynamics of coupled evolution and learning. Also the limits of the gain function approach
have been discussed and an alternative use of simulation studies in such cases has been
suggested.
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CHAPTER 7

Balancing Evolution and Learning

So far, in this thesis, the dynamics of evolution and learning have been investigated from the
perspective of how learning influences selection pressure. Selection pressure is an important
determinant of evolutionary genotypic change. This chapter studies the issue of balancing the
two levels of adaptation. The assumption for this study is that an increase in the intensity of
learning is associated with a decrease in the generation turnover. The generation turnover
indicates the reproduction frequency. From a computational point of view, this trade-off arises
from the allocation of computational resources, such as CPU time. Since both, evolution and
learning demand computational resources, a conflict arises: When resources are limited, a
high degree of learning implies a low degree of reproduction, and vice versa. In addition to the
influence of selection pressure, the generation turnover is an important factor that influences
genotypic change. Other things equal, a reduction of the generation turnover implies a slow
down of genotypic change.

Considering an evolutionary process in presence of a resource conflict and complete absence
of learning, one could ask, whether the addition of learning at the expense of a decreased
generation turnover brings about an advantage with regard to the overall adaptation behavior.
If this is this case, another question is, up to which point trading evolution for learning is
beneficial.

In order to observe an overall advantage of coupled evolution and learning over pure
evolution, the adaptational benefits arising from the inclusion of learning must over-compensate
its costs. Examples for both a positive and negative cost/benefit balance have been studied
with the gain function framework in preceding chapters. There, the decreased generation
turnover has not been considered. Recalling these results, one might have doubts whether
the inclusion of learning in presence of the generation turnover reduction can yield an overall
adaptational benefit.

However, it is worthwhile taking a closer look at the conclusions that follow from a gain
function analysis. A negative gain function derivative implies a slow-down of genotypic change.
In the stationary environments studied so far, the slowed change has been interpreted as
an adaptational disadvantage. However, this interpretation does not necessarily apply to
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all environments. In changing environments, a slower rate of genotypic change does not
always cause an adaptational disadvantage. The rationale behind this hypothesis is that an
adaptational disadvantage in the short run may produce an advantage in the long run, and
vice versa. Furthermore, aspects such as the maintenance of diversity play a different role in
changing environments as opposed to stationary conditions.

In the following, the evolution/learning trade-off is studied with a simulation model. In
this model, the cost of learning are modeled as the associated consumption of computational
resources. The model employs two very similar trial-and-error adaptation mechanism that
only differ from each other in that one is applied to the population (evolution) and the other
to the individual (learning). The central parameter of the proposed simulation model allows
to adjust the ratio of computational resources allocated by evolutionary adaptation steps and
by individual learning. In addition to the computational plausibility of learning cost, the
simulation model reflects several properties of evolution and learning from a biological point
of view (cf. Section 7.1). To the best knowledge of the author of this thesis, yet no model has
been published that incorporates the trade-off between evolutionary adaptation and learning.

The remainder of this chapter is organized as follows. Section 7.1 provides a background
on computational and biological evolution/learning trade-offs. Section 7.2 discusses related
work. In Section 7.3, the simulation model is introduced. Section 7.4 investigates the
effects of varying the balance between evolution and learning on the population dynamics.
In Section 7.5, conditions are investigated under which a balance with intermediate ratios
of evolution and learning produces an adaptational advantage over the extreme strategies
“pure evolution” and “pure learning”. Section 7.6 completes the chapter with summary and
conclusions. Parts of this chapter are based on [126] and [127].

7.1 Computational and Biological Evolution/Learning
Trade-Offs

As mentioned above, an evolution/learning trade-off is apparent in evolutionary computation
models that are coupled with a local learning procedure: Computational resources can only
be assigned once, either to the level of evolutionary adaptation or to the level of individual
learning. Thus, with limited computational resources, an increase in the degree of learning,
e.g., the number of learning iterations, implies a reduction of the computational resources
that can be allocated for evolution. See Figure 7.1 for an illustration of this trade-off. With
0 learning steps, i.e., with only 1 evaluation applied to an individual, 100 percent of the
resources are consumed by evolution. By an increase of learning steps from 0 to 1, i.e., with
2 instead of 1 calls to the evaluation function, the number of genetic mutations per time
(mutation frequency) is reduced by 50 percent. If the number of learning steps increases
further, the mutation frequency is reduced further. The mutation frequency indicates the
intensity of evolutionary adaptation. Recall that in Section 2.2.3 it has been argued that a
similar trade-off also exists in biology in the case that the population size is approximately
constant.

In evolutionary computation, the actually realized point on the trade-off curve (Figure 7.1)
is usually predefined. However, in nature the average individual lifetime is the emergent
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Figure 7.1: A trade-off between population-
based evolutionary adaptation and individ-
ual learning that can be found in evolution-
ary computation when the overall compu-
tational budget is constant.
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Figure 7.2: A biological evolution/learning
trade-off: A qualitative sketch of possible
trade-offs between reproduction and sur-
vival as can be found similarly in many
species in nature is shown.

result of an evolutionary self-organization process. One possibly important mechanism arises
from individual energy allocation (cf. Section 2.2.3). With a finite amount of individual
energy, a trade-off between reproduction and survival efforts which both demand energy is
apparent, see, e.g., [96, 156, 165, 116]. An increase in reproduction effort is associated with
less lifetime (learning) and vice versa. In other words, longer lifetime – or more learning –
implies less evolutionary adaptation. Figure 7.2 visualizes this kind of evolution/learning
trade-off. Notice that the figure is a qualitative sketch of the a trade-off and does not refer to
measured data.

In relation to the trade-offs depicted in Figures 7.1 and 7.2, it is worth noting that the
distinction between “individual adaptation strategies” and “population adaptation strategies”
has been used to categorize the diversity of natural adaptation mechanisms [4]. In Figures 7.1
and 7.2, population adaptation and individual adaptation would correspond to a point on the
trade-off curve near the left and right border, respectively. It is evident that in some species –
like bacteria – evolutionary adaptation is the dominant adaptation mechanisms, while other
species – like mammals – rely much more on individual learning. So, it seems that in nature
there is also an evolution/learning trade-off between species.

7.2 Related Work

Several computational models of evolution attempt to model the cost of individual learning. In
some of these models, the cost of learning are taking into account as a fitness reduction term.
This approach is referred to as explicit learning cost. A prominent example is Hinton and
Nowlan’s [64] simulation study which has been analyzed using the gain function framework
of Section 6.1. In their model, an increase in the length of the learning period causes a fitness
decrease as well, cf. Equation 6.4. This has been taken into account in the gain function
formulation in Equation 6.12. The gain function framework can be applied if the cost of
learning can be modeled as a reduction of individual absolute fitness. Other examples for
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explicit modeling of learning cost are Mayley’s [102, 103] simulation studies with Kauffman’s
NK fitness landscapes [79] which show that learning may work to hide genetic differences
between individuals and thereby decelerate evolution. Each performed learning step reduces
the fitness by a fixed predefined amount.

It is questionable whether an explicitly specified parameter realistically reflects the cost of
learning and the resulting fitness reduction. However, it should be noted that in most of the
studies employing explicit cost, computational or biological plausibility is not the primary
goal. Instead, these studies often intend to induce some selection pressure toward a reduction
of the degree of individual learning.

To some extent, a few memetic algorithms (MAs) studies (cf. Section 2.4.3) contribute
to the understanding of the optimal balance between evolution and learning. In MAs, the
distribution of computational effort between evolution and local search has been identified
as a critical design issue of optimization algorithms [57, 72, 58, 86]. The extent to which
these studies contribute to this chapter is limited by a common property of MAs: The
main motivation for the application of MAs is that they allow to employ distinct search
techniques for coarse-grained evolutionary search and fine-grained individual search. Therefore,
it is difficult to discriminate to what extent the performance improvement arises from the
specialization of the techniques and to what extent from employing two instead of one search
level. Investigating the latter aspect is the focus of this chapter. Therefore, findings in most
MAs cannot be used to answer the question of this chapter which considers the coupling
of two very similar adaptation mechanisms. Furthermore, MAs are commonly applied to
stationary optimization problems under a Lamarckian inheritance scheme. In this chapter,
however, changing environmental conditions and a biological (non-Lamarckian) inheritance
mechanism are investigated.

Besides memetic optimization algorithm studies, there are some examples in literature on
the evolution of artificial neural networks that implicitly contribute to the study of balancing
evolution and learning. Ku et al. [90] investigate the influence of learning on evolution for the
optimization of recurrent neural networks [99]. In their study they combine a cellular genetic
algorithm [184] with different local hill climbing methods for the optimization of the synapse
weights of the recurrent neural network. In one section of the paper a runtime analysis that
includes all cost (for evolution and learning) is presented that compares coupled evolution
and learning with evolution in the absence of learning. Accounting for the computational
cost shows that learning decelerates evolution. The same authors confirm these results in a
similar study [91].

Only few papers study the interplay between evolution and learning in dynamic envi-
ronments. Among these are the ones discussed in Section 3.1 that compare Lamarckian
and biological inheritance. However, these papers do not compare the presence of learning
under biological inheritance with the absence of learning. Among other papers that consider
dynamic environments only few account for learning. A notable exception is Dopazo et al.
[31] who extend the model of Hinton and Nowlan [64]. In their model, the optimal phenotype
switches between two states. As in Hinton and Nowlan’s model, each additional learning step
reduces the fitness by a pre-specified amount. Dopazo et al. observe that evolution works to
reduce plasticity up to a point that still allows to learn either of the two optimal phenotypes.
Suzuki and Arita [171] come to a similar conclusion. They study the evolution of agents that
play the iterated prisoners dilemma in which individual strategies have varying degrees of
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plasticity. The authors claim that the interaction of agents produces a dynamic environment.
Evolution produces strategies with an intermediate degree of plasticity. It seems that this
result can be explained in a similar fashion as in Dopazo et al. Plasticity incurs cost since the
individual has to undergo a learning period. Yet, under dynamic conditions, plasticity has the
benefit of providing flexibility. Thus, evolution works to optimize the cost-benefit balance.

Although Anderson [5] does not consider the cost of learning in his quantitative genetics
study on evolution and learning, his results are to be mentioned. In a simulation study,
he observes the evolution of a high degree of learning along with the emergence of a high
degree of genotypic diversity. In Section 7.4, the influence of learning on population diversity
will also be studied. This issue has recently been studied in (at least) two other papers. In
the work by Curran and O’Riordan [27], cultural learning is added to a genetically evolving
population in simple game playing scenarios. It is found that this type of learning increases
diversity. Although the Hiding effect is not mentioned by the authors of [27], it is an intuitive
explanation for the results. Recall that the Hiding effect can be observed when learning
reduces individual fitness differences. This corresponds to a negative gain function derivative.
Through cultural or any other form of learning, individuals with genetic differences can
achieve a similar fitness which results in a higher diversity in the population than in the
absence of learning. In another paper by the same authors [26], it is shown that the addition
of cultural learning leads to a better adaptation behavior under dynamic environments. An
explanation for this may also be the increased level of diversity induced by the Hiding effect.
Notice however that a higher degree of diversity is not always favorable. Whether diversity
leads to an adaptational advantage can be assessed only from the perspective of what level of
diversity is most appropriate for a given dynamic environment with regard to the exploration
and exploitation capability of the population, as will be seen later. This issue is not discussed
in [26] and [27].

7.3 Simulation Model

A population is composed of n individuals, each represented by a 3-tuple

I = (x, z, tb) , (7.1)

where x is a one-dimensional real-valued genotype, z is a (variable) one-dimensional real-valued
phenotype, and tb is the time when the individual is born. How well an individual’s phenotype
z is adapted to the environment at time t is specified by its adaptive value. The latter is given
by a time-dependent environment function v(z, t). Selection is based on the adaptive values
of the individuals and takes place every time step.1 The default population size is n = 1000.

Figure 7.3 shows the loop of the evolutionary and the learning aspects of the adaptation pro-
cess, representing one time step in the discrete time model. Adaptation steps 1 to 3 represent
evolutionary adaptation steps (right-hand side of the figure), whereas adaptation steps 4 to 6
represent steps of individual learning (left-hand side of the figure). The genotype-phenotype-

1 Notice that in evolutionary optimization, v is usually called fitness. The usage of fitness as reference to
the “temporary basis of selection” would be inconsistent with the biological lifetime concept of fitness.
This chapter applies the terminology introduced in Chapter 2.
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Figure 7.3: Adaptation loop that takes place every time unit in the analysis model of coupled
evolution and learning.

mapping represents the transition from individual learning to evolutionary adaptation. In
the following, the adaptation steps are described in detail.

7.3.1 Evolutionary Adaptation

Determine perished (Step 1): Individuals have a limited lifetime which is specified by
the model parameter L. Based on an individual’s time of birth tb, lifetime L, and the current
time t, the number of individuals that reach the end of their life is determined (condition
t− tb = L). Let m be the number of perished individuals in one evolutionary cycle. Notice
that L can be interpreted as a learning parameter.2

Select parents for reproduction (Step 2): Based on the individual’s current adaptive
value v(z, t), m individuals are selected to produce offspring to replace the m perished ones.
The selection probability is linearly proportional to the current adaptive value. This selection
scheme is implemented by the stochastic universal sampling algorithm proposed in [6]. The
union of the original population with the m perished individuals removed and the m new
offspring forms the new population. Therefore the population size is constant over time.
Mutate (Step 3): The genotype of the new offspring is mutated by adding a random
number sampled from a normal distribution Xφ(0,σG) with mean µ = 0 and standard deviation
σ = σG to the original (parent’s) genotype x. Formally,

x′ = x + Xφ(0,σG) , (7.2)

where x′ is the genotype of the offspring.

2 In the nomenclature on page IX, learning parameters are denoted a, thus L is one dimension of a.
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7.3.2 Genotype-Phenotype-Mapping

This step is only applied to offspring (new-born individuals). The innate phenotype is specified
by the genotype value (identity function to their genotype).

Using the formal definition of Equation 7.1, the whole process of (asexual) reproduction of
an offspring I ′ from a parent I at time t is given by

(I, t) = ((x, z, tb), t) 7→ (x′, x′, t) = I ′ , (7.3)

where x′ is calculated according to Equation 7.2. The offspring’s lifetime L is equal to its
parent’s lifetime L and the time of birth is set to the current time.

7.3.3 Individual Learning

All individuals (except the new-born offspring 3) try to increase the adaptive value using a
simple learning algorithm. This algorithm employs a rudimentary lifetime memory that stores
the best phenotype found so far and the corresponding adaptive value that has been achieved
at the time when the phenotype value was explored. The learning procedure comprises the
following three steps.
Modify phenotype (Step 4): Individuals explore their environment by modifying their
current phenotype. This is modeled by adding a random number sampled from a normal
distribution with mean µ = 0 and standard deviation σ = σP . Formally,

zt = zt−1 + Xφ(0,σP ) , (7.4)

where zt denotes the phenotype in time t. σP can be seen as a learning parameter (σP is one
dimension of a, cf. nomenclature on page IX).
Evaluate new phenotype (Step 5): The new phenotype (for new-born individuals the
innate phenotype) of each individual is evaluated in its current environment. An environment
is specified by a time-dependent adaptive value function, i.e., the adaptive value becomes
v(zt, t). In this chapter, four different environments are studied, as illustrated in Figures 7.6,
7.7, 7.11, and 7.12. In addition to the mapping from phenotype z to the adaptive value v, the
time dimension (t) is included for visualization of the environmental dynamics. This adaptive
value becomes the selection criterion for this time step regardless of whether it is kept or not
in the next step.
Select phenotype (Step 6): The adaptive value of the new phenotype of each individual
is compared to its adaptive value at time t− 1. If the new adaptive value is lower than the
memorized one, the memorized phenotype remains the current phenotype.

7.3.4 Remarks

The implementation of this kind of learning can be seen as a (1+1)-EA [150] and is very similar
to the EA employed on the population level. Notice that in both levels of adaptation the
same adaptation step-size is chosen, i.e., σG = σP which is intended to avoid a methodological

3 This exception allows a precise distribution of adaptive value function calls between evolution and learning;
during the first lifetime unit, only the innate phenotype is evaluated and no modification of it takes place.
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bias towards a particular adaptation mechanism, in particular σG = σP = 0.01 is set in all
simulation studies of this chapter.

The model allows to distribute the adaptation effort between evolution and learning by
setting the lifetime parameter L. With population size n, the average generation turnover,
i.e., the average number of individuals that perish and are replaced in one time unit, is n/L.
For example, with n = 1000 individuals, L = 20 causes an average generation turnover of 50
individuals per time unit, i.e., 5 percent of all adaptation steps are genetic mutations and
95 percent are individual learning steps. Setting L = 1 would cause an average generation
turnover of 1000 individuals per time unit, i.e., 100 percent of all adaptation steps are
evolutionary steps. The case of L = 1 represents the special case of pure evolution, the case
of L = 10 represents a case of coupled evolution and learning. Hence, L can be interpreted as
a learning parameter.

7.4 Influence of Lifetime on Population Dynamics

The balance between exploration and exploitation is the key issue for adaptive systems [67, 35].
In this section, it is investigated how a change in the lifetime parameter L that adjusts the
distribution of evolution and learning influences population dynamics with a focus on the
exploration/exploitation balance. There are two obvious effects of increased lifetime/learning.

First, as mentioned earlier, an increase in lifetime L reduces the average generation turnover.
Recall that the average generation turnover of a population of n individuals is n

L
.

Secondly, an increase in lifetime/learning L smooths the effective fitness landscape. Learning
influences the average adaptive value over an individual’s lifetime. The mapping from genotype
to its average adaptive value is called effective fitness here.

In principle, an increase of learning intensity can either increase or decrease selection
pressure as we have seen in Chapter 4. However, there are only rare cases where the selection
pressure is actually increased. The model of Hinton and Nowlan [64] is such an example.
Borenstein et al. refer to such scenarios as extreme fitness landscapes [13]. In all other cases,
an increase in learning intensity decreases selection pressure, and an increase in L smooths
the effective fitness landscape.

It is well known that the exploration and exploitation ability is strongly influenced by the
degree of diversity which is an important concept of this chapter. A second important concept
of this chapter is the quasi-species. In the following, both concepts are briefly introduced.

Diversity

In [98] diversity is described as “the variety and abundance of organisms at a given place
and time”. However, it is less clear how to measure it [22, 98]. Numerous diversity measure-
ments have been suggested in the biology literature, but it is shown in [145] that no single
measurement is universally superior. In artificial life and evolutionary computation, diversity
has been studied, too [114, 100]. Every diversity measurement reflects at least one of the
two aspects, namely, richness and evenness. Richness defines how many different elements
exist in an element set, e.g., how many species live in the ecosystem or how many different
genotypes or phenotypes are present in a population. Evenness refers to the distribution of
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a given set of elements with respect to certain element properties. A uniform distribution
produces the maximum evenness. Some diversity measurements focus on either of the two
properties, e.g., the Hurlberts Probability of Interspecific Encounter [71] quantifies evenness.
Most measurements aggregate both aspects, such as the Shannon entropy [154, 136] and the
Simpson index [157]. In this chapter, the intuitive and widely used Simpson index is adopted
for measuring diversity, as recommended in [145]. The Simpson index reflects the probability
for two randomly sampled individuals to fall into the same partition class of a partitioned
continuous space and is defined as

H = 1−
m∑

i=1

(ni

n

)2

, (7.5)

where n is the population size, and ni the number of individuals in partition class i (out
of m partition classes). H increases with both, evenness and richness which is a desired
property. For all studies, Shannon-Evenness, Hurlberts Probability of Interspecific Encounter,
the standard richness measure, and the average Euclidean distance have also been used
as diversity measures with which, without exception, qualitatively equal results have been
obtained.

The Quasi-Species

Here, the concept of the quasi-species is introduced briefly. Refer to [37, 38, 15] for a detailed
description of this concept.

If the environment is static for a sufficiently long time, the population moves to a local or
global optimum where the selection pressure is usually decreasing and the loss of diversity is
slowed down. At the same time, mutation keeps introducing new (non-optimal) genotypes
to the population. At some point in time the two forces selection and mutation that reduce
and increase diversity simultaneously are equally strong and cancel each other out. This
well-known phenomenon has been termed mutation-selection balance [54, 25]. Under mutation-
selection balance the population forms a “cloud” of genotypes around the so-called wild-type.
This genotype cloud at mutation-selection balance is called quasi-species [37, 38].

The following illustration is inspired by the description of the quasi-species in [15]. Assume
that there are only two genotypes, an optimal and a non-optimal one where x denotes the
fraction of optimal genotypes in the population, implying that (1 − x) is the fraction of
non-optimal genotypes. Further, h denotes the fitness of the optimal genotype in multiples
of the non-optimal genotype’s fitness, i.e., h indicates the degree of selection pressure. The
variable p denotes the probability that a non-optimal genotype mutates to the optimal one
which is equal to the probability that an optimal genotype mutates to the non-optimal one.
If reproduction is linear-proportional to fitness, evolutionary dynamics are described by a
difference equation that describes the increase of the fraction of optimal genotypes, xt, over
time,

xt+1 = (1− p)
hxt

hxt + (1− xt)
+ p

1− xt

hxt + (1− xt)
=

(1− p)hxt + p(1− xt)

hxt + (1− xt)
. (7.6)
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Figure 7.4: The fraction of optimal genotypes in a sim-
ple evolution model over time (Equation 7.7). Muta-
tion p and selection pressure h determine the mutation-
selection-balance (quasi-species formation). Genera-
tion turnover λ has no influence in the long run.
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Figure 7.5: An increase in life-
time/learning causes a decrease
in the rate of diversity loss and
an increase in quasi-species di-
versity.

In the absence of mutation (p = 0) and for h > 1, x increases asymptotically toward 1.
However, with mutation (p > 0) genotypes mutate toward and away from the optimum.

As an extension of the common quasi-species model the generation turnover is included
in the difference equation. This is an extension of the common quasi-species model. With
λ = 1/L denoting the relative generation turnover (percentage of individuals that are replaced),
one obtains

xt+1 = (1− λ)xt + λ
(1− p)hxt + p(1− xt)

hxt + (1− xt)
. (7.7)

Figure 7.4 shows how, according to Equation 7.7, the fraction of optimal genotypes evolves over
time for different parameters. A lower generation turnover λ leads to a slowed convergence,
i.e., to a slower loss of diversity and later formation of the quasi-species, but has no influence
on the mutation-selection-balance. Hence, the composition of the quasi-species is solely
determined by mutation probability p and selection pressure h.

In this simple model, diversity can be measured in the sense of evenness as 1− |2x− 1|,
i.e., maximal diversity is given by x = 0.5. In Figure 7.4, we see that a small h (a smooth
fitness landscape) leads to a higher quasi-species diversity. In conclusion, decreasing selection
pressure leads to an increased quasi-species diversity regardless of the generation turnover.
However, the generation turnover influences the rate of diversity loss before quasi-species
formation. See Figure 7.5 for an illustration of this conclusion. Notice that this model does
not account for finite population effects.

Both concepts, diversity and quasi-species, play an important role in the analysis of the
following simulation studies.

7.4.1 Influence of Learning on Diversity (Environment 1)

The influence of lifetime/learning on diversity is investigated with a simulation study in
Environment 1 (Figure 7.6) which is defined by the adaptive value function

v1(z, t) = e−z2

. (7.8)
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Figure 7.6: Environment 1: A uni-modal,
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Figure 7.7: Environment 2: A composi-
tion of two Gaussian functions, where the
optimum moves from 0 to 1 at time 10000.

Function v1 is a Gaussian function centered at z = 0. Environment 1 is stationary, i.e., the
mapping from z to f is independent of t. In the following simulations the population is
initially distributed uniformly on [−2, 2]. Figure 7.8 shows the population dynamics of typical
evolutionary runs. Each thick black dot represents the genotype of one individual at a time,
each thin gray dot represents a phenotype. Notice that for this visualization the original
population size of 1000 has been reduced to 100.

With a lifetime of L = 1 (pure evolution), the population quickly converges to a stable
quasi-species state. With a lifetime of L = 1, the quasi-species formation takes about 5 time
units. In case of L = 20 (coupled evolution/learning), this takes significantly longer and the
quasi-species is less stable. After 500 time units, the diversity seems to be slightly higher with
coupled evolution/learning than with pure evolution. From these observations the following
hypotheses are derived:

1. Higher lifetime slows the speed of genotypic diversity loss.

2. Higher lifetime increases quasi-species diversity.

A second simulation study confirms these hypotheses. Figure 7.9 shows how diversity 4

averaged over 500 independent evolutionary runs evolves over time. The thin black line shows
the average genotype (equals phenotype) diversity in case of pure evolution (L = 1). The
case of coupled evolution/learning (L = 20) is denoted with a thick black line showing the
average genotype and a thick gray line showing the average phenotype diversity, respectively.
The trajectory resulting from an additional experiment is shown as dashed line. In this
additional experiment, all individuals have a lifetime of L = 20 but learning is disabled,
thereby avoiding the smoothing of the effective fitness landscape (Hiding effect). Hence,
an individual’s phenotype value is equal to its genotype throughout its lifetime. This
additional experiment allows to separate the influence of reduced generation turnover and
fitness landscape smoothing.

4 Simpson diversity, cf. Equation 7.5. Notice the space is discretized into partition classes
]−∞,−3] , ]− 3,−2.75] , ]− 2.75, 2.5] , . . . , ]2.75, 3] , ]3,+∞[.
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Figure 7.8: Evolutionary dynamics of a typical evolutionary run in Environment 1 in
case of pure evolution (L = 1, top panel) and coupled evolution/learning (L = 20, bottom
panel). Each thick black dot represents the genotype of one individual (out of a population
of 100 individuals) at a time, each thin gray dot represents a phenotype.

0 50 100 150 200 250 300 350

0.7

0.8

0.9

1

time

S
im

ps
on

 d
iv

er
si

ty

Average diversity during evolution

 

 

Pure evolution (genotype=phenotype)
Coupled evolution/learning (genotype)
Coupled evolution/learning (phenotype)
L=20, no learning (genotype=phenotype)

0 50 100 150 200 250 300 350
0.1

0.2

0.3

0.4

0.5

0.6

time

m
ea

n 
op

tim
um

−
di

st
an

ce

Average optimum distance during evolution

 

 

Pure evolution (genotype=phenotype)
Coupled evolution/learning (genotype)
Coupled evolution/learning (phenotype)
L=20, no learning (genotype=phenotype)

Figure 7.9: Evolutionary dynamics in Environment 1. Left panel: Comparing the average
diversity evolution in Environment 1 in case of pure evolution (L = 1) and coupled
evolution/learning (L = 20). Coupling evolution and learning causes a slower genotypic
diversity than pure evolution. Coupled evolution/learning also results in a higher genotypic
quasi-species diversity and a lower phenotypic quasi-species diversity than pure evolution.
Right panel: Mean distance to the optimum. After formation of the quasi-species, the
population with coupled evolution/learning has on average a smaller phenotype distance to
the optimum but a larger genotypic distance.
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From Figure 7.9, it can be seen that with evolution/learning (L = 20), the rate of genotypic
diversity loss is indeed lower than with pure evolution (compare the slopes of the thin and the
thick black lines). The extent to which this is caused by the reduced generation turnover is
represented by the difference between the thin black line and the dashed line. The extent to
which the increased rate of genotypic diversity loss is caused by the smoothing of the effective
fitness landscape, is represented by the difference between the slopes of the dashed line and
the thick black line.

Meanwhile, it can be seen that a higher lifetime (L = 20) leads to a more diverse quasi-
species. The average time of the formation of a quasi-species – all curves remain more or less
constant – is approximately 15 in case of L = 1 and 300 in case of L = 20. The explanation
for the higher quasi-species diversity is that L causes a smoothing of the effective fitness
landscape that shifts the mutation-selection balance.

Although the phenotype is strongly dependent on the genotype, phenotypic diversity
is lower after quasi-species formation. An explanation for this finding is that genetically
different individuals may adapt to a similar phenotype during lifetime which directly reduces
phenotypic quasi-species diversity. The latter argument is further supported by additional
simulation results presented in the right panel of Figure 7.9. There the mean genotype and
phenotypic distance to the optimum is shown (averaged over 1000 independent simulation
runs). The population with evolution/learning has on average a smaller phenotypic distance
to the optimum despite a larger genotypic distance.

In agreement with these findings, the experimental results of Curran and O’Riordan [27]
show that the coupling of evolution with cultural learning produces a higher genotypic
diversity than pure evolutionary adaptation. However, in disagreement with the findings of
this section, Curran and O’Riordan find that the inclusion of cultural learning also leads to
a higher phenotypic diversity. One reason for the disagreement might be that in Curran’s
and O’Riordan’s model genotype and phenotype are represented in different domains and the
authors employed different diversity measurements for these domains which prohibits a direct
comparison.

In summary, an increase in the degree of learning, a) slows down the loss of genotypic
diversity, and b) causes a higher genotypic quasi-species diversity despite a lower phenotypic
quasi-species diversity. With regard to exploration, a high diversity is desired. However,
with regard to exploitation a high adaptation velocity (loss of diversity) is desired. The
following section shows how exploration and exploitation are affected by an increase in learning
intensity.

7.4.2 Influence of Learning on Exploration and Exploitation
(Environment 2)

Figure 7.7 shows Environment 2 which is defined by the time-dependent adaptive value
function v2,

v2(z, t) = h e
−

“
z−zopt(t)

σopt

”2

+ e
−

“
z−(1−zopt(t))

0.25

”2

, with h > 1 ,

and zopt(t) =

{
0 , if t < 10000

1 , otherwise ,

(7.9)
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where h is a height factor that determines the difference of relative adaptive value between
local and global optima. For instance, h = 2 means the global optimum is twice as high as
the local optimum. This environment is designed in such a way that the basins of attraction
of the two optima have an equal size between the optima, i.e., in the interval [0, 1]. This is
realized by adjusting σopt with respect to h. The respective σopt can be derived numerically.
A detailed description of this is presented in Appendix D. In this environment, the adaptive
value function changes only once in t = 10000. Then, the global optimum zopt changes from 0
to 1 where it remains for the rest of the simulation time. Notice that zopt is an environment
parameter.5 The population is expected to form a quasi-species around the optimum 0 well
before t = 10000. The evolutionary dynamics immediately after the change at t = 10000
provides insights into how the balance between evolution and learning affects exploration and
exploitation in this model.

The population dynamics in Environment 2 are investigated with the following experiment.
For a range of constant lifetime settings, evolution is run for 1000 times and in each evolutionary
run two performance indicators, namely discovery time and transition time are measured.

Definition 7.1 (Discovery time). The time that the population needs to reach the interval
[0.5, 1.5] with at least one individual after the environmental change, i.e., the time needed to
discover the neighborhood of the global optimum.

The discovery time can be seen as an indicator for the exploration ability.

Definition 7.2 (Transition time). The time that the population needs to populate the neigh-
borhood of the global optimum (interval [0.5, 1.5]) after the discovery with at least 50 percent
of the population.

The transition time can be seen as an indicator for the exploitation ability.

Figure 7.10 shows the two properties for the tested range of lifetime settings. The discovery
time is first decreasing with an increasing lifetime. This is due to an increase in genotypic
quasi-species diversity (cf. Section 7.4.1). With increasing diversity it is more likely to
discover a neighboring optimum. When the lifetime increases further, the discovery time
starts to increase at some point. This phenomenon can be explained as follows: Despite a
further increase in genotypic quasi-species diversity, the generation turnover decreases with
increasing lifetime, thereby reducing the number of “trials” to find the new optimum. The
latter effect seems to be stronger than the former for large lifetimes and vice versa. The
discovery time is an indicator for exploration.

The transition time increases monotonically with the lifetime. This is due to the decreasing
generation turnover, i.e., the less individuals are replaced the longer it takes to populate the
new optimum. The transition time is a measure for exploitation.

If the environment changes repeatedly, the interplay between discovery (exploration) and
transition (exploitation) determines the overall adaptation success of the population. The
following section investigates this aspect in detail.

5 With regard to the nomenclature on page IX, zopt is one dimension of the Environment parameter vector e.

114



7.5 Existence of an Optimal Evolution/Learning Balance

50

100

150

200

 di
sc

ov
er

y 
tim

e  

10
0

10
1

10
2

10
3

0

1000

2000

3000

 tr
an

si
tio

n 
tim

e  

lifetime

Figure 7.10: Evolutionary dynamics in Environment 2. The discovery time is an indicator
for exploration, where transition time indicates exploitation ability. The discovery time,
and the transition time, averaged over 1000 evolutionary runs, suggest that there exists a
non-trivial optimal lifetime with regard to the exploration/exploitation balance.

7.5 Existence of an Optimal Evolution/Learning Balance

This section presents the simulation results of Environments 3 and 4. It is shown that for
Environment 3, the optimal adaptation behavior is achieved when no individual learning is
included. An increasing degree of learning decreases the degree of evolution and deteriorates the
overall adaptation capability of the population. In contrast, it is shown that for Environment
4 an increasing degree of learning at the expense of evolutionary adaptation brings about an
adaptational advantage. However, with too much learning, this advantage vanishes. Hence,
the optimal balance is given for intermediate degrees of evolution and learning.

7.5.1 Optimality of Pure Evolution (Environment 3)

Figure 7.11 shows Environment 3, that is defined by the time-dependent adaptive value
function v3,

v3(z, t) = e−(z−zopt(t))2 with zopt(t) = 0.2bt/T c . (7.10)

The uni-modal function that maps phenotype to adaptive value moves gradually in positive z
direction where T (the length of the change interval) determines the velocity of this movement.
Notice that T is an environment parameter.6 The following experiment demonstrates that
pure evolution is the best adaptation strategy in Environment 3. Pure evolution (L = 1) and
coupled evolution/learning (L=20) are compared and experiments are done for three different
settings of the change interval, T ∈ {1, 10, 100}, representing rapidly changing, moderately
changing, and slowly changing environments, respectively. Figure 7.13 shows the population
mean adaptive value, averaged over 100 independent simulation runs, for the first 400 time

6 With regard to the nomenclature on page IX, T is one dimension of the Environment parameter vector e.
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Figure 7.11: Environment 3: A uni-modal
Gaussian function that moves gradually in
positive z direction, where T (the length
of the change interval) determines the ve-
locity of this movement.
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Figure 7.12: Environment 4: The map-
ping from phenotype to adaptive value
at a time is identical to Environment
2, however, in Environment 4 the op-
timum changes periodically with an ex-
pected change interval of length T .

units of evolution. In the rapidly changing environment (L = 1), the population mean
adaptive value is going down to zero quickly in both settings, L = 1 and L = 20, although
slower in case of L = 1. On the contrary, in the slowly changing environment (T = 100) a
high mean adaptive value level of the population is maintained for both, L = 1 and L = 20.
However, in the environment with an intermediate change velocity (T = 10) the population
mean adaptive value is decreasing in case of coupled evolution/learning (L = 20) while it
remains at a high level with pure evolution (L = 1).

This result is explained as follows: If the environment changes slowly (T = 100) both
adaptation strategies allow to follow the monotonic movement of the optimum, although
small differences in the rate of adaptation to the population with L = 1 produces a slightly
better adaptive behavior. In the environment with an intermediate change velocity (T = 10)
the population mean adaptive value is decreasing in case of coupled evolution/learning while
it remains at a high level with pure evolution. This means that at some change velocity above
T = 10, the coupled evolution/learning strategy fails, because the population can not follow
the moving optimum. If the dynamics are monotonic as in this example, pure evolution is
the best adaptation strategy. A higher degree of (lifetime-induced) diversity is not needed for
adaptation, and is actually detrimental because of its negative effect on the exploitation of
a new optimum. If the environment changes even quicker as in case of T = 1 (top panel in
Figure 7.13) neither of the two adaptation strategies allows to follow the optimum, although
with pure evolution, the optimum is lost later.
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Figure 7.13: Evolution of the population mean adaptive value in Environment 3 for selected
settings. If the environment is changing too quickly (T = 1), neither of the populations
(with L = 1 and L = 20) can maintain a high mean adaptive value. However, for an
intermediate change rate (T = 10), the population employing pure evolutionary adaptation
(L = 1) has an advantage.
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7.5.2 Optimality of an Intermediate Degree of Learning (Environm. 4)

Figure 7.12 shows Environment 4 which is defined by the time-dependent adaptive value
function v4,

v4(z, t) = h e
−

“
z−zopt(t)

σopt

”2

+ e
−

“
z−(1−zopt(t))

0.25

”2

, with h > 1 ,

and zopt(t) =


0 , if

(
zopt(t− 1) = 1 ∧ XUni[0,1] < 1

T

)
∨(

zopt(t− 1) = 0 ∧ XUni[0,1] ≥ 1
T

)
1 , otherwise ,

(7.11)

where XUni[0,1] is a random number drawn from a uniform probability distribution on the
interval [0, 1]. In Environment 4, the mapping from phenotype to adaptive value at a time
is identical to Environment 2, however, in Environment 4 the optimum changes periodically
with an expected change interval of length T . The actual time between changes is uniformly,
stochastically distributed and can vary strongly.

The following experiment investigates the evolutionary dynamics in this environment for
height factors h = 2 and h = 5 with a range of constant lifetimes, and for the environmental
change intervals 20, 50, 100, 200. The genotype population is initially distributed uniformly
on [−0.5, 1.5]. The overall adaptation quality is assessed by measuring the mean population
fitness over time for 200 independent evolutionary runs. The results are shown in Figure 7.14.

These results show that the slower the environmental change, the higher is the mean
adaptive value for the population. For height factor h = 2 (left panel), the optimal lifetime
is approximately L = 75 for an expected change interval of T = 200, however, for change
intervals lower than that (T ∈ {20, 50, 100}), the optimal lifetime is at the boundary of the
tested range (L = 1000). There seems to be a threshold for the rate of environmental change
below which an intermediate lifetime is optimal. For a height factor of 5 (right panel), this
threshold lies between an expected change interval of 20 and 50. For a change interval of
T = 20, a maximally high lifetime L > 1000 is optimal, for slower changing environment
L = 25 (in case of T = 50) and L = 30 (in case of T = 100 and T = 200) is optimal. The
existence of a threshold for the rate of environment change below which an intermediate
lifetime is optimal has been confirmed in several other settings of h.

Figure 7.15 shows the population dynamics of typical runs in Environment 4 for the
non-trivial optimal balance between evolution and learning. As an example, the case of height
factor h = 5 and the change interval T = 200 is studied. This corresponds to the dotted line
in the right panel of Figure 7.14. Figure 7.15 shows four different degrees of learning (lifetime
L) for this setting, a low degree L = 1 which produces a rather low mean adaptive value,
an intermediate degree L = 30 which produces approximately the maximum mean adaptive
value, and high degrees L = 200 and L = 1000 which produce rather low mean adaptive
values. The thick gray line shows the trajectory of the global optimum, the thick black dots
show the genotype values, and the small gray dots show the phenotype values present in the
population at a time.

With pure evolution (L = 1) the population quickly converges to the global optimum.
The population maintains diversity with mutation-selection balance, however, this degree of
diversity is not sufficient to discover another global optimum. This shows that the discovery
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Figure 7.14: Mean adaptive value (over time, individuals and simulation runs) for different
constant lifetimes in Environment 4 for change intervals T ∈ {20, 50, 100, 200} and height
factors 2 (left panel) and 5 (right panel), respectively. There exists an optimal lifetime that
depends on the environmental dynamics and height differences between local and global
optimum.

Figure 7.15: Typical evolutionary runs in Environment 4. The thick gray line shows the
global optimum, the thick black dots show the genotype values, and the small gray dots show
the phenotype values present in the population at a time. With L = 1 (pure evolution) the
population only occasionally discovers a new global optimum. For long lifetimes L = 200
and L = 1000 the population is not flexible enough to move the majority of individuals
to the current global optimum before the next environmental change occurs. Only in
the intermediate case of L = 30, a good balance between exploration and exploitation is
achieved and the population follows the environmental dynamics.
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time is too long for the given environmental dynamics. In some evolutionary runs, a population
transition occurred occasionally. Next, the cases L = 200 and L = 1000 are considered.

With a high degree of learning (L = 200), evolution has only a weak influence on the overall
adaptation process. The genotypes (black dots) remain relatively wide-spread in genotype
space and individuals are able to adapt to one of the two optima during the lifetime. Due to
the high degree of diversity maintained throughout the simulation time, discovery time is
very short. The transition time, however, is too long to move the majority of individuals to
the current global optimum before the next environmental change occurs. With L = 1000 the
slow transition time is even more evident: Because of the extremely low generation turnover,
selection takes place rarely in this case, and evolution is virtually disabled.

However, in the intermediate case of L = 30, the population follows the environmental
dynamics. Evolution and learning are well balanced. As a result, it is possible for the
population to discover a new optimum after an environmental change and to exploit it in a
relatively short period of time. This gives the population an adaptational advantage over the
populations with a too low or too high degree of learning.

In a preliminary study, Environment 4 is defined with deterministic environmental changes.
Although in principle this leads to the same conclusion, some interesting phenomena can be
observed. Since these finding are not central for the understanding of this chapter, they are
relegated to Appendix E. The example of Environment 4 has shown that there are dynamic
environments in which adding individual learning to the population can result in better overall
population adaptation. However, too much or too little learning results in a worse overall
adaptation behavior.

7.6 Summary and Conclusion

A trade-off between individual learning and generation turnover is evident not only in
evolutionary computation but also in nature. In the presence of this trade-off, the degree of
learning influences the overall adaptation behavior, not only by means of change in selection
pressure but also by a decreased generation turnover. Other things equal, a decrease in the
generation turnover implies a slow down of genotypic change.

The issue of balancing evolution and learning toward an optimal overall adaptation behavior
has been studied with a simulation model. Unlike many other models in which the cost of
learning are explicitly assigned, the cost of learning are implicitly given by the associated
consumption of computational resources. The model employs two very similar trial-and-error
adaptation mechanism that only differ from each other in that one is applied to the population
(evolution) and the other to the individual (learning). The central parameter of the proposed
simulation model - individual lifetime - allows to adjust the ratio of computational resources
allocated by evolutionary adaptation steps and the ratio allocated by individual learning.

It turned out that an increase in individual lifetime,

a) allows the population to maintain a higher degree of diversity,

and at the same time

b) reduces the generation turnover.
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The balance between a) and b) affects the exploration/exploitation behavior of the overall
adaptation process. Hence, the adjustment of the evolution/learning balance indirectly
influences the exploration/exploitation balance of the entire adaptation process.

Using simulations it has been shown that in an environment with monotonic dynamics
(Environment 3), pure evolutionary adaptation is the best adaptation strategy. In such
environments, diversity is not needed for adaptation and can actually be detrimental because
of its negative effect on the exploitation of a new optimum.

A different result has been found in an environment in which the population has to cross
fitness valleys repeatedly (Environment 4). There, exploration ability is of importance. It
turned out that the learning-induced increase in diversity improves the exploration ability in
the right way, such that a coupled evolution/learning strategy has an adaptational advantage
over pure evolution. If, however, the degree of learning increases beyond a certain point,
thereby increasing exploration ability and reducing exploitation ability, the adaptational
advantage vanishes. Thus, an intermediate degree of learning which allows for both, exploration
and exploitation of a new optimum, is the optimal adaptation strategy.

There is a good reason to believe that this finding is not limited to environments in which
the global optimum switches between only two values: In the case where an intermediate
lifetime is optimal, the transition from the old to the new optimum occurs mostly after
quasi-species formation, i.e., at a time when the population has completely moved to one
optimum and has “forgotten” the old one. Thus, even if future optima appear at different
locations, the right balance exploration and exploitation is of great importance.

The control of the exploration/exploitation balance by means of adjusting the learning
intensity (lifetime) has not been mentioned in the literature. Unlike the Baldwin effect,
an improvement in overall adaptation behavior through individual learning, can only been
observed in dynamic environments.

In this chapter, the balance between evolution and learning has been studied from a purely
adaptational advantage point of view. It must be mentioned here that in nature other factors
and constraints may also play a role.

In nature, the optimal balance can not be set externally, instead it is either constrained
by natural laws, an emergent property of the evolution, or a mix of both. Similarly, in
evolutionary computation the optimal balance between evolutionary adaptation and learning
may not be known in advance and it is then desired that the right balance is found in a self-
adaptive way. The following chapter investigates if and under what conditions a near-optimal
overall adaptation behavior can emerge in a self-adaptation process.
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CHAPTER 8

Self-Adaptation of the Evolution/Learning Balance

The previous chapter has shown that there is a potential advantage of coupling evolution and
learning in dynamic environments even in the case of a trade-off between the two means of
adaptation. Accounting for the evolutionary dynamics in the long run, there is an optimal
balance between evolution and learning. In nature, the optimal balance can not be set
externally. Instead it is either constrained by natural laws, an emergent property of the
evolution, or a mix of both. Similarly, in computational evolution the optimal balance between
evolution and learning may not be known in advance. Therefore, it is desired that the optimal
balance emerges from a self-adaptation process. In this chapter, it will be shown under what
conditions self-adaptation of the evolution/learning balance can lead a near-optimal overall
adaptation behavior. Large parts of this chapter are based on [127].

8.1 Related Work

As reviewed in Section 7.2, no model has yet been published that accounts for a trade-off
between evolution and learning. Not surprisingly there is also no work that deals with the
evolutionary self-adaptation of this trade-off. However, there are a few papers that are still
to a certain degree related to this chapter.

Life history evolution [166, 143] is a branch of evolutionary biology that studies the evolution
of the reproductive cycle of individuals including properties like time to maturity, time to
first reproduction etc. Only recently, life history evolution has been studied for the first time
in evolutionary computation.

In Bullinaria’s [17] study on evolution of artificial neural networks for classification tasks,
the age of maturity is an important property of lifetime history. Individuals are protected by
their parents until they reach the age of maturity. Testing different ages of maturity, it turns
out that lifetime learning is more effective, the higher the age of maturity. Despite some cost
of late maturity for both parents and offspring relatively high ages of maturity associated
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with a high degree of learning evolve. Noteworthily, the environment in Bullinaria’s study is
stationary.

8.2 Extension of the Analysis Model

The analysis model used here is an extended version of the one introduced in Section 7.3,
where an individual was formally defined in Equations 7.1 to 7.4. Individual lifetime L is the
central parameter that determines the balance of evolution and learning. In the extended
model, L is now individually encoded in the genotype. Hence, the genotype x is no longer
given by a simple scalar x ∈ R. Instead, it is composed of one variable that encodes the
innate phenotype z0 and one variable that encodes the lifetime L, i.e.

x = (z0, L) . (8.1)

The mutational change from parent genotype x to offspring genotype x′,

x = (z0, L) 7→ (z′0, L
′) = x′ (8.2)

is defined by

z′0 = z0 + Xφ(0,σG) , (8.3)

where Xφ(0,σG) is a Gaussian random number (σG is also known as adaptation step size, cf.
Equation 7.2), and

L′ =


L + 1 , if 0.00 ≤ XUni[0,1] < 0.05

L− 1 , if 0.05 ≤ XUni[0,1] < 0.10 ∧ L > 1

L , otherwise ,

(8.4)

where XUni[0,1] is a random number drawn from a uniform probability distribution on the
interval [0, 1]. Equation 7.3 which describes the reproduction transition is still valid. Thus,
the individual lifetime L can evolve, thereby enabling self-adaptation of the evolution/learning
trade-off by means of mutation and selection.

8.3 An Initial Experiment of Lifetime Evolution

The extended model is applied to Environment 4 of Chapter 7 as defined with a change
interval of T = 200. Adaptation step-sizes are again set to σG = σP = 0.01. Recall that the
optimal balance between evolution and learning has been found at a lifetime of approximately
L = 30.

According to the formal definition in Section 8.2 the lifetime is encoded in the genotype
of each individual. In the initial population, the lifetimes are assigned randomly to the
individuals with respect to a uniform probability distribution over [1, 5]. Thus, the population
starts with a low expected lifetime. (Later, evolution that starts with a high expected lifetime
is studied as well.) Lifetime mutation is realized according to Equation 8.4.
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Figure 8.1: Evolution of lifetime in Environment 4 (h = 5) at a change interval of T = 200.
(a) shows the mean lifetime in the population over time and (b) the standard deviation
of the lifetime present in the population. Error bars indicate the standard-error over 30
independent simulation runs. According to Section 7.5.2 the optimal lifetime is 30, as
marked as a gray line in (a). Simply encoding lifetime parameter L leads to an unbounded
increase of the average lifetime.

Figure 8.1 shows the result of the first 100000 time steps of 30 independent simulation
runs. Figure 8.1(a) shows the evolution of population mean lifetime, averaged over the 30
simulation runs with error bars.1 Figure 8.1(b) shows the corresponding standard deviation of
the lifetime within the population, again averaged over the 30 simulation runs with error bars.
The mean lifetime increases to a value far beyond the optimal lifetime of 30 and seems to grow
infinitely. The variation of lifetime within the population is relatively small, cf. Figure 8.1(b).

Apparently the optimal lifetime does not emerge from a self-adaptation process. How can
the infinite growth of lifetime be explained?

The following theoretical considerations illuminate this issue. It is assumed in the following
that a population of n individuals with genotypes {xi}i=1...n is given. The corresponding
phenotype changes throughout the lifetime and produces (for each individual) a vector of
realized adaptive values. v̄(xi) denotes the average adaptive value of individual xi (over
lifetime).

L̄ denotes the mean lifetime of all individuals in the population. The average generation
turnover is n/L̄. Hence the average expected number of offspring of individual with genotype
xi at a time, is calculated as

n

L̄

v̄(xi)∑n
j=1 v̄(xj)

=
n

L̄

v̄(xi)

n v̄
=

v̄(xi)

L̄ v̄
, (8.5)

where v̄ denotes the mean adaptive value of the population during the lifetime of individual
xi. The expected number of offspring w(xi) of individual xi over its entire lifetime Li is given
by

w(xi) = Li
v̄(xi)

L̄ v̄
. (8.6)

This equation shows that the expected number of offspring increases with lifetime Li. This
means individuals with a longer lifetime have an implicit reproductive advantage. In short,

1Error bars have the length of +/- one standard error.

125



Chapter 8 Self-Adaptation of the Evolution/Learning Balance

long living individuals reproduce more because they have more opportunities to do so. Hence
in the long run, individuals with extremely long lifetimes overwhelm. As shown earlier,
extremely long lifetimes produce an adaptational disadvantage with respect to the overall
population behavior. Moreover, long lifetimes are biologically infeasible.

The evolution of a very long lifetime can be attributed to the fact that there is no individual
trade-off between average reproduction probability and the lifetime of individuals. In nature,
such a trade-off is evident as reviewed in Section 7.1. In the following, it is shown how a
trade-off between reproduction and lifetime can be implemented in the proposed model and
how it influences the evolution of lifetime.

8.4 Lifetime Evolution with a Trade-Off between
Reproduction and Lifetime

In the previous section, it has been shown that the reproductive advantage increases with
lifetime in absence of a negative effect of lifetime on reproduction (Equation 8.6). In order
to neutralize this undesired effect, a trade-off between average reproduction probability and
lifetime is introduced. Lifetime Li reduces the probability to reproduce as follows

V (xi) =
v(xi)

Li

. (8.7)

Function V (xi) denotes the new adaptive value of xi that accounts for the trade-off. The
lifetime mean of V of an individual xi, as denoted V̄ (xi), is calculated as

V̄ (xi) =
v̄(xi)

Li

. (8.8)

Recall that v̄(xi) denotes lifetime mean of the original adaptive value, v, of an individual
xi. In analogy to Equation 8.6, and accounting for Equation 8.8, the expected number of
offspring in presence of a trade-off, W (xi), is derived as

W (xi) = Li
V̄ (xi)

L̄ V̄
=

v̄(xi)

L̄ V̄
. (8.9)

The function V̄ (xi) denotes the population mean with respect to the new adaptive value V
(over the entire lifetime of individual xi). W (xi) denotes the expected number of offsprings
of xi in presence of the proposed trade-off.

Equation 8.9 shows that the expected number of offspring is independent of the individual
lifetime Li, if the trade-off between reproduction and individual adaptation as defined in
Equation 8.7 is taken into account. A shorter lifetime increases the probability to reproduce at
a time. On the other hand, individuals with high lifetime have more reproduction opportunities.
However, the reproduction trade-off ensures that no overall advantage arises from a certain
lifetime.
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8.4.1 Evolution of the Optimal Lifetime in Environment 4

With this model modification and under otherwise identical conditions as in Section 8.3,
simulated evolution is repeated for Environment 4 of Chapter 7. The results are presented in
Figure 8.2. Recall the optimal lifetime of 30 as found in Section 7.5.2 where the lifetime was
predefined and kept constant during evolution. First, as shown in Figure 8.2(a) evolution starts
with a low mean lifetime, initialized randomly on [1, 5] w.r.t. a uniform probability distribution,
i.e., with an average lifetime of 3. We see that in the presence of the reproduction/lifetime
trade-off, a near-optimal lifetime between 30 and 35 evolves. In a follow-up experiment, as
shown in Figure 8.2(c), the population starts to evolve with high lifetimes, initialized on
[30, 70], i.e., with an average lifetime of 50. Again, the population evolves a near-optimal
lifetime. The results show that independent of the starting conditions, self-adaptation toward
a near-optimal evolution/learning balance works robustly.

For the simulations presented in Figures 8.2(a) and (c), the variation of the lifetime present
in the population (measured as standard deviation) is also shown in Figures 8.2(b) and
(d), respectively. The variation is low in both experiments, indicating that there is a stable
population movement toward the optimal lifetime, and that the population mean lifetime
does not “average out” the actual population dynamics.

In another experiment with the model that incorporates the trade-off, the population
is initialized with lifetimes uniformly distributed on [1, 5]. However, now the environment
changes on average every 20 time units. The result is presented in Figure 8.3. Now, the
average population evolves a lifetime of 100 during the first 100000 time steps of evolution
and even longer lifetimes in succeeding time steps (not shown). This corresponds to the
findings of Section 7.5.2 where a very long lifetime (larger 1000) turned out to be optimal if
the environment changes with an expected change interval of 20.

8.4.2 Evolution of the Optimal Lifetime in Environment 3

Simulated evolution is also repeated for Environment 3 of Chapter 7 using the model that
accounts for the reproduction/lifetime trade-off. Here as well, simulation parameters are set
as in Section 7.5.1.

Recall that in Environment 3, the adaptational challenge is to follow a quickly moving
optimum. In Section 7.5.1, it is shown that pure population adaptation, i.e., L = 1 is the best
adaptation strategy for this type of environmental dynamics (cf. Figure 7.13). Figure 8.4
shows the evolution of lifetime in Environment 3 with an environmental change interval of 10.
In this example as well, a near-optimal degree of population adaptation (near L = 1) emerges
from a self-adaptation process.

8.5 Summary and Conclusion

The preceding chapter has shown that depending on the environmental dynamics there exists
a certain balance of evolution and learning that is optimal with respect to the mean population
fitness measured over time. Following these conclusions this chapter has investigated if an
optimal or near-optimal balance can emerge by means of self-adaptation.
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(a)  Env.4, T=200, L init. on [1;5], trade−off
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(b)  Env.4, T=200, L init. on [1;5], trade−off
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(c)  Env.4, T=200, L init. on [30;70], trade−off
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(d)  Env.4, T=200, L init. on [30;70], trade−off

Figure 8.2: Evolution of lifetime in Environment 4 (h = 5) at a change interval of T = 200
in presence of a reproduction/lifetime trade-off. (a) shows the mean lifetime in the
population over time where evolution starts at low mean lifetime and (b) the corresponding
standard deviation of the lifetime present in the population. (c) shows the mean lifetime
in the population where evolution starts at high mean lifetime and (d) the corresponding
standard deviation. Error bars indicate the standard-error over 30 independent simulation
runs. According to Section 7.5.2 the optimal lifetime is 30, as marked as a gray line in (a)
and (c). Independent of the initialization the near-optimal lifetime evolves robustly.
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(b)  Env.4, T=20, L init. on [1;5], trade−off

Figure 8.3: Evolution of lifetime in Environment 4 (h = 5) at a change interval of T = 20 in
presence of a reproduction/lifetime trade-off. (a) shows the mean lifetime in the population
over time and (b) the corresponding standard deviation of the lifetime present in the
population. Error bars indicate the standard-error over 30 independent simulation runs.
According to Section 7.5.2 the optimal lifetime is larger than 1000 as indicated in (a). The
lifetime evolves toward large values, i.e., potentially toward the optimum.

128



8.5 Summary and Conclusion

0 500 1000 1500 2000
0

5

10

15

20

25

Opt.

time t

m
ea

n 
lif

et
im

e

(a)  Env.3, T=10, L init. on [1;40], trade−off
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(b)  Env.3, T=10, L init. on [1;40], trade−off

Figure 8.4: Evolution of lifetime in Environment 3 at a change interval of T = 10 in
presence of a reproduction/lifetime trade-off. (a) shows the mean lifetime in the population
over time and (b) the standard deviation of the lifetime present in the population. Error
bars indicate the standard-error over 30 independent simulation runs. According to Section
7.5.1 the optimal lifetime is 1, as marked as a gray line in (a). The lifetime evolves toward
a near-optimal value.

In the analysis model of evolution, individual lifetime L is the crucial parameter to distribute
adaptation effort between the level of evolutionary adaptation and learning. Simply encoding
L in the individual genotype and allowing it to evolve in a mutation-selection cycle results in
the evolution of an infinitely increasing lifetime. This can be explained by the absence of a
negative effect of lifetime on reproductive success per time. Incorporating a trade-off between
lifetime and reproduction per time that can be found similarly in natural organisms, disables
the bias toward long lifetimes and a near optimal balance of evolution and learning emerges
from a self-adaptation process.

Undoubtedly, there may be other factors and constraints in nature which determine the
average individual lifetime in a species. However, this and the preceding chapter provide a
purely adaptational argument for the evolution of a certain balance between evolution and
learning.

The results are even more interesting from a computational intelligence point of view. The
preceding chapter has shown that the balance between evolution and learning influences the
exploration/exploitation balance of the overall adaptation process. Hence, the extended model
presented in this chapter, provides a means for self-adaptation of the exploration/exploitation
balance under changing environmental conditions.

129



130



CHAPTER 9

Conclusion and Outlook

“Properly speaking, such a work is never finished; one must declare it so when,
according to time and circumstances, one has done one’s best.”

Johann Wolfgang von Goethe, Italian Journey

Evolution and learning are the two major mechanisms in natural adaptation. The inter-
play between these two mechanisms allows populations of biological organisms to adapt to
various changing environmental conditions, a capability that is also demanded in today’s and
tomorrow’s large-scale digital processing systems. Many facets of the dynamics that arise
from the interplay between evolution and learning have not been understood, yet. This thesis
has studied some of these aspects and developed models that may serve as a basis for the
design of computational systems that employ nature-inspired adaptation mechanisms. This
chapter summarizes the conclusions (Section 9.1) and contributions (Section 9.2) from the
various studies of this thesis, and suggests future research steps (Section 9.3).

9.1 Conclusion

The core of this thesis is the development of the gain function framework which provides a
general explanation under what conditions learning accelerates or decelerates evolutionary
change. In its simple form, the gain function is formulated in terms of the relative fitness
gain of an individual with respect to the absence of learning. In its extended formulation,
the influence of an increase in a learning parameter is taken into account. The gain function
considers the influence of learning on selection pressure. The basic idea is that learning
accelerates evolutionary change if genetically strong individuals benefit proportionally more
from learning than weak individuals. This case is indicated by a positive gain function
derivative. The acceleration effect of learning is interpreted as the occurrence of the Baldwin
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effect by many authors. Correspondingly, a negative gain function derivative indicates a
scenario in which genetically weak individuals benefit more from learning than the strong
ones. This leads to a deceleration of evolutionary change, an effect that has become known as
hiding effect in recent years. The extended gain function framework considers the influence
of a parameter on the mapping from genotype to fitness. Originally, this parameter was
interpreted as a learning parameter. However, the mathematical treatment does not limit the
interpretation of the parameter. It may as well be interpreted as a parameter that influences
development (ontogenesis).

Although the formal derivation of the gain function naturally imposes some simplifying
assumptions it has been employed successfully in a variety of contexts in this thesis. It
explains in what situations learning accelerates or decelerates evolution. For example, if
learning shifts each individual by a positive constant distance in phenotype space toward
higher fitness, this type of learning will accelerate evolutionary change where the logarithm
of the fitness function (mapping from genotype to fitness) is convex, and decelerate it where
the logarithm of the fitness function is concave. With a similar analysis it has been proven
that noise in the genotype-phenotype-mapping can actually accelerate evolutionary change -
a somewhat non-intuitive result.

The model of Hinton and Nowlan [64] is perhaps the most prominent simulation model
of evolution and learning. In the literature their results have been explained with different
arguments. However, the gain function analysis has shown that a selection pressure argument
is sufficient to explain their main result that learning accelerates evolution in the simulation
model.

The gain function perspective allowed an interesting reconsideration of Mery and Kawecki’s
[107] biological experiment with fruit flies. The evolutionary dynamics as recorded in the
experimental data allowed to draw some conclusions on the effect of individual learning on
fitness. If the starting point of learning is far away from the learning goal, learning is not very
beneficial. Learning is not very beneficial either, if it starts close to the learning target. The
maximum benefit is achieved for a starting point with intermediate distance to the target.
Interestingly, this result corresponds to some theories on animal and insect learning [137, 122].

Beyond the formal derivation of the gain function, the dynamics of evolution and learning
have also been studied via simulation in an environment with limited availability of computa-
tional resources. Under these conditions the rate of evolutionary adaptation and the intensity
of individual learning need to be balanced. The proposed model allows to specify the distri-
bution of the computational resource consumption between evolution and learning. It turned
out that balancing evolution and learning is a means to adjust the exploration/exploitation
behavior of the overall adaptation process. The optimal balance is influenced by the type
and rate of environmental change.

In nature, the optimal balance can not be set externally. To some extent it may be
constrained by natural laws and may thus be an emergent property of evolution. Similarly,
in evolutionary computation the optimal balance between evolution and learning may not
be known in advance. Therefore, it is desired that the optimal balance emerges from a
self-adaptation process. It turned out that self-adaptation of the evolution/learning balance
can be achieved by genetically encoding an individual’s lifetime (learning time) and letting
it evolve. However, it is required to incorporate a biologically plausible trade-off between
lifetime and reproduction.
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Summarizing, this thesis has significantly deepened the understanding of the biological
interrelationship between evolution and learning. In fact, parts of this work have been
published [131] in the same journal that also published what later became known as the
Baldwin effect [7]. As shown by the studies on the influence of learning on evolution this
contribution to evolutionary biology and computational biomodelling provides an important
improvement for the anticipated transfer of these biological principles to the design of
information processing systems which need to adapt to their dynamically changing operating
environment. Also steps toward the transfer have been taken by employing standard EA
techniques and by addressing the issue of computational resource limitations.

9.2 List of Contributions

In the following, the main contributions of this thesis are explicitly formulated.

Explanation of the adaptational disadvantage of Lamarckism in rapidly changing
environments

As shown by others, Lamarckism has an adaptational disadvantage in rapidly changing
environments. By using a simplified model (Chapter 3), this thesis has provided a simple
explanation for this result: The disadvantage in rapidly changing environments is explained
by the movement of the mean genotype. With Lamarckian inheritance, genotype movement is
faster than with genetic mutation alone. Though this may be helpful in the short run, it can
be detrimental in the long run under dynamic environmental conditions. The near-optimal
degree of Lamarckism with respect to the rate of environmental change can be produced by
an evolutionary self-adaptation process.

Formulation and proof of the gain function as a mathematical framework to predict
the influence of learning on the rate of evolution

The gain function is formulated in terms of the effect of learning on the mapping from genotype
to fitness (Chapter 4). For the sake of mathematical analysis, genotype and phenotype are
represented by a scalar value. In its initial formulation, the gain function can be used to
predict the effect of adding individual learning to the evolutionary process. In its extended
formulation, it can be used to predict how a change in a learning parameter affects the rate of
evolution. In both versions, the gain function analysis looks at the effect of learning and does
not require to consider a particular learning scheme or algorithm. All that is needed is to
know how learning influences fitness. The gain function makes exact short-term predictions
on the evolutionary dynamics. A simulation study has demonstrated that the gain function
is also useful to approximately describe the long term dynamics of the population, e.g., in
the case that an acceleration phase is followed by a deceleration phase (Section 5.4). Despite
its generality, the gain function has some limitations: It is expectation based and does not
account for unlikely stochastic events (cf. Section 6.5).
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Identification of the conditions for learning-induced acceleration or deceleration for
typical forms of learning

The gain function framework has been applied to the identification of conditions under which
typical forms of learning accelerate or decelerate evolution, in particular: a) directional
learning accelerates evolution, if the logarithm of the function that maps phenotype to fitness
is convex, and decelerates it, if the logarithm is concave (Section 5.1.1); b) it has been
mathematically proven that noise in the genotype-phenotype-mapping can accelerate the
evolutionary process - a somewhat non-intuitive result (Section 5.1.2); c) the decomposition of
individual fitness into an innate and a learning component revealed that learning accelerates
evolution only if the fitness attributable to the learning component increase faster than the
fitness attributable to the innate component (toward the optimum) (Section 5.2); d) continual
fitness assessment may revert the influence of learning on evolution compared to the case of
posthumous fitness assessment, if learning curves have different shapes for innately weak and
strong individuals (Section 5.3). In order to focus on learning, the innate phenotype value is
directly specified by the genotype in these models.

Theoretical underpinning of various studies of coupled evolution and learning

Gain function analyses have been used to produce a theoretical underpinning of several
studies of coupled evolution and learning (Chapter 6), namely a) Hinton and Nowlan’s
simulation study [64], b) Papaj’s computational biology experiment [133], and c) Cavallie
and Feldmann’s [18], Anderson’s [5], and Ancel’s [3] analytical treatment of the influence
of developmental noise on evolution. The gain function has also been utilized to shed some
light on evolutionary data of a biological experiment with fruit flies [107] and in particular to
connect the evolutionary results to theories on animal and insect learning.

Discovery of a new type of adaptational advantage in presence of a resource-conflict
between evolution and learning

Under computational resource limitations, the rate of evolutionary adaptation and the
intensity of individual learning need to be balanced. A model has been proposed that allows
to specify the distribution of the computational resource consumption between evolution
and learning. To a certain extent a similar trade-off can be found in nature. It turned out
that an increase in the degree of learning, a) allowed the population to maintain a higher
degree of diversity and at the same time b) reduced the generation turnover. The interplay
between a) and b) affects the exploration/exploitation behavior of the overall adaptation
process. Hence, the adjustment of the evolution/learning balance indirectly influences the
exploration/exploitation balance of the entire adaptation process. Finally, the optimal balance
is influenced by the type and rate of environmental change. Examples have shown that only
for a certain evolution/learning balance the population can cope with the environmental
dynamics.
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Demonstration that biologically-plausible reproduction constraints allow successful
self-adaptation of the evolution/learning balance

Simply encoding an individual’s lifetime in its genotype and evolving it by means of mutation
and selection leads to the undesired infinite growth of lifetime in the population. Incorporating
an individual trade-off between reproduction probability and lifetime creates the conditions for
successful self-adaptation of the lifetime (learning time) toward the optimal overall adaptation
behavior.

9.3 Outlook

Despite of the contributions of this thesis, many facets of the dynamics that arise from the
interplay between the two adaptation mechanisms remain only partially understood.

The gain function is designed to predict the influence of learning on selection pressure.
This might be extended toward other aspects.

For example, in all setups in the simulation study in Chapter 7, an increased degree of
individual learning caused a larger diversity which was partly due to the change in the effective
fitness landscape. In all examples where an increased diversity has been observed, the gain
function has a negative derivative. Since a decreasing gain function reflects a learning-induced
reduction of selection pressure, it seems intuitively clear that it also leads to an increased
diversity. However, unless proven mathematically, there is no guarantee that this intuition
is correct. Thus, a mathematical formulation and proof of a “diversity gain function” is
a natural extension of this thesis. The original gain function considers the change in the
mean genotype of the population. A starting point for the development of the diversity gain
function could be to analyze the change in the population’s variance of the genotype. The
variance can be considered as a first approximation of diversity. However, as a final diversity
measure the variance is inappropriate, since a decrease in the population’s genotype richness
does not imply an increase in variance.

Since the gain function is based on the analysis of the expectation population dynamics
and does not account for the variance of the population movement it does not allow to
make predictions on the influence of learning on the time needed to cross a fitness valley
toward a region with higher fitness. Such a prediction cannot be made expectation-based
since fitness valley crossing requires an “unlikely” event. A stochastic analysis seems more
appropriate to predict the time to cross a fitness valley. It turned out that during the work
on this PhD dissertation, a first step in this direction has been taken. In his PhD thesis,
Elhanan Borenstein [12] presents a heuristic analysis tool for the estimation of the fitness
valley crossing time. Combining stochastic analysis with the basic idea of the gain function
seems a promising approach for future research.

Another issue of future research should be the further study of non-mononotic gain functions.
Although not yet shown mathematically it is safe to say that learning probably accelerates
evolution if the vast majority of the individuals of a population is located in a fitness landscape
region with increasing gain function. The vector of gain functions derivatives (one entry
corresponds to one individual) may provide valuable information for both cases a monotonic
and a non-monotonic gain function.
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Certainly, future work should consider the further translation of biological adaptation
processes to digital processing systems. For most real-world scenarios, it may be appropriate
to employ different adaptation techniques on the level of evolutionary adaptation and on
the level of individual learning. This takes up the idea of memetic or hybrid evolutionary
algorithms that are largely motivated by the benefits that arise from coupling coarse-grained
with fine-grained search. These algorithms are mainly applied to the optimization of stationary
functions, yet. The results of this thesis encourage the study of hybrid algorithms in changing
environments such as optimization of dynamic objective functions, and control. An important
aspect of these applications will be the roles of online and offline evolution and learning. An
integration of these aspects into a theoretical framework is a subject of future work.
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APPENDIX A

Geometric Explanation for the Fitness Valley in Experiment 1 of

Chapter 3

Experiment 1 has shown that for a given T , the population fitness over time is minimal for
an intermediate λ. A possible explanation is outlined in the following: With a very low
mutation rate it is assumed that genotype changes within time T are mainly induced by
Lamarckism and that mutation-induced random genetic changes are negligible. Furthermore,
it is assumed that the population fitness is well represented by the expected fitness of the
population mean genotype. Thus, population fitness can be expressed w.r.t. the population
mean distance to the optimal genotype, which is denoted as d. Assume that initially d = 0.5
and between two environmental changes (within T ), this distance is reduced by a distance
of D, where D depends on the level of Lamarckism λ and the learning parameter a, i.e.,
D(λ, a). In the simplified model of this chapter, it is known that ∂D/∂a ≥ 0 and more
importantly for this analysis ∂D/∂λ ≥ 0, i.e., D is increasing with λ. Let us first consider
the case where (0 < D ≤ 0.5) such that the population never reaches the optimum within
T or just immediately before the environmental change at T , e.g., because λ is too small:
At the time, just before an environmental change occurs, the population has a distance of
d = 0.5 − D to the optimum. Immediately after the environmental change, this distance
becomes d = 0.5 + D since the optimal genotype has changed (from 0 to 1 or from 1 to 0).
Since the population always moves back and forth between these two states, the expected
population fitness over time is approximately

f̄(D, a) =
1

D

∫ 0.5+D

0.5−D

fexp(d, a) dd , (A.1)

where the expected fitness of d is fexp(d, a) = 2− φ(d, a) (cf. equations 3.3 and 3.4). This
assumes that the fit phenotype’s fitness is twice the unfit phenotype’s fitness. Equation A.1
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Figure A.1: Geometrical explanation for the population fitness valley for intermediate λ at
intermediate T encountered in Experiment 1 (cf. Fig 3.3). The figure shows Equation A.2
with a = 0.5. A population fitness minimum occurs at D = 0.5 (cf. text).

can be reformulated with straight-forward calculations. Substituting n for (1/(1− a)), we
obtain

f̄(D, n) =


2 + (0.5−D)n+1

2D(n+1)
− (0.5 + D)n+1 if 0 < D ≤ 0.5

2 + 1
2D

2n+1
n+1

− 1
D

if 0.5 < D ≤ 1

2− 0.5n if D = 0 .

(A.2)

The first case (0 < D ≤ 0.5) corresponds to the above described scenario, where the population
never reaches the optimum within T . In the second case (0.5 < D ≤ 1), the population
reaches the optimal genotype within T and stays there until the next environmental change
occurs (having the maximum fitness of 2 during this time). Thus, for (0.5 < D ≤ 1), we
obtain (0.5/D) · f̄(0.5, n) + ((D − 0.5)/D) · 2, which produces the second case of Equation
A.2 after some straightforward calculations. The third case (D = 0) corresponds to λ = 0 (no
Lamarckism). Here, the population fitness over time is simply the expected fitness of d = 0.5,
i.e., the population does not move. Figure A.1 illustrates Equation A.2 for L = 0.5. It shows
a minimum at D = 0.5. For a given constant L, D only depends on λ and we know that D is
increasing with λ. Thus, the population fitness f̄ is decreasing for small λ and increasing for
large λ, producing a minimum for intermediate λ. This provides a possible explanation for
the occurrence of the fitness valley for intermediate λ at intermediate T in experiments 1 and
2.

To summarize the main argument of this geometrical explanation: With a low mutation
rate, the population’s mean genotype movement mainly depends on the level of Lamarckism,
i.e., Lamarckism allows quick genotype movement. A (Lamarckism-induced) quickly moving
population may be less fit than a population that is not or hardly moving (without Lamarck-
ism): While a quickly moving population has the advantage of approaching a recently changed
fitness optimum, it potentially has an adaptational disadvantage when the next environmental
change occurs, since it is farther away from the new optimum than the population that has
moved less. In the suggested model this disadvantage indeed occurs, and the disadvantage
is even larger than the adaptational advantage of approaching a new optimum. Thus, the
population fitness is decreasing for increasing level of Lamarckism. However, if the level
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of Lamarckism further increases and exceeds a certain threshold, the population can very
quickly move to the new optimum and stay there at a high fitness level (until the next
environmental change occurs). Thus, at intermediate levels of Lamarckism, the population
fitness is increasing with the level of Lamarckism.
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APPENDIX B

Proof of Equation 5.16

This appendix proves Equation 5.16 which is rewritten here as two equations

∀x : f(x) > 0 ∧ f ′(x) > 0 ∧ f ′′(x) > 0 ∧ f ′′′(x) ≤ 0 ⇒ g′(x) < 0 (B.1)

and

∀x : f(x) > 0 ∧ f ′(x) > 0 ∧ f ′′(x) < 0 ∧ f ′′′(x) ≥ 0 ⇒ g′(x) > 0 (B.2)

Recalling Equation 5.9 the expected fitness of an individual can be written as (and then
reformulated)

f̄(lε(x))

=

∫ +εmax

−εmax

p(ε)f(x + ε) dε

=

∫ +εmax

0

p(ε)(f(x + ε) + f(x− ε)) dε

=f(x)−
∫ +εmax

0

2p(ε)f(x) dε +

∫ +εmax

0

p(ε)(f(x + ε) + f(x− ε)) dε

=f(x) +

∫ +εmax

0

p(ε)h(x, ε) dε .

(B.3)

with

h(x, ε) = f(x + ε) + f(x− ε)− 2f(x) . (B.4)

With this reformulation,

f̄(lε(x))− f(x) =

∫ +εmax

0

p(ε)h(x, ε) dε , (B.5)
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it is first shown that sign(h(x)) depends on sign(f ′′(x)), in particular

∀x : f ′′(x)


> 0 ⇒ h(x) > 0

< 0 ⇒ h(x) < 0

= 0 ⇒ h(x) = 0 .

(B.6)

Consider f ′′ > 0 first: For all functions with f ′′(x) > 0 for all x (convex functions) it is known
that

∀ λ ∈]0, 1[: x1 < x2 ⇒
f(λx1 + (1− λ)x2)− (λf(x1) + (1− λ)f(x2)) < 0 . (B.7)

With ε > 0, substituting x1 = x− ε, x2 = x + ε, and for the special case of λ = 0.5,

∀x : f ′′(x) > 0 ⇒ f(x)− (0.5f(x− ε) + 0.5f(x + ε)) < 0

⇔ f(x + ε) + f(x− ε)− 2f(x) > 0

⇔h(x) > 0 ,

(B.8)

which proves the first case of Equation B.6. The second case can be proven in an analogous
way. To proof the third case of Equation B.6 (∀x : f ′′(x) = 0), f(x) can be rewritten as

f(x) = ax + b ⇒ h(x) = 0 . (B.9)

Thus, Equation B.6 is proven.
With equations B.5 and B.6 and because for positive (negative,zero) h(x, ε) the correspond-

ing
∫ +εmax

0
p(ε)h(x, ε) dε is positive (negative, zero), too, we obtain

∀x : f ′′(x)


> 0 ⇒ f̄(lε(x))− f(x) > 0

< 0 ⇒ f̄(lε(x))− f(x) < 0

= 0 ⇒ f̄(lε(x))− f(x) = 0 ,

(B.10)

which which will be used in the final step of the proof.
Using the convexity equation (Equation B.7) in an analogous way as in Equation B.8 for

f ′(x) and f ′′′(x), it can be derived

∀x : f ′′′(x)


> 0 ⇒ h′(x) > 0

< 0 ⇒ h′(x) < 0

= 0 ⇒ h′(x) = 0 .

(B.11)

Note that for the case of f ′′′ = 0, f can be written in the form f(x) = ax2 + bx + c and we

obtain h(x, ε) = 2aε2 with ∂h(x,ε)
∂x

= 0.
Thus, h(x) is monotonic in x and

∀x : f ′′′(x)


> 0 ⇒ ∂

∂x

∫ +εmax

0
p(ε)h(x, ε) dε > 0

< 0 ⇒ ∂
∂x

∫ +εmax

0
p(ε)h(x, ε) dε < 0

= 0 ⇒ ∂
∂x

∫ +εmax

0
p(ε)h(x, ε) dε = 0 .

(B.12)
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Since with Equation B.5,

∂

∂x

∫ +εmax

0

p(ε)h(x, ε) dε =
∂

∂x

(
f̄(lε(x))− f(x)

)
= (f̄(lε(x)))′ − f ′(x) (B.13)

we obtain

∀x : f ′′′(x)


> 0 ⇒ (f̄(lε(x)))′ − f ′(x) > 0

< 0 ⇒ (f̄(lε(x)))′ − f ′(x) < 0

= 0 ⇒ (f̄(lε(x)))′ − f ′(x) = 0 ,

(B.14)

which will also be used in the final step of the proof.
The preceding equations, in particular equations B.10 and B.14 are now used to proof

Equation 5.16. Combining

I : f > 0 (Assumption)

II : f ′ > 0 (Assumption)

III : f ′′ > 0 ⇒ f(x) < f̄(lε(x)) (cf. Equation B.10)

IV : f ′′′ ≤ 0 ⇒ (f̄(lε(x)))′ ≤ f ′(x) (cf. Equation B.14)

implies

I ∧ II ∧ III ∧ IV ⇒ (f̄(lε(x)))′f(x) < f ′(x)f̄(lε(x))

⇒
(

f̄(lε(x))

f(x)

)′

< 0

⇒ g′(x) < 0 ,

which proofs Equation 5.16(a). Similarly, combining

I : f > 0 (Assumption)

II : f ′ > 0 (Assumption)

III : f ′′ < 0 ⇒ f(x) > f̄(lε(x)) (cf. Equation B.10)

IV : f ′′′ ≥ 0 ⇒ (f̄(lε(x)))′ ≥ f ′(x) (cf. Equation B.14)

implies

I ∧ II ∧ III ∧ IV ⇒ (f̄(lε(x)))′f(x) > f ′(x)f̄(lε(x))

⇒
(

f̄(lε(x))

f(x)

)′

> 0

⇒ g′(x) > 0 ,

which proofs Equation 5.16(b).
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APPENDIX C

Calculation of the Derivative of Equation 6.21

In this appendix the step-by-step calculation of the derivative of Equation 6.21 is shown.

∂2

∂x∂(LT )
logfφl(x, L, T )

=
∂

∂x

[
∂

∂(LT )
logfφl(x, L, T )

]
=

∂

∂x

[
∂

∂(LT )
log

(
1− (x− 1)2(e−LT − 1)2

(LT )2

)]
=

∂

∂x
− (x− 1)2

1− (x−1)2(e−LT−1)2

(LT )2

∂

∂(LT )

(
(e−LT − 1)2

(LT )2

)

=
∂

∂x
−

(x− 1)2
(
−2e−LT (−1+e−LT )

(LT )2
− 2(−1+e−LT )2

(LT )3

)
1− (x−1)2(e−LT−1)2

(LT )2

,
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Appendix C Derivative of Equation 6.21

which can be simplified

[..]

=
∂

∂x

(x− 1)2 e−2LT (LT )−3(2e2LT (−1 + e−LT )2 + 2LTeLT (−1 + e−LT ))

1− (x−1)2(−1+e−LT )2

(LT )2

=
∂

∂x

2 (x− 1)2 e−2LT (LT )−3(e2LT − 2eLT + 1− LTeLT + LT )

1− (x−1)2(−1+e−LT )2

(LT )2

=
∂

∂x

2 (x− 1)2 e−2LT (LT )−3(−1 + eLT )(−LT + eLT − 1)

1− (x−1)2(−1+e−LT )2

(LT )2

=
∂

∂x

2 (x− 1)2 (−1 + eLT )(−LT + eLT − 1)

e2LT (LT )3
(
1− (x−1)2(1−2e−LT +2e−2LT )

(LT )2

)
=

∂

∂x

2 (x− 1)2 (−1 + eLT )(−LT + eLT − 1)

e2LT (LT )3 − (LTe2LT − 2LTeLT + LT )(x− 1)2

=
∂

∂x

2 (x− 1)2 (−1 + eLT )(−LT + eLT − 1)

a(e2LT (x− 1)2 − (x− 1)2 − e2LT (x− 1)2 + eLT (LT )2)

=
∂

∂x

2 (x− 1)2 (−1 + eLT )(−LT + eLT − 1)

a(e2LT (x− 1)2 − (x− 1)2 + e2LT ((LT )2 − (x− 1)2))
,

and the derivative with respect to x becomes

[..]

=
2(−1 + eLT )(−LT + eLT − 1)

LT

∂

∂x

(x− 1)2

2eLT (x− 1)2 − (x− 1)2 + e2LT ((LT )2 − (x− 1)2)
,

=[..]

=
4LTe2LT (−1 + eLT )(−LT + eLT − 1)(x− 1)

(2eLT (x− 1)2 − (x− 1)2 + e2LT ((LT )2 − (x− 1)2))2
,

which equals the right-hand side of Equation 6.21.
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APPENDIX D

Basins of Attraction in Environments 2 and 4 of Chapter 7

The environments as defined in Equations 7.9 and 7.11 have two optima, one at z = 0 and
the other at z = 1. The corresponding basins of attraction have equal size within the interval
[0, 1] if there is a minimum at z = 0.5. The following derivations assume zopt = 0. However,
the transfer to the case zopt = 1 is trivial. With this assumption, the adaptive value function
that corresponds to Environments 2 and 4 can be written as

f(z) = h e
−

“
z

σopt

”2

+ e−16(z−1)2 . (D.1)

The first derivative of f w.r.t. z is

f ′(z) = −2hz

σ2
opt

e
−

“
z

σopt

”2

− 32(z − 1)e−16(z−1)2 , (D.2)

and the second derivative of f w.r.t. z is

f ′′(z) =

(
4hz2

σ4
opt

− 2h

σ2
opt

)
e
−

“
z

σopt

”2

+
(
1024(z − 1)2 − 32

)
e
− 1

4σ2
opt . (D.3)

where f ′ denotes ∂f
∂z

and f ′′ denotes ∂2f
∂z2 . A necessary condition for a minimum at z = 0.5 is

a zero first derivative at this point. Evaluating f ′ at z = 0.5 and setting it to zero yields

f ′(0.5) = 0

⇔ h

σ2
opt

e
− 1

4σ2
opt − 16e−4 = 0

⇔ h = 16e−4 σ2
opt e

1

4σ2
opt .

(D.4)

A sufficient condition for a minimum at z = 0.5 is a positive second derivative of f at this
point, i.e.

f ′′(0.5) > 0

⇔ h

(
1

σ4
opt

− 2

σ2
opt

)
e
− 1

4σ2
opt + 224e−4 > 0 .

(D.5)
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Figure D.1: Relationship between h and σopt in Environments 2 and 4 that needs to be
satisfied in order to have equal size of basins of attraction of the two optima within the
interval [0, 1].

Including the necessary condition of Equation D.4 yields

16e−4σ2
opt

(
1

σ4
opt

− 2

σ2
opt

)
+ 224e−4 > 0

⇔
(

1

σ2
opt

− 1

)
+ 14 > 0

⇔ 1

σ2
opt

> −13 ,

(D.6)

which is true. Thus for all combinations h and σopt that satisfy Equation D.4, f has a
minimum at z = 0.5. The relationship of Equation D.4 is shown in the left graph of Figure
D.1. h is a function of σopt but the inverse function does not exist because there exist two
corresponding σopt for a given h. Since h is a function of σopt (according to Equation D.4)
the fitness landscape f with a minimum at z = 0.5 can be drawn w.r.t. z to σopt as shown in
Figure D.2. The global fitness maximum is at z = 0 for small σopt and at z = 1 for large σopt.
The transition occurs where the two maxima have equal function value, i.e. f(0)− f(1) = 0.
The corresponding σopt can be calculated by solving f(0)− f(1) = 0 for σopt having regard to
Equation D.4. Solving this equation shows that the transition occurs at σopt = 0.25 with the
corresponding h = 1 (according to Equation D.4).

Thus, function f is limited to parameters σopt > 0.25 and h > 1. Under this constraints
σopt is a function of h and can be solved numerically. The resulting graph is shown in the
right panel of Figure D.1. For each h > 1 a unique σopt can now be determined such that
the function f has a minimum at z = 0, and global maximum at zopt = 0. Note that this
calculations assume that zopt = 0. The calculations for the second case zopt = 1 are analogous
and yield the same σopt for a given h.
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Figure D.2: Fitness landscape f(z) w.r.t. σopt such that there exists a minimum at z = 0.5.
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The global maximum switches from z = 0 to z = 1 at σopt = 0.25. Function f is therefore
limited to σopt < 0.25
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APPENDIX E

Simulation Results for Deterministically Changing Environment 4 of

Chapter 7

In Section 7.5.2 a simulation study was presented based on a stochastically changing envi-
ronment as defined in Equation 7.11. There, large variations of the actual times between
environmental changes could be observed. In a preliminary study, it has been assumed
that the environment changes deterministically every T time units, i.e. the deterministic
Environment 4, f̂4, is given by

f̂4(z, t) = h e
−

“
z−zopt(t)

σopt

”2

+ e
−

“
z−(1−zopt(t))

0.25

”2

, with h > 1 ,

and zopt(t) =

{
0 , if bt/T c modulo 2 ≡ 0

1 , else .

(E.1)

A simulation study, similar to the one in Section 7.5.2, was done for the deterministic version
of Environment 4, with interesting results. Figures E.1 and E.2 show the results. Qualitatively,
we obtain the same results as in the corresponding experiment with stochastic changes (cf.
Figures 7.14 and 7.15), namely that the optimal adaptation behavior can be observed for
an intermediate lifetime. However, different from the results in stochastic Environment 4,
we find a peculiar wave curvature in some curves in Figure E.1. This is particularly clear in
case of height factor 5 (right panel) and change intervals 50 and 200. Extending the x-axis to
larger lifetime values would reveal a similar form for the change interval 400. It turns out
that this finding is an emergent statistical property of the fact that environmental changes
appear in constant temporal intervals.

The following example explains this curiosity: If the lifetime of an individual is equal
to or shorter than the length of one change interval than the mean adaptive value over an
individual’s lifetime varies strongly depending on its birthdate. In one extreme case, an
individual with genotype 0 may be close to the global optimum throughout its whole life
while in the other extreme case the global optimum is at 1 throughout its whole life, thus
achieving only a low mean adaptive value. Those individuals that are “biased” toward the
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Figure E.1: Mean adaptive value for different constant lifetimes in the deterministically
changing Environment 4 for change intervals T ∈ {50, 200, 400} and height factors 2 (left
panel) and 5 (right panel), respectively. There exists an optimal lifetime that depends
environmental dynamics and height differences between local and global optimum. Notice,
the peculiar sine-like curvature of some curves.

Figure E.2: Typical evolutionary runs in deterministically changing Environment 4. The
thick gray line shows the global optimum, the thick black dots shows the genotype values,
and the smaller gray dots show the phenotype values present in the population at a time.
With L = 1 (pure population adaptation) the population only occasionally discovers a new
global optimum. For long lifetimes L = 200 the population is not flexible enough to move
the majority of individuals to the current global optimum before the next environmental
change. Only in the intermediate case of L = 30, a good balance between exploration and
exploitation is achieved, and as a consequence, the population follows the environmental
dynamics.
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Figure E.3: Explanation for the wave curve in deterministic Environment 4

global optimum have a higher number of expected offsprings. These offsprings in turn are
more likely to be biased toward the local optimum. Thus, one would expect that in this case
on average the majority of individuals is located on the (non-global) local optimum. If the
lifetime of an individual is twice the length of the environmental change interval the birthdate
has no influence on its mean adaptive value since it equally long on the global and on the
local optimum hill. Thus, no bias is expected here. However, if the lifetime of an individual
is three times the length of the environmental change the birthdate becomes important again.
In general, if L = (2n− 1)T , with n ∈ {1, 2, 3, 4, · · · }, the population is biased toward the
local optimum, whereas if L = 2nT , with n ∈ {1, 2, 3, 4, · · · }, the population is not bias
toward the local or global optimum.

This explanation is supported by the following experiment. For three different change
intervals T ∈ {50, 200, 400} evolution is run for a range of different lifetimes which are
multiples of the corresponding T . For each setting the average fraction of individuals that
are located on the global optimum hill are measured (depending on the environmental state
either z ≤ 0.5 or z ≥ 0.5). The results as shown in Figure E.3 indeed support the above given
explanation. If L = (2n− 1)T the mean fraction of genotypes in the basin of attraction of
the global optimum is smaller than 0.5 and approximately 0.5 if L = 2nT .

The peculiar wave-curve of Figure E.1 disappear in environments with stochastic changes.
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